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CLEAR: Cross-Layer Exploration for Architecting Resilience
Combining Hardware and Software Techniques to Tolerate Soft Errors in Processor Cores
Eric Cheng1, Lukasz G. Szafaryn2, Shahrzad Mirkhani1, Hyungmin Cho1, Chen-Yong Cher3, Kevin Skadron2, Mircea
Stan2, Klas Lilja4, Jacob A. Abraham5, Pradip Bose3, Subhasish Mitra1
1

Stanford University 2University of Virgnia 3IBM 4Robust Chip, Inc. 5University of Texas at Austin
3. Demonstrate that not all cross-layer resilience techniques
are effective for soft error protection of processors (e.g.,
combining software, logic, and circuit layers could result in
15× more energy overhead than a circuit-layer only approach).
4. Our extensive study reveals two cross-layer approaches
as highly effective solutions: (a) Combining circuit-level
radiation hardening and logic-level parity checking, together
with error recovery (b) Combining algorithm-level error
correction together with circuit-level radiation hardening,
logic-level parity checking, and micro-architectural cross-layer
error recovery (which achieves a 1.5× improvement in energy
overhead compared to an optimized circuit-layer approach).
5. Quantify benchmark sensitivities and a method for
minimizing their impact.

Abstract—Many resilience techniques have been
published in research literature and used during processor
design to improve system reliability. These techniques span
various layers of the system stack: circuit, logic,
architecture, software, and algorithm layers. Architecting
and embedding resilience often imposes large overheads in
terms of energy/power, execution time, and area. In this
paper, we use cross-layer resilience to effectively combine
resilience techniques across the layers of the system stack
to achieve a 50× Silent Data Corruption (SDC)
improvement for a general-purpose computing system at
1.5× less energy as compared to an optimized single-layer
(e.g., single-technique) approach. By injecting over 9
million flip-flop errors, we carefully characterize resilience
techniques and validate our resilient designs to
demonstrate our ability to finely tune resilience for both a
simple, in-order SPARC processor and a complex, out-oforder Alpha processor.

II. CLEAR FRAMEWORK
Our CLEAR framework (Fig. 1) is driven by: 1. Systematic
characterization of various resilience techniques (Fig. 2) (e.g.,
circuit-level techniques are calibrated using radiation results
from test chips); 2. Comprehensive (over 9 million) error
injections using accurate error models on BEE3 FPGA-based
emulation and University of Texas Stampede supercomputerdriven RTL simulations [Cho 13]; 3. Post-layout estimates of
costs associated with various resilience techniques using
industrial TSMC 28nm libraries (logic cells, SRAM) and
Synopsys design tools; and 4. Thorough execution time and
energy estimates for software-implemented resilience using
FPGA-based emulation and detailed RTL simulations.
Two diverse processor designs (a simple in-order SPARC
processor and a complex out-of-order and super-scalar Alpha
processor were chosen as representative of in-order cores
(InO-cores) and an out-of-order cores (OoO-cores). These
designs span application domains from embedded to high
performance computing (HPC). We evaluate using the
SPECINT 2000 and the DARPA PERFECT benchmark suites.
Two metrics are used to evaluate resilience improvement:
SDC (Silent Data Corruption) improvement and DUE
(Detected but Uncorrected Error) improvement [Sanda 08].

Keywords—cross-layer resilience, soft errors, reliability

I. INTRODUCTION
We address a significant challenge in the design of robust
processor cores that are resilient to errors, specifically
radiation-induced soft errors, in the underlying hardware:
given a set of resilience techniques, what is the best way to
protect a given processor design from soft errors using a
combination of techniques, across multiple abstraction
layers (e.g., cross-layer resilience [Carter 10, DeHon 10,
Mitra 10]), such that the overall resilience targets are met at
minimal costs (energy, power, execution time, area)?
We present a new framework called CLEAR (Cross-Layer
Exploration for Architecting Resilience) for exploring a wide
variety of soft error resilience techniques and their
combinations in a systematic manner. Our cross-layer analysis
differs from prior work [Szafaryn 13, Timor 10] that rely on
abstracted views of resilience techniques (no detailed analysis)
and thus cannot evaluate combinations systematically or
accurately. Our framework contrasts current practice (e.g.,
commercial solutions from IBM [Meaney 05] and solutions
like Argus [Meixner 07]), where cross-layer resilience is
generally based on “designer experience” or “historical
practice” and which lack fine-grained analysis.
We make the following contributions:
1. A framework for exploring the large space of cross-layer
resilience of processors against soft errors and quantify the
strengths and weaknesses of various combinations.
2. Demonstrate the generality of our results using two
different processor designs.
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Figure 1. CLEAR Framework
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Table 1. Resilience Technique Summary: Key Characteristics for an InO-core
50× SDC Improvement 50× DUE Improvement
Combination
Area Power Energy Area Power Energy Perf.
Hardening
2.9%
7.3%
7.3%
3.8%
9.4%
9.4%
0%
Harden + parity + cross-layer recovery
2.5%
6.1%
6.1%
3.6%
8.4%
8.4%
0%
EDS + harden + parity + cross-layer recovery
2.7%
6.6%
6.6%
3.8%
8.5%
8.5%
0%
DFC + harden + parity + DFC recovery
40.8% 37.2% 58.5% 42.2% 39.3% 59.0%
6.2%
ABFT correction + harden + parity + recovery
1.0%
1.7%
1.7%
1.5%
3.3%
4.3%
1.4%
ABFT correction + LEAP-ctrl + harden + parity + recovery
4.0%
2.6%
4.0%
4.1%
4.6%
6.2%
1.4%
DFC + harden + parity (no DFC recovery)
5.5%
6.2% 15.7% 6.2%
8.3% 16.4%
6.2%
Assertions + harden + parity + checkpoint-restart
1.2%
3.0% 19.1% 3.8%
9.0% 26.0% 15.6%
CFCSS + harden + parity + checkpoint-restart
1.4%
2.9% 44.5% 4.2%
9.5% 54.1% 40.6%
EDDI + harden + parity + checkpoint-restart
0.4%
0.6%
111%
4.0%
9.5% 130.1% 110%
ABFT detection + harden + parity + chkpt-rstrt
1.6%
3.4% 28.3% 1.6%
3.8% 28.7% 14.0%
DFC + ABFT correction + harden + parity + ckpt-rstrt
4.2%
3.6% 13.5% 3.8%
2.5% 12.1% 10.2%
evaluating the resilience of a system and proposed a low-cost
Algorithm: Algorithm Based Fault Tolerance (ABFT) [Huang 84]
solution for minimizing the effects of benchmark dependence.
Software: Assertions [Sahoo 08, Hari 12], Control Flow Checking by
ACKNOWLEDGMENT
Software Signatures (CFCSS) [Oh 02a], Error Detection by
Duplicated Instructions (EDDI) [Oh 02b]
This work was supported by DARPA, DTRA, SRC, and NSF.
Architecture: Data-Flow Checking (DFC) [Meixner 07], DIVA [Austin 99]
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Figure 2. Resilience Techniques and their Combinations

III. CROSS-LAYER CASE STUDY
Table 1 summarizes the various combinations of resilience
we have explored and their costs for achieving a 50×
improvement in SDC and DUE for an InO-core. We highlight
the three best solutions: (hardening-only), (hardening, parity,
recovery), and (ABFT correction, hardening, parity, recovery
– both variants with and without the addition of LEAP-ctrl).
Our results are consistent for the OoO-core as well.
IV. BENCHMARK DEPENDENCE
To evaluate the dependence of our results on particular
benchmarks, we incorporate resilience using a set of
benchmarks (a training set), and then evaluate resilience with
respect to another disjoint set of benchmarks (an evaluation
set). We found that, typically, resilience improvement is
underestimated when considering different benchmarks.
We propose to minimize benchmark effects by applying our
cross-layer resilience methodology as normal (based on the
training set) and subsequently replacing all flip-flops left
unprotected with a very inexpensive lightly-hardened flip-flop.
We found that that using lightly-hardened flip-flops allows us
to meet or exceed the desired resilience target at low (less than
1% additional chip-level) cost.
V. CONCLUSIONS
We have presented a new methodology and framework for
exploring, evaluating, and optimizing cross-layer resilience.
We have shown that using our methodology, one can find
effective cross-layer combinations that can reduce the energy
overhead required for resilience by 1.5× as compared to the
best possible single-layer solutions. The most important insight
is that coverage can be tuned, and the most efficient protection
achieved, by optimizing at the level of individual flip-flops.
The resulting coverage obviates the need for architectural and
most software resilience techniques. Finally, we have
demonstrated the important role benchmarking plays when
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Cross-layer Resilience Mechanisms to Protect the
Communication Path in Embedded Systems
Tobias Stumpf, Hermann Härtig
Operating Systems Group
TU Dresden, Germany
{tstumpf|haertig}@tudos.org

Eberle A. Rambo, Rolf Ernst
Institute of Computer and Network Engineering
TU Braunschweig, Germany
{rambo|ernst}@ida.ing.tu-bs.de
In this paper, we investigate how soft-errors, in the form of
Single Event Upsets as well as Multi Event Upsets, can impair
the whole communication path of a multi-core platform and,
more importantly, how to protect it. A cross-layer resilience
approach to the problem is discussed, where the protection in
software and hardware can maximize the fault-tolerance while
avoiding unnecessary accumulated overhead.

Abstract—With the decreasing feature size of new chip generations, additional protection mechanism are necessary especially to protect safety-critical systems in environments with
higher radiation levels. This paper investigates a cross-layer
approach combining hardware and software-level techniques into
a complementary protection mechanism. This reduces overhead
by avoiding overlapping protection without reducing the fault
tolerance. The paper starts by introducing one software and one
hardware protection mechanism. Then, we discuss the overlap
as well as pros and cons of both techniques. Finally, we give
an outlook about possible benefits to combine both independent
approaches to one cross-layer resilience mechanism.

II. R ELATED W ORK
Fault tolerance can be achieved at different abstraction
layers. The physical layer ensures the correct transmission
between two transmission points, whereas the network or
transport layer includes further techniques to ensure that a
message is finally delivered to the end point. Because of the
wide-spread use of TCP/IP, several fault tolerance approaches
exist to extend its reliability. The existing mechanisms focus
on different layers. Song et al. [4] developed a fault-tolerant
Ethernet protocol using COTS hardware, which is application
level transparent. Their approach extends the network stack
and adds the fault tolerance functionality between network
data link layer and the transport and network protocol layers.
Other techniques, like PortLand [5], extend the data link layer.
Because higher level protocols like TCP/IP also include faulttolerance mechanisms, the fault-tolerance overhead is probably
higher than necessary.
An overall system approach is made by the Tandem Non
Stop technology [6]. It is based on special purpose hardware
and the system software was developed with fault-tolerance in
mind. Because of the high development effort, the successors
of the original Non Stop system goes into the direction of
COTS hardware.
Combining hardware and software mechanisms can reduce
the fault-tolerance overhead or can improve the overall system
performance. Kariniemi and Nurmi [7] designed a NoC where
the hardware and software protocols are tightly coupled to
increase communication performance. They also considered
fault-tolerance in their work.
In the following, we will focus on fault-tolerance to increase
the robustness, by decreasing the necessary costs.

I. I NTRODUCTION
Technology scaling influences the system design and reliability [1]. Because increasing the single thread performance
reached its limits, hardware vendors increase the parallelism
by scaling up the core count in order to keep increasing
performance. This has been enabled by decreasing the feature
size, providing several benefits like reduced power consumption and increased transistor density on the one hand. On the
other hand, it increases the susceptibility to soft-errors [2],
which extends to the whole chip, including the interconnection
between the cores, giving rise to the so-called unreliable
hardware.
The unreliability can be addressed in software as well as
in hardware. In hardware, the effects of such soft-errors are
abstracted as bit-flips in registers and memory. In software,
it can be abstracted as data corruption or misbehaving execution. Software-based approaches, like replication, checkpoint
restart, or encoded processing, can overcome soft-errors or
bring the system into a fail-safe state.
A remaining weak point is the inter-core communication.
The software layer can add redundancy to detect data corruption, but it is unaware of undelivered messages. Moreover,
parts of the message are not visible to software and must be
handled at the hardware level. Detecting an error at software
level also leads to additional overhead, compared e.g. to error
detection and retransmission at the hardware level.
A particle strike can cause single or multiple bit-flips [3].
With decreasing feature size the probability for multi bitflips, caused by one particle strike, increases. Because ECC
can recover only from single bit flips, the messages can
be additionally protected in software, which guarantees the
message integrity but not its delivery.

III. S YSTEM OVERVIEW & FAULT M ODEL
Figure 1 illustrates the system we will harden and which
is used for evaluation. On the lowest layer, there are several
CPUs which are interconnected. We assume that we have

3
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some CPUs which are more reliable and executing critical
software parts, according to the design presented by Engel and
Döbel [8]. If we cannot use hardened CPUs, then additional
techniques like AN-Encoding [9] are necessary to detect a
malfunctioning CPU.
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Fig. 2: Fault-injection experiments with L4/Fiasco.OC. Each
bar illustrates one experimental setup and covers a basic
microkernel functionality.

Sender
Core Mem.
1

Fig. 1: Many-core system overview.
At software level, we use a microkernel based system. The
highlighted part of Figure 1, the RCB, is the critical part which
has to be executed on one of the reliable cores. The other
software components are protected by existing techniques like
Checkpointing/Restart [10] or replication [11].
In this work, we are focusing on transient faults, caused by
events such as particle strikes or electromagnetic radiation.
Due to its transient nature, after re-executing or rewriting
the fault disappears. Moreover, an existing fault, visible at
hardware level, may not influence the software at all because
it is masked by the hardware or the faulty function unit or
memory area is not used at all.
In the sequence, we analyze the failures caused by transient
faults at the system level. Next, we discuss the impacts of
faults on the different IPC communication steps. In Section VI,
we discuss handling the faults in software. In Section VII we
extend the analysis to the hardware level and discuss handling
faults in hardware.
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Core
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Fig. 3: Steps for delivering a message from client to server.

Further, a crash may also be the result of corrupted message,
which leads to a wrong system execution. A detailed analysis
of the SDC outcome of the performed test cases indicates that
all non-detected failures leading to a wrong system output are
the result of corrupted messages.
The next section describes how a message is delivered and
explains the different fault cases.
V. IPC COMMUNICATION AND FAULT CASES
The inter-process communication in a multi-core system is
illustrated in Figure 3. In 1 , a client creates a message
and hands over the message to the OS (hypervisor). During
these steps, the message is stored in memory 2 . In 3 ,
the message is then transferred through the interconnect (the
Network-on-Chip) to the receiver, where it is stored in a
buffer 4 . The OS then hands the message over to the
other application 5 . Depending on the implementation, the
message may be transferred to main memory before being read
by the receiver, in which case, the message would go through
the NoC and memory once more.
Soft-errors can occur in any of the steps of an inter-process
communication and therefore result in different failures. The
communication can be protected in hardware (NoC), which
guarantees the delivery and integrity of messages. A problem
arises when an error corrupts the message before being handed
over to the NoC 2 , or similarly, after being delivered but
before being consumed 4 . Even though it is a common

IV. S YSTEM A NALYSIS
To examine the failure-vulnerability of our system we
performed a full fault analysis for core system functions of the
used microkernel. Figure 2 illustrates the results. We grouped
the results in four classes: Fault free (OK), system crashes and
stops working (CRASH), the system continues work, but the
outcome differs, which is called silent data corruption (SDC),
and the system does not reach a specific execution point within
a specified time frame (TIMEOUT).
System crashes and timeouts can have various reasons. A
bit-flip my affect the system state and changes the execution
so that an exception is triggered or the execution hangs in an
endless loop. Those failures need different memory protection
mechanism, which are out of the scope of this paper.
A crash could be the result of a wrongly delivered message
and a timeout the result of a non-delivered message. Both
cases will be discussed in Section VII.
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4

practice to protect the memory with ECC, it is not sufficient
[12], especially for future systems with decreased feature size.
VI. S OFTWARE M ECHANISM
At software level only some parts of the faults are visible,
because some errors are masked by the hardware. Faults
manifesting into an error can lead to different results: Malfunctioning software or data corruption. The execution path may
be changed because the input values differ, which can also
result in a system crash. Other bit-flips in the network packet
may influence the outcome of a calculation, which cannot be
detected.
For off-chip communication, checksums are state-of-theart to protect message header and payload. But message
transmission within the same die or even across package
boundaries of the same system is not appropriately protected
[13] or assumed to be fault-free. We expect that the reliability
decreases with future systems and makes a message protection
within the same die necessary. Therefore, we evaluated a
software based approach.

(a) unprotected

(b) protected

Fig. 4: Comparison of an unprotected and a protected IPC
message.

we discuss the overlap as +well as pros and cons of both
techniques. Finally, we give an outlook about
access rights.
First of all, we will focus on data transfer only and present
our general approach and first measurements. We give an
outlook on the advanced part at the end of this section.

A. Systems Software & Messages
To harden the communication, we looked at a microkernelbased operating system. This is in line with the presented
system design in Section I, because the microkernel is part
of a small reliable computing base and most software parts
can run on top of it, including system software services. In
Section V we gave a general overview of the inter process
communication. In this section, we focus on the software’s
point of view.
The simplest form is data exchange. One process creates a
message and initiates the transfer. Then, the kernel transfers
the data and informs the receiver about the incoming message.
For data transfer, a message is composed of two parts, the
header (including the receiver, information about the message
type, size, etc.) and the payload with the data.
But IPC is not only used to transfer data between sender
and receiver. For instance, it is also used to grant access rights.
A process A can grant process B access rights to some part of
its memory by sending a specific message MS . The message
MS includes information about the memory area and the
rights. Process B has to be ready to receive this information.
Therefore, it creates a special message MR , telling the kernel
that it is ready to receive the memory mapping and specifies,
at which point its able to receive the mapping.
In addition to communication, IPC messages can be used
for OS specific operations, which goes further than simple
data transmission. Figure 4a illustrates a simplified version of
an IPC message. The extended header is not transferred from
the sender to the receiver. Instead, the kernel interprets the
information and creates memory mappings or grants stigates a
cross-layer +approach combining hardware and software-level
techniques into a complementary +protection mechanism. This
reduces overhead by avoiding overlapping protection +without
reducing the fault tolerance. The paper starts by introducing
one +software and one hardware protection mechanism. Then,

B. Message Protection
A closer look at the results shown in Figure 2 indicates
that all SDC corruption is caused by a corrupted message.
Using one checksum for the whole IPC package is not feasible,
because an IPC packages is modified during transmission,
which requires several checks and recalculation during package delivery. Therefore, we added one dedicated checksum for
the payload.
To reduce the amount of additional read operations, the
checksum is calculated during message creation and finally
appended to the message after the last part of the payload
is written. We choose two different checksum algorithms:
CRC32 and parity byte. In general, CRC32 can deal with more
fault cases than a simple parity byte, but the CRC32 checksum
is more expensive to calculate.
C. Evaluation
Figure 5 presents the runtime overhead for different implementations. For the measurement, we sent one message
with the maximum payload from one thread to another, which
gives us an upper bound for the overhead. Our first software
implementations of the CRC32 slows down the transmission
by a factor of 8 compared to the small overhead of less than
17% percent of a simple parity bit. Therefore, we analyzed
two alternatives: A fast software implementation using a table
with pre-calculated values. Besides the memory overhead, this
solution has the drawback, that the pre-calculated table is again
vulnerable to bit-flips. The second alternative uses hardware
extensions.
We repeated the experiment with the highest SDC from
Figure 2 for the different implementations. For the repeated experiment we see no SDC at all, because the IPC252 experiment
sends only data which is now fully protected. The drawback
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Fig. 6: Comparison of unprotected and protected NoC packets.

Fig. 5: Runtime overhead for different IPC protection mechanisms.
layer. This type of communication is not explicit in software
and thus must be handled in hardware.
The NoC protection against transient faults must consider
two aspects: the control and the data. The control concerns the
network availability, i.e. its capability to restore service after
an error affects a router’s state machine. The data concerns
packet delivery and packet payload integrity. Here, we focus
on the latter. We focus on errors affecting data. Therefore, we
assume that errors affecting the availability of the network are
either handled by an orthogonal approach, such as resilient
state machines at design time or error detection and recovery
at the component level. We assume that errors affecting control
may lead to packet loss, e.g. due to a component reset
or irrecoverable routing data. On an end-to-end perspective,
transient faults may cause packet loss (i.e. affecting packet
delivery) or cause packet corruption (i.e. affecting the payload
integrity). These are addressed next.

of our experiments is an increased amount of timeouts and
crashes.
D. Outlook
To address timeouts and crashes caused by corrupted messages, we currently harden the remaining part of an IPC
message. Because the different parts of an IPC message are
read or modified at different points, we group the data which
is used together. One possible solution is illustrated in 4b,
but we will investigate if a more fine grained approach can
minimize the protection overhead. If the hardware provides
instructions to calculate the CRC32, we will use the hardwarebased approach, because it provides the best ratio between
overhead and error-detection. For older or cheaper processors
without support for CRC32 calculation, we will use a simple
parity byte.
The presented software approach addresses failures, which
are visible as memory corruption at software level. But it requires that all messages are finally transmitted and the receiver
gets notice about the incoming message. If packets, including
interrupts, can be lost, further techniques are necessary. In
software, we can implement a more complex communication
protocol with timeouts and retransmissions. However, we can
also design a reliable on-Chip network, to reduce the faulttolerance overhead caused by additional software. We will
discuss such an approach in the next section, followed by a
discussion about combining software and hardware techniques.

A. Packet integrity
The impacts of packet corruption depend on whether the
packet header or its payload is affected. The unprotected
packet is illustrated in Figure 6a.
The packet header contains the routing data, responsible
for delivering the packet to the right destination. The payload
contains everything else that is not related to routing, e.g.
memory address for a memory transaction, access rights, and
the data being transferred. The entire IPC message (Figure 4)
is here part of the payload of a packet in the NoC. The rest
of the payload contains memory address and operation type.
Depending on the IPC size, it may be divided and transported
as the payload of several packets. The handling of IPCs in
hardware and software will be detailed in Section VIII.
We protect the header of the packet and its payload separately. This is shown in Figure 6b. The header’s integrity
is checked in each router before processing the packet in that
router. The payload’s integrity is checked in the receiver’s network interface. This allows the header to be quickly checked
and updated in the routers without requiring the whole packet
to be received and processed, as seen in faster wormholeswitched networks [14]. In these networks, the packets are
composed of Flow Control Units (flits) and each flit has a

VII. H ARDWARE M ECHANISM
The error detection of a software-based approach is limited
to delivered packets, including notifying the receiver. If a
message is lost while being forwarded by the hardware or
delivered to the wrong core, an application may stall forever.
Using timeouts in software, also known as watchdogs, solves
the problem in some cases while incurring additional delays in
the worst-case. In other cases, it does not help. For instance,
when forwarding interrupts, which are a special type of
message and are related to signals/exception at the software
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header which is encoded such that each flit has a checksum
and is checked separately; the payload is distributed among
the flits has only one checksum that covers the entire payload
(not shown in the Figure).
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Fig. 8: Impact of errors on MiBench traffic as BER increases.
Variation of packet delivery w.r.t. the error free scenario.

B. Packet delivery
To provide reliable transmission of data in the NoC without
incurring high area overhead in hardware, we implement endto-end transport protocols. These protocols may be selected
and configured by software through registers in the network
interface. In this work, we consider ARQ retransmission
protocols, such as Stop-and-Wait and Go-Back-N [14]. Other
transport protocols, such as Multipath Routing (MPR) [15] and
other optimized ARQ protocols, can also be used. Disabling
the reliable packet delivery is also possible, for instance in the
case of sensor readings, whose readings may be occasionally
lost (packet integrity however must be ensured).
ARQ-based protocols are widely used to guarantee packet
delivery [14]. Its simplest variant is Stop-and-Wait, illustrated
in Figure 7. For each packet sent 1 , the sender node waits
for an acknowledgement from the receiver node before sending
the next packet 2 or retransmitting after a timeout 4 , in
case of error 3 . The throughput is improved in Go-Back-N,
which allows n packets to be sent (the send window) before
stopping and waiting for an acknowledgement [14].
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Fig. 9: MiBench traffic latency as BER increases on an Stopand-Wait ARQ transport protocol. Variation of latency w.r.t.
the error free scenario.

in latency when increasing the BER, relative to the error free
scenario. For each BER, the plot shows the mean value over
the variations of latency from all application instances w.r.t.
the error free scenario. ARQ is able to deliver all packets
as the error rate increases (guaranteed delivery). Since it
employs retransmission to do so (which includes timeouts),
the impact of increasing error rates is seen in the maximum
latencies. Despite that, the average latency almost does not
increase, since errors are not the general case but exceptions.
Interestingly, the minimum latencies decrease. This is due to
the fact that packets are dropped because an error (cf. Figure 8)
causing a temporary decrease of traffic interference for some
packets.

C. Evaluation
We evaluated the mechanism with fault injection experiments. The NoC was modeled and simulated in OMNeT++.
The traffic was generated by applications from the benchmark
MiBench [16] instantiated in a 3x3 2D-mesh NoC [17]: susan
and qsort in Double Modular Redundancy (DMR), blowfish,
bitcount. Errors were injected randomly in the entire NoC with
a varying Bit Error Rate (BER).
First, we evaluate the impact of errors on the NoC without a
hardware mechanism to guarantee the packet delivery. Figure 8
shows the packet delivery (considering integer packets) as the
BER increases. Because of corruption and errors in routers,
more packets are dropped as the BER increases. The BERs
utilized in the experiments are artificially high to explore
the performance of the approach under stress and lower the
simulation time. In practice, soft errors do not occur so often
(BER< 10−9 ).
Now, we evaluate the performance of the transport protocol
to guarantee packet delivery. Stop-and-Wait ARQ was employed as the transport protocol. Figure 9 shows the variation

D. Outlook
The presented hardware approach is able to handle soft
errors occurring in the NoC and affecting any communication.
The protection, although transparent to the software execution,
is configurable by software, which can select the transport
protocol employed. It covers all explicit communication, such
as IPCs and shared memory accesses, and also implicit communication, which are usually transparent to software, such as
cache line misses, memory coherence protocol messages, and
interrupt forwarding.
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VIII. H ARDWARE VS . S OFTWARE
After reading Sections VI and VII, one may notice that the
data protecting is overlapping. Both hardware and software
protect the transmitted data with checksums. This is illustrated
in Figure 10. The IPC message is protected by software and
also protected by an additional checksum in hardware. Now
a question can be raised: should the protection for IPCs be
removed from hardware or from software?
Can we remove the software protection? After delivery, the
message remains in the local memory and is still prone to
errors until the data is consumed.
Can the hardware protection be removed? Some parts of the
IPC message is not visible to software, e.g. memory address
and other control information, and has to be protected in
hardware. This cannot be neglected as it can lead to memory
corruption inside the RCB, a case of error propagation. Other
parts can be protected in software, e.g. the IPC data itself.
Moreover, IPC messages are only part of the NoC traffic.
Non-IPC traffic (e.g. interrupt delivery) has to be protected
in hardware.
Finally, it is not a question of either-or. It is about how
both techniques can cooperate in synergy for the sake of performance and efficiency. We will investigate the possibility of
disabling the hardware protection when transmitting messages
already protected by software.
A possible solution is to disable the hardware checksum for
data when transmitting IPC messages. The integrity check is
then only performed in software avoiding double overhead.
The solution is illustrated in Figure 11, where the data part of
the payload is not covered by the checksum in hardware. The
special packet format is configured in the network interface
of the sender and applies only to IPC messages (differentiated
through the memory address).
Let us reason about the benefits. Considering that a packet in
the NoC is able to transport 32 Bytes of data and assuming that
it would be protected by a checksum 10 bits long (e.g. CRC10 [18]), the approach would avoid CRC generation and check
for these packets and reduce the amount of transmitted data in
4%. Increasing the packet length to transport 64 Bytes of data
and increasing the checksum to 12 bits (e.g. CRC-12 [18]),
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Fig. 12: Optimized protection of a NoC packet for IPC traffic.
Checksum is calculated in hardware and checked in software.

the reduction of the amount of transmitted data decreases to
2%. Since data corruption will not be detected in the NoC,
the retransmission or re-execution of the IPC in case of errors
is handled in software.
Another possible approach is to delegate the task of calculating the IPC checksums to hardware. The sender node
creates the IPC message in a local memory. After creation,
the message is immediately sent through the NoC. The NoC is
then responsible for creating the checksum for the whole IPC
message, which takes place together with the transmission. At
the destination, the checksum used in the NoC is written to
the memory at a specified position in the end of the IPC. The
solution is illustrated in Figure 12. The NoC checksum for
the IPC is also delivered to the IPC message receiver, which
uses it to check the message integrity before consuming it.
The check is performed in software.
With this approach, the software overhead can be reduced
from 17% to the overhead caused by the hardware implementation, which is one order of magnitude lower. But this benefit
comes with the drawback of more complex hardware design,
including the hardware implementation of e.g. CRC-32 in each
network interface, which increases the chip size and therefore
production costs as well as energy consumption.
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We have investigated the communication path in an embedded system and how it can be protected to be resilient to
soft errors. A software approach can protect data until usage
without special hardware. However, it has the drawback of
higher overhead in time when compared to a hardware one.
Hardware-based protection on the other side increases the
production costs because special hardware is needed. A crosslayer approach combining hardware and software techniques
can increase the fault-tolerance without prohibitive overheads
in time and area. We have discussed initial ideas towards
an efficient cross-layer solution, opening the path for future
research.
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Due to the architectural design, process variations and aging,
individual cores in many-cores systems exhibit heterogeneous
performance. In terms of the architectural design, such as
ARM big.LITTLE architecture [1], [3] integrates different
types of cores with the same instruction sets but different
frequencies in the system to accommodate the performance
requirement with tolerable chip temperature or power consumption. When considering the countermeasure for soft errors
on many-cores, a commonly adopted technique is Redundant
Multithreading (RMT) [8] that achieves error detection and
recovery through redundant thread execution on different cores
for an application. However, with the performance heterogeneity, how to achieve the resource-efficient reliability becomes
a non-trivial problem, since Task mapping and Determining
the task execution mode (i.e. a task executes in a reliable
mode with RMT or unreliable mode without RMT) both are
susceptible to the resiliency of tasks and the performance of
cores. A straight-forward solution could be a greedy mapping
of reliability-critical task onto a high-frequency core like we
adopted in dTune [6]. However, such a greedy approach would
lack efficiency as it suffers from its local decisions because
the reliability degradation for each task does not necessarily
proportional to the cores’ frequency degradation. In addition, it
cannot provide any guarantee with respect to the satisfaction of
deadline miss rate. We provide an example and demonstrate
that it is not always reliability-wise beneficial to assign the
reliability-critical task to the highest-frequency core.
As shown in Fig. 1, in this paper we explore how to
efficiently allocate the tasks onto many-cores by using RMT to
improve the overall dependability, with respect to both timing
and functional correctness while also accounting for application tasks with multiple compiled versions. Such multiple reliable versions can be generated by using the reliability-aware
compilers like [2] and [7], exhibiting diverse performance and
reliability properties. By applying multiple reliable task versions and RMT, we are able to exploit the optimization space
at both software and hardware-levels while exploring different
area, execution time, and achieved reliability tradeoffs. The
timing correctness can be defined as the deadline miss rate,
which is typically adopted as the quality of service (QoS)
metric in many practical real-time applications.
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Fig. 1: Overview of interplay among performance heterogeneity, multiple task versions, and redundant multithreading. An
example illustrates improper assigned cores group or version
may lead to the deadline missing.

II. P ROBLEM D EFINITION
Assume we are given a many-cores processor, which only
has single thread per core, with ISA-compatible homogeneous
RISC cores, and a set of tasks with multiple versions. The
studied problem can be divided into two sub-problems, task
mapping and execution mode adaptation. For the task mapping, assume we are given the execution modes and tolerable
timing constraints, we consider how to select the execution
version and allocate the cores with different frequencies, so
that the overall reliability penalty is minimized. We observe
that the problem can be connected to the well-known minimum
weight perfect bipartite matching problem (MWPBM) and
solved efficiently. The second sub-problem is the execution
modes adaptation. The objective is to determine the task execution modes without violating the satisfaction of deadline miss
rate. Without checking all the combinations, we propose an
iterative mode adaptation to efficiently determine the execution
modes of tasks with our mapping approaches so that the
overall reliability penalty is minimized.
For the simplicity of presentation, the above approaches are
all presented without data dependencies. After going through
the approaches ideally, we discuss about how to incorporate
the overhead of execution time for the data dependencies
and communication with the model enhancement. Under the
resource-constrained scenarios, the discussed scope of problem
limits that the number of available cores is greater than or
equal to the number of tasks without loss of generality.

10

1)
0.8)

ρ=5%)
ρ=15%)
ρ=30%)

0.6)
0.4)

0.3)

0.28)

0.26)

0.24)

0.2)

0.22)

0.18)

0.16)

0.14)

0)

0.1)

0.2)
0.12)

For the systems which require only a homogeneous execution mode for all the tasks (i.e. either all tasks with RMT or
without RMT), we reveal that this problem can be connected to
MWPBM. According to the perfect matching property, we can
adopt Hungarian Algorithm to deliver a feasible mapping for
the tasks and cores, where each core only be assigned to one
task. When the tasks have the heterogeneous execution modes
(i.e., some tasks can execute with RMT and some cannot be
supported in RMT due to the resource-constraint), we propose
an efficient approach to assign the tasks onto the cores to
achieve the higher system reliability.
After addressing the task-mapping problem, we consider
how to decide the suitable execution modes under the resourceconstraints. Again, the greedy strategy is not that beneficial.
Some of tasks may suffer from their higher vulnerability,
whereas some may suffer from their tighter tolerance of timing
constraint. As it is not possible to check all the combinations of
execution modes, we propose an iterative approach exploiting
our task mapping approaches as the subroutine to guarantee the
feasibility and efficiency of execution modes. We also consider
how to model the communication between the individual tasks
and in the redundant threads. By using software pipelining, we
can quantify the maximum communication overhead among
all the dependent tasks under the communication fabric with
XY routing on 2-Dimension mesh, in which all the redundant
cores are utilized concurrently.
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Fig. 2: Comparing the reliability penalty ratio by normalizing
our result to the greedy mapping under 10−6 fault rates.
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Fig. 3: Evaluation of the execution modes adaptation with
variation ω = 0.14 under 10−6 fault rates.

may have serve performance degradation. For the execution
mode adaptation, we can see that the trends in Fig. 3 with the
delivered execution modes still follow the previous observation
in the task mapping. If the frequencies variation among the
cores is not negligible as the case of grouping frequency levels,
the effectiveness of proposed mapping approach is illustrious.
After all, we can conclude our proposed approaches provide
a better overall reliability in terms of greedy strategy without
violating both software and hardware-levels constraints.
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IV. R ESULTS AND D ISCUSSION
To evaluate the performance of our schemes fairly, we use
the same setting in dTune [6] to obtain the reliability penalty of
tasks by using a a real-world embedded benchmark MiBench
and many-cores simulator for LEON3 ISA. The value of
reliability penalties are obtained under fault rate 10−6 (in the
unit of #f ault/cycles) to realize the high fault scenarios
as adopted by the related works [4, 5]. We set the timing
constraints as miss rate ρ. We normalize our results to the
greedy mapping and compare the efficiency with the same
set of tasks versions and core configurations, in which the
normalized ratio is calculated as the resulting solution divided
by the result of greedy mapping. By definition, the lower
normalized penalty ratio is better.
The preliminary evaluation is performed by Grouping Frequency Levels with variations ω for evaluating architectures
with heterogeneous performance, e.g., ARM big.LITTLE architecture [1]. We evaluated four different frequency levels in
a multi-core processor. Assume the performance variation is ω,
where the cores are with frequencies f1 , (1−ω)f1 , (1−2ω)f1 ,
and (1 − 3ω)f1 , in which ω is up to 30% [3] due to the realword scenarios on performance variations. As shown in Fig.2,
we can observe that our approach outperforms the greedy mapping significantly. If the task mapping is not decided properly,
the total reliability penalties will be increased dramatically.
Since the difference of frequencies between different grouping
levels is large enough, the greedy mapping may suffer from
the sequential assignment of cores, in which the RMT tasks
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Providing Flexible and Reliable on-Chip Network
Communication with Real-Time Constraints
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I. I NTRODUCTION

Network-on-Chip

Technology scaling increases the hardware susceptibility to
soft errors, giving rise to the so-called unreliable hardware.
Soft errors are caused by alpha particles from package decay
and energetic neutrons from electromagnetic radiation, which
are abstracted as bit flips. System design for current and future
technologies have to cope with soft errors [1] in order to
provide the required reliability levels on each abstraction layer.
This further complicates the task of providing response time
guarantees, mandatory in the domain of real-time systems.
Techniques to overcome hardware induced errors in software execution can profit from the abundance of cores available in Multiprocessor Systems-on-Chip (MPSoCs) to increase reliability. For instance, software-based fault-tolerance
approaches [2], [3] provide reliable execution on a higher
level of abstraction without incurring overhead in hardware.
Such fault-tolerance approaches assume the correct operation
of some key components, both in software and hardware,
denominated Reliable Computing Base (RCB) [4].
Figure 1 shows an example of an RCB in a softwarebased fault-tolerance solution with two types of protection
service, replicated execution and checkpointing & rollback.
For these approaches to be applicable and, at the same time,
financially attractive, the RCB must be as small as possible
and must be provided with the lowest overhead. We focus on
the hardware part of the RCB, which consists of the inter-core
communication, realized by a Network-on-Chip (NoC). Faulttolerance solutions succeed as long as the communication with
the applications works and is reliable. Losing contact with the
application instances in a non-predictable manner would mean
a system failure. Therefore, the NoC must be highly available
and reliable in the presence of soft errors.
In this paper, we discuss the requirements for a resilient
Network-on-Chip (NoC) design for use in mixed-critical real-
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Abstract— The same technology downscaling that enables
Multiprocessor Systems-on-Chip (MPSoCs) has increased susceptibility to soft errors, giving rise to the so-called unreliable
hardware. In this paper, we discuss the design of a central
component of such architectures, the Network-on-Chip (NoC),
and how to provide reliable on chip communication for real-time
mixed-critical systems, applications with different requirements
must be served, regarding e.g. time and reliability. We also discuss
formal timing analyses for resilient MPSoCs architectures.
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Fig. 1. Example of a Reliable Computing Base (RCB) of a software-based
fault-tolerance solution for multiprocessor systems.

time systems. In this domain, an essential aspect is guaranteeing that the system responds in time, as specified. These
guarantees are provided by formal timing analyses, which
calculate worst-case response time bounds for the tasks in
the system. Since the NoC is a central component and also
a heavily shared resource in the system, it plays an important
role when providing response time guarantees. Therefore, the
NoC must be predictable even under the occurrence of soft
errors. Moreover, it has to allow tight worst-case bounds,
which rules out many of the available solutions.
II. R ELIABILITY VS . P REDICTABILITY
Many fault-tolerance approaches for increasing the reliability of NoCs have been proposed. The survey in [5] gives
a good overview of the existing relevant work. Generally,
retransmission protocols, such as Automatic Repeat reQuest
(ARQ) [6], are used to correct corrupt data, which is detected
using Error-Detecting Codes (EDCs), such as Cyclic Redundancy Check (CRC) [7]. The error detection and correction
can be performed on an end-to-end basis, where the traffic is
checked at the network interfaces, or on an hop-to-hop basis,
where the traffic is also checked at each router. Usually the latter has been preferred. Hybrid schemes between the two have
also been researched. Most of the approaches target packetswitched networks. Although faster wormhole-switched NoCs,
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This results in a highly available but lossy NoC under soft
errors, providing a service comparable to the Internet layer in
the TCP/IP protocol stack, where the layer does not guarantee
packet delivery but guarantees the routing data integrity [6].
Additionally, the lower layers must provide sufficient independence between communication streams required in a
mixed-critical context, which requires that errors do not propagate through different criticalities. This must be provided in
the form of fault containment in the lower layers (up to the
network layer). As a result of the fault containment, packets
are dropped before they are able to affect the traffic from other
tasks/criticalities.
On the top layers, transport protocols can provide reliable
data transmission. It involves guaranteed packet delivery and
guaranteed data integrity services. For instance by using retransmission protocols based on ARQ and CRC as checksum.
However, this requires the NoC to be available (i.e. no static
effects), otherwise retransmission protocols are ineffective [9].
Moreover, the transport protocol can be easily selected and
configured by software in the network interface, according to
the tasks’ timing constraints and reliability requirements.

Handle errors
in data

Fig. 2. OSI network model. Errors affecting the control of the network
should be handled in the lower network layers. Errors affecting data should
be addressed in the upper layers.

where packets are subdivided in Flow Control Units (flits),
have also been considered, albeit in the context of general
purpose computing.
Despite having been extensively researched, the operation
of the router itself under errors has been overlooked. An
FMEA analysis of a NoC implementation was performed in
[8], [9]. The thorough analysis aims at preparing the NoC
for use in real-time safety-critical systems, a domain that
requires identifying all possible errors and their effects, which
corresponds, in this case, to soft errors and their effects on the
NoC routers and links.
The analysis identified several cases where soft errors (transient faults) result in static effects. A static effect caused by
soft error means that, for instance, random blocking scenarios
could occur in the NoC. The effect of blocking propagates
backwards in the network in the form of backpressure and the
NoC would only recover with a reset of the affected router(s)
or even with a reset of the whole network, both with nonnegligible impact on the system performance. Static effects
are commonly associated with permanent faults due to similar
impacts on the system. If not differentiated at design time, the
occurrence of a transient fault with static effects will trigger
the recovery mechanism for permanent faults (if implemented)
or require a system reset.
Recovery mechanisms for permanent faults consist either
of redundancy at design time (Modular Redundancy), mode
change or dynamic solutions. One example of dynamic solution is deflective routing, a type of dynamic routing where the
traffic is locally redirected to a neighbor router bypassing an
unavailable or faulty router. Although well suited for general
purpose systems, this class of techniques cannot be applied
to real-time systems due to local decision making (dynamic),
which drastically impairs the predictability and controllability
of the system. Modular redundancy of hardware components
(e.g. dual or triple – DMR or TMR) and mode change
(or reconfiguration) are expensive features only implemented
in systems requiring very high levels of reliability and an
extended life. Moreover, those mechanisms have long recovery
times, assuming that permanent faults are a rare occurrence.
Handling a number of transient faults with these approaches
leads to a very long response times in case of errors.
Transient faults should only cause transient effects. We
argue that this must be handled in the lower layers of the NoC
stack, illustrated in Figure 2. For the sake of reducing area
overhead, we discard the use of fault-masking at the routers.
In case of errors, corrupt packets are dropped e.g. because
the routing data is corrupt and cannot be trusted anymore.

III. I NTEGRATED T IMING A NALYSIS UNDER SOFT ERRORS
Another essential aspect in the real-time domain is guaranteeing that the system responds in time. This is provided by
formal timing analyses, which calculate worst-case response
time bounds for the tasks in the system [10]. A simplified
illustration is shown in Figure 3. The tasks, which implement functionalities of the system, are mapped to processing
resources, the Processing Elements (PEs) in a multi-core.
The tasks communicate with other tasks or access resources
through the NoC. The analysis must model all relevant aspects
of the system in order to provide bounds on the response time
of those tasks. The figure abstracts the existence of sharedresources and off-chip communication.
Tasks
Mapping

Multi-path
Routing
Router
Scheduling

TMR
NoC Model

PE Model

ARQ /
Go-Back-N

Error-free

Scheduling
Checkpoint
& Rollback

NoC Comm.
Time Analysis

Response
Time Analysis

NoC Latency
Guarantees

E2E Timing
Guarantees

Error-free

Fig. 3. Formal Timing Analysis flow considering the impact of fault-tolerance
mechanisms on the NoC (left-hand side) and on the overall task execution
(right-hand side).
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The Response Time Analysis provides worst-case response
times for the tasks in the system. It is referred to as end-to-end
(E2E) response times in Figure 3 because it must enclose and
bound all sources of interference, blocking and delays. This
includes the scheduling used in each PE, the mapping, the
latency to access resources (e.g. DRAM, flash memory) and
the latency to communicate with other tasks. In a multi-core,
calculating the latency of a communication or resource access
is complex, as every communication leaving PE goes through
the NoC, a shared resource. These latency bounds are provided
by a separate analysis for the on-chip communication.
The Communication Time Analysis of the NoC [10] provides latency bounds for traffic streams on the chip. These can
be e.g. cache line transfers, Direct Memory Access (DMA)
transfers, sensor value, or a command for an actuator. The
analysis must consider the transmission time and all interference that a packet suffers in the network. This is influenced e.g.
by the topology of the network, the arbitration in the routers,
Quality-of-Service (QoS) mechanisms and traffic classes. Naturally, it also depends on the pattern of the traffic injected by
each PE in the system into the NoC.
The integration of fault-tolerance mechanisms and protocols
impacts directly these analyses. In addition to the current
models, the analysis must account for overheads generated by
error detection and recovery, which come in various forms.
For instance, ARQ handshaking in the NoC as well as checkpointing in the PEs have impact on the response time even
in the error-free case and must be integrated in the respective
models.
This causes the need for analyses, such as the ones presented
by [10]–[12], to be merged and accurately account for the resulting impacts of errors on the whole system. The worst-case
latency and the End-to-End (E2E) response time in different
error scenarios, the k-error scenario, can be computed. The
analysis of a k-error scenario considers the worst-case impact
of k errors on the response time or latency. This tells the
system designer whether the system is still able to meet its
deadlines in the presence of k errors. The analysis considers
that these errors occur inside the busy-window [11]. A realistic
k can then be obtained by multiplying the busy-window length
(time) by the expected error rate (error · time −1 ).

flexibility in protecting traffic selectively according to the
applications’ requirements.
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IV. O UTLINE
We have discussed the design of a resilient and reliable
Network-on-Chip for real-time mixed-critical systems. The
devised solution discards the use of fault-masking in the
router for the sake of low hardware overhead. Instead, resilient
routers are proposed, where faults are allowed to become
errors, whose effects are carefully limited and contained. The
resulting network is resilient (i.e. highly available) and predictable under errors, but does not guarantee packet delivery.
This is provided by transport protocols on an end-to-end
basis. In a mixed-critical system, applications with different
requirements must be served, regarding e.g. maximum latency,
QoS, safety (freedom from interference). The approach allows
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Reliability and Thermal Challenges in 3D Integrated Embedded Systems
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University of Kaiserslautern, Germany
cells behave in the same leaky way, due to process variations.
Many prior studies assume that it is possible to keep track of
relatively few weak DRAM cells (low retention time) [5], [6]
and therefore reducing the impact of refreshing by avoiding
the usage of these cells. However, the effects of data pattern
dependence and variable retention time (VRT), which we
also observed during measurements, inhibit the application of
DRAM retention time profiling mechanisms.

Abstract—Tightly coupled embedded system processors and
accelerator IPs with memories, such as DRAM or NVM, using
3D integration technology based on TSVs (Through Silicon Vias)
offer high bandwidth memory access at low energy consumption.
However, those memories, especially DRAMs, are very sensitive
to temperature changes since they use capacitors as volatile bit
storage elements. The 3D stacking of these layers increases the
challenges, such as high power densities and thermal dissipation.
It also has a much stronger impact on the retention time of
3D stacked WIDE I/O DRAMs that are mostly placed on top
of the heterogeneous embedded processing system (MPSoC).
Consequently, it is very important to study the temperature
and retention behavior of WIDE I/O DRAMs. Furthermore,
there is the need to explore on high-level with advanced holostic
modeling how reducing or omitting the refresh in the DRAM
influences executed applications. Additionally, it is beneficial to
quantify these effects and impact on standard FPGA platforms
using commodity DDR3 SO-DIMMs. The outcomes of these
investigations permit the transfer of properties and parameters
to more advanced 3D stacked systems.

Nonetheless, Liu et al. proposed in [7] an unreliable and a
reliable region in the DRAM and refreshed them at different
rates. In contrast to [7] we exploit in our work the feasibility
of using a no refresh policy on three dedicated applications.
These three applications are as follows:
• First, we demonstrate the influence of disabling the
refresh completely for an image processing task on a
XILINX FPGA rotating the image in the DRAM (application specific memory controller).
• Second, we present the input data resilience of a LDPC
decoder IP for wireless baseband applications.
• Third and finally, we show for a big data application,
namely the co-occurrence calculation based on large data
graphs (recommendations for social networks, netflix and
more), the impact of the no refresh policy on the quality
of the prediction.

In this work, we demonstrate the impact of cross-layer DRAM
refresh policies on three selected applications ranging from image
processing on FPGA, baseband wireless processing with a LDPCdecoder, to a big data application using co-occurrence processing
for large graphs. Our results highlight the inherent application
resilience wrt. DRAM retention time errors (bit flips) for these
very diverging applications.

The results of this work clearly highlight the feasibility
of using a no refresh policy on selected applications that can
tolerate a certain level of bit error probability (bit flips based on
retention time errors in the DRAM). Exploiting this possibility
is a viable path for achieving less power consumption and
higher available memory bandwidth in a given embedded
computing system. The presented investigations are work-inprogress and the results are currently not published.

I. I NTRODUCTION
The increased power density and thermal dissipation of
today’s processing and memory systems restrict application
performance on smartphones as well as on high-end servers.
Advanced fabrication processes that use 3D packaging based
on TSV technology enable even tighter integration of systems
in a small form factor. These 3D systems start to break down
the memory and bandwidth walls. However, this increases
largely the power density and reduces the heat dissipation
properties of the aggressively thinned dies to enable reliable
TSV production. In fact, a 3D stacked SoC aggravates the
thermal crisis, which can provoke errors in circuits. This is
especially important for DRAMs as they are highly sensitive
to temperature changes, and have to be refreshed regularly due
to their charge-based bit storage property (capacitor). Thus,
advanced error and thermal modeling together with high-level
simulators, such as gem5 [1] and DRAMSys [2], are required
to investigate current or future processing and main memory
systems (based on DDR3 or WIDE I/O DRAMs).
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Abstract—With modern hardware heading for smaller feature
sizes and lower operating voltages, failure rates are expected
to increase. Instead of adding hardware to protect against
failures, which is expensive and inflexible, one can implement
error detection in software. The focus of the present work is
the AN encoding scheme. Improvements to code generation are
introduced that enable a high level of fault coverage, namely
over 98%, while reducing the performance overhead due to AN
encoding by up to 45%. This raises the general question of
whether code generation strategies can be designed that enable
fault detection with a minimal impact on performance.

I.

AND

M OTIVATION

Fault detection schemes rely on redundant representations
of data: AN encoding uses additional bits to represent encoded
values. To encode data, a 32-bit constant A is fixed, and any
32-bit integer value n is replaced with its encoded version
n̂ = n · A. In order to avoid overflow due to encoding, n̂ must
be represented by 64 bits. In AN encoding, a check consists
of evaluating the boolean expression
n̂ mod A = 0.

(1)

Whenever this evaluates to False, a fault is detected. Note
that this check requires an expensive modulo operation.

I NTRODUCTION

AN encoding is straightforwardly extended to pointers by
regarding the address stored in a pointer variable as an integer:
an address-valued variable p is replaced with p̂ = p·A. Checks
on p̂ are performed in the same way as above1. Note that
since modern 64-bit systems have 48-bit address buses, no
overflow will occur due to AN encoding provided A < 216 . In
the present work we treat encoding of pointers as an optional
extension of AN encoding.

In an effort to maintain the exponential performance growth
that hardware has been experiencing for the last decades,
modern hardware is heading for smaller feature sizes and lower
operating voltages. This leads to reduced reliability in both
processors [1] and memories [2]. Furthermore, operating dark
silicon at near-threshold voltage [3] will render computations
unreliable. At the same time, the omnipresence of embedded
devices in every-day life and industry calls for a high level of
reliability, especially in safety-critical applications.

Since AN-encoded programs operate on encoded data, operators must be replaced with encoded versions too. A detailed
account of how individual operators are treated can be found
in [6]. Here we put particular emphasis on how vulnerabilities
arise from certain encoded operations. We denote as m̂, n̂, p̂
the encodings of the values m, n, p respectively. Encoding
simple arithmetic operators is straightforward, e.g.

In the future, more resources will have to be spent on
protecting against hardware faults. Hardware-based protection
is expensive and inflexible. Software-based fault detection and
recovery [4], on the other hand, is cheap and can be easily
adapted to changing fault scenarios. In a prominent softwarebased approach the values and operations of a program are
encoded, and faults are detected by checking whether values
are valid code words. To facilitate encoding and checks,
extra instructions have to be added to the program, which
significantly extends execution time. Longer execution times
are justified if unreliable results are turned into reliable ones.

n̂ +enc m̂ = n̂ + m̂.
Note that if pointers are encoded, replacement of operators
must also be applied to pointer arithmetic. To encode bitwise
operators, operands must be decoded:
n̂ &enc m̂ = (n & m) · A.

This paper studies the AN encoding scheme [5]–[7]. It is
shown how the placement of instructions for checking leads to
better fault coverage, i.e. a higher percentage of detected faults.
To this end, we make two improvements to code generation:
(i) improved checks and (ii) pinning of checks. Remarkably,
using improved checks also reduces the performance impact
of AN encoding.

Code is vulnerable whenever it operates on the non-encoded
values m, n. Memory operations are equally vulnerable, even
if pointers are encoded:
loadenc p̂ = load p.
To alleviate the vulnerability due to operating on non-encoded
values, encoded values should be checked before decoding.
For bitwise operations this leads to the dependency graph in
Figure 1a; for memory operations on encoded pointers the

The structure of this paper is as follows. The concept of
AN encoding is introduced in Section II, while Section III
describes our specific implementation of AN encoding. Our
suggested improvements are assessed in Section IV, and our
results are analyzed in Section V. Related work is discussed
in Section VI. Section VII concludes our paper.
REES 2015
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1 The semantics of the chosen implementation language may require casting
p to an integer before encoding it.
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(2)

pinning
✗
✓
✗
✓

TABLE I: Code generation strategies.
Fig. 1a: Bitwise operation
with checks.

n̂

decode

&

III.

decode

check’

Fig. 2a: Bitwise operation
with improved checks.

check’

load

(a) on the results of a load-IR-instruction,
(b) on the non-pointer argument of a store-IR-instruction,
(c) on values that are decoded, as explained in Section II.

Fig. 2b: Memory operation
with improved checks.

The checks in (a) ensure that only valid code words enter
the program’s data-flow. This serves to protect memories,
including caches, against hardware faults. If a fault occurs
during computations on encoded data, it is highly unlikely that
a subsequent fault will turn the corrupted data word back into a
valid code word. Therefore the checks in (b) suffice to verify
that the final results of computations are valid code words
before they are committed to memory. Intermediate checks
are not necessary, except where values are decoded, cf. (c).
When pointers are encoded, the pointer arguments to loadand store-instructions must be decoded immediately before
these instructions are executed, as in Figures 1b, 2b. Checks
are then performed on the pointer arguments due to (c).

graph in Figure 1b is obtained. In both graphs a check-node
is implemented by evaluating the boolean expression (1).
To understand our first improvement, namely improved
checks, note that the check-nodes in Figures 1a and 1b are
independent of the decode-nodes. Thus the compiler may
schedule instructions for these nodes far apart, leaving intermediate results vulnerable to faults. Using improved checks,
depicted as check’-nodes in Figures 2a and 2b, reduces
the sizes of vulnerable code sequences: since check’-nodes
depend on decode-nodes, instructions for checking will be
placed more tightly around the &-operation and the loadinstruction respectively. The check’-nodes are implemented
by evaluating the following boolean expression:
n ∗ A = n̂.

I MPLEMENTATION

Our implementation of AN encoding is based on the encoding compiler framework that was introduced in [8]. The code
transformations that facilitate AN encoding are implemented
at the level of LLVM intermediate representation (IR) [9].
However, unlike in [8], only a minimal number of checks
is inserted into AN-encoded programs. Specifically, there are
only three places where checks are performed:

p̂

m̂

decode

check’

Fig. 1b: Memory operation
with checks.

Table I gives the definitions of the code generation strategies for AN encoding that are analyzed in this paper. In
addition, encoding of pointers can be optionally enabled.

(2)
IV.

This implementation also improves performance since it does
not rely on an expensive modulo operation. Compilers without
sophisticated strength reduction will therefore produce faster
code.

E XPERIMENTAL S ETUP AND R ESULTS

The strategies from Table I are applied to the following
benchmark algorithms: Matrix-Vector Multiplication, Array
Copy, Bubblesort, and Quicksort. This set of algorithms
represents canonical features of computation, namely arithmetic operations, data movement, and control-flow that cannot be predicted at compile-time. The generated executables
are subjected to fault injection experiments and performance
measurements, which are conducted on an Intel Core i7 CPU
running at 3.6GHz with 32GB RAM.

Our second improvement is built on a simple observation:
Independent of how checks are implemented, a compiler may
be able to infer, in certain situations, that n̂ is a multiple of
A. If this is the case, and based on the optimization level, the
compiler may decide to delete instructions for checks. This
behavior is undesirable since the observation that n̂ is statically
a multiple of A ignores the fact that faults occur dynamically.
To avoid that checks are optimized away, we can pin checks.
This is achieved by placing a pseudo-copy instruction around
the argument of a check. The result of the pseudo-copy is
then fed to the actual check. The pseudo-copy instruction is
replaced with a conventional move instruction immediately
before register allocation. Thus checks cannot be optimized
away, but the register allocator can still coalesce source and
target register of the pseudo-copy. This technique was already
applied in [8]. Here we analyze its impact on fault coverage
and performance.

For fault injection we use Intel’s Pin tool [10] together with
the BFI plug-in2. A single fault is injected into a given test
program at run-time as follows. First, one of the instructions
executed by the program is chosen at random. Then, a single
or multiple random bits are flipped in one of the registers
manipulated by the instruction. This fault injection procedure
is suitable for simulating transient faults in the combinational
logic of a CPU since such a fault will manifest itself in a
wrong result being stored in a register.
2 https://bitbucket.org/db7/bfi
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Fig. 4: Fault coverage for encoding of integers and pointers.

The sets of bars on the right of each plot are based on the
same data as the bars on the left, only the CORRECT events
have been left out. We will discuss our findings in detail in
Section V.

For each of our benchmark algorithms combined with
each of the code generation strategies we repeat the fault
injection procedure 10,000 times. In each of the fault injection
experiments program behavior is classified into one of five
categories:

To measure the performance impact of different code
generation strategies, we follow [11] to obtain cycles counts.
The number of cycles taken by each executable generated with
one of our strategies is divided by the cycles taken when no
AN encoding is applied. The resulting quotient is reported as
the slow-down due to AN encoding in Table II. The numbers
in Table II were obtained for an input array size of 1,000
elements, where each element is a 64-bit word.

1) CORRECT: Despite the injected fault the program produced correct output and terminated normally.
2) ANCRASH: The injected fault has been detected by one of
the inserted checks.
3) OSCRASH: The injected fault caused the operating system
to terminate the program, e.g. due to a segmentation fault.
4) HANG: The injected fault caused the program to take more
than 10x its usual execution time. The program is therefore
deemed to hang.
5) SDC: Silent data corruption has occurred, i.e. the program
terminated normally but produced incorrect output.

V.

OF

R ESULTS

Figures 3 and 4 clearly show that pinning and improving checks both lead to increased fault coverage. If applied
individually, improving checks is more beneficial to fault coverage than pinning checks. The highest coverage is generally
achieved when both strategies are combined. It is interesting
to note that more aggressive checking reduces the CORRECT
proportion. This is because faults that do not adversely affect
program execution are more likely to be detected if many
checks are performed.

Software-based error detection aims to reduce the frequency
of SDC. For the purpose of evaluating our results we therefore
formally define fault coverage as the frequency of non-SDC
results after fault injection. Figures 3 and 4 show the frequencies with which events from the five categories occur. Each
of the bars corresponds to one of the strategies from Table I.
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Matrix-Vector
Array Copy
Bubblesort
Quicksort

baseline
15.72
7.50
3.46
1.95

integer encoding only
improved
pinned
imp., pinned
15.34
18.43
14.12
6.07
12.08
8.90
2.77
3.93
3.18
1.76
1.98
1.79

baseline
24.70
22.30
8.08
3.42

integer and pointer encoding
improved
pinned
imp., pinned
23.69
32.29
22.18
17.66
29.38
24.63
6.31
9.52
7.21
3.00
3.92
3.22

TABLE II: Slow-down due to AN encoding.

Matrix-Vector
Array Copy
Bubblesort
Quicksort

integer encoding only
improved over baseline
imp., pinned over pinned
2.5%
30.5%
23.6%
35.7%
24.9%
23.6%
10.8%
10.6%

integer and pointer encoding
improved over baseline
imp., pinned over pinned
4.3%
45.6%
26.3%
19.3%
28.1%
32.0%
14.0%
21.7%

TABLE III: Speed-up due to improved checks.

Our code generation strategies do not only increase overall
fault coverage but also the proportion of detected faults, i.e. the
proportion of ANCRASH. The single major exception to
this rule is the Array Copy benchmark in Figure 4: when
improved checks and pinning are combined, the proportion
of OSCRASH increases and takes away some portion of
ANCRASH. This behavior is caused by faults that affect the
program counter, which are responsible for the vast majority
of OSCRASH events in the Array Copy benchmark. When
improved checks are also pinned, more checks appear in the
generated code. Each check is accompanied by a conditional
jump instruction to code that should be executed if the check
fails. The only register that is modified by the jump instruction
is the program counter. This means that more checks in the
Array Copy benchmark imply that more faults are injected
into the program counter, which, in turn, leads to a greater
proportion of OSCRASH.

also proves our claim from Section I that improved checks
reduce the slow-down due to AN encoding. For definiteness
the speed-ups achieved by using our improved checks are listed
in Table III. The best speed-up, namely 45.6%, occurs for the
Matrix-Vector Multiplication benchmark.
We conclude this discussion by comparing with previously
reported results. The levels of fault coverage achieved for the
sorting algorithms in [6] are similar to ours. In [7] faultcoverage for AN encoding is reported between 92%–99%,
albeit for a different set of benchmarks. The corresponding
slow-downs are in the range of 2x–64x. Variants of AN encoding, namely ANB and ANBD encoding, were also studied
in [7]. For these encoding schemes slow-downs of up to more
than 256x were observed, but a fault coverage of well over
99% is consistently achieved across benchmarks.
VI.

Figure 3 can be summarized by noting that fault coverage
is raised from a low of 87.1% in the baseline strategy to
above 95.2% when checks are improved and pinned. When
pointers are also encoded, i.e. in Figure 4, coverage is raised
from a low of 94.6% to above 98.6%. Protecting pointers is
particularly relevant to the observed fault coverage since all of
the benchmarks operate on arrays: if a fault causes a bit-flip in
the lower bits of an address, it is very likely that the corrupted
address is still within the range of the array. Reading from
the corrupted address will thus return a valid code word, and
hence the fault cannot be detected. However, the computed
result will still be incorrect. The effectiveness of encoding
pointers comes at a price, as can be seen from Table II. When
pointers are encoded, even the slow-downs for the baseline
strategy are significantly worse than any of the slow-downs
for encoding integers only. The reason for this is that encoded
pointers require that every memory access is accompanied by
an expensive division operation.

R ELATED W ORK

Following the comparative discussion at the end of the
previous section we now give a more general account of
previous work on software-based error detection techniques.
AN encoding and its variants, ANB and ANBD encoding,
were proposed in [5]. ANB extends AN encoding by assigning
a static signature to each variable. This enables efficient detection of exchanged operands, which may be the result of bitflips in addresses, as explained in Section V. ANBD encoding
also assigns a dynamic version to each variable, and thus
detects faults that lead to lost updates. The implementations
of AN encoding and its variants in [6], [7] were also based on
LLVM [9]. In [6] a detailed account of how operations must
be modified in order to operate correctly on encoded values is
given. ANB and ANBD encoding achieve fault coverage rates
of well over 99% but slow-downs may be as bad as several
100x. The trade-off between fault coverage and performance
in AN encoding was analyzed in [8].

Table II shows that if only integers are encoded, the MatrixVector Multiplication benchmark incurs by far the greatest
slow-down. This is due to the expensive encoded version of
multiplication, cf. [6], [8]. When pointers are also encoded,
the slow-down of the Array Copy benchmark is similar to
that of Matrix-Vector Multiplication. In other words, the Array
Copy benchmark is the one that suffers the worst from pointer
encoding. This is unsurprising given that the Array Copy
algorithm essentially consists of memory accesses. Table II

Dual modular redundancy (DMR) detects faults by duplicating instructions and comparing results. To facilitate DMR,
automated source-to-source transformations were implemented
in [12], which requires compiler optimizations to be disabled
in order to ensure that the transformations are not undone by
optimization passes. EDDI [13] implements DMR at compiler
level, with a focus on instruction scheduling to exploit instruction level parallelism. It was also noted in [13] that the order
in which instructions are scheduled can affect the efficiency of
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detecting faults that lead to invalid control-flow. SWIFT [14]
adds control-flow checking to EDDI and also implements
simple optimizations at compiler level. ESoftCheck [15] is
similar to SWIFT but implements optimizations to remove socalled non-vital checks. The fault coverage that is achieved by
EDDI is comparable to ours, while SWIFT detects practically
all faults. DMR schemes usually lead to slow-downs below 2x.
The advantage of AN encoding over DMR schemes is that
permanent hardware faults can also be detected. Moreover,
duplication of memory accesses causes issues when DMR
schemes are applied on shared memory systems. In AN encoding memory operations are protected without being duplicated.
∆-encoding [16] merges AN encoding with DMR. Similar
ideas were already pursued in [17], [18]. Although the focus
of [18] was on fault recovery, it was already acknowledged
that scheduling checks close to the uses of values may improve reliability of software-based error detection schemes.
Like SWIFT, ∆-encoding also achieves practically full fault
coverage. The slow-downs incurred by ∆-encoding are greater
than in DMR schemes but generally much lower than for AN
encoding. However, ∆-encoding is implemented in [16] as a
source-to-source transformation and we believe that it would
benefit from improved code generation strategies analogous to
our improved checks.
VII.

C ONCLUSION

AND

O UTLOOK

Our work has demonstrated that clever implementation
decisions can affect instruction scheduling in ways that benefit
the quality of software-based error detection. The presented
improvements to AN encoding have led to fault coverage of
over 98% while reducing the performance overhead by up
to 45%. However, slow-downs due to encoding, especially
when pointers are encoded, remain large. Our data shows that
encoding pointers is crucial to a high level of fault coverage.
In general terms, we have demonstrated that fault coverage
can be improved while at the same time lowering the performance overhead. This motivates the development of encodingspecific compiler intrinsics and passes that aid the compiler
in generating efficient code that is hardened against hardware
faults. Specifically, one could look into ways of giving hints to
the compiler that will allow it to reduce the sizes of vulnerable
code sequences. Furthermore, understanding the wide variation
of speed-ups in Table III might lead to ideas for further
improving performance.
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[7] U. Schiffel, A. Schmitt, M. Süßkraut, and C. Fetzer, “ANB- and
ANBDmem-encoding: Detecting hardware errors in software,” in Proceedings of the 29th International Conference on Computer Safety,
Reliability, and Security (SAFECOMP ’10). Springer, 2010, pp. 169–
182.
[8] N. A. Rink, D. Kuvaiskii, J. Castrillon, and C. Fetzer, “Compiling for
resilience: the performance gap,” in Proceedings of the Mini-Symposium
on Energy and Resilience in Parallel Programming (ERPP), Edinburgh,
Scotland, 2015.
[9] C. Lattner and V. Adve, “LLVM: A compilation framework for lifelong
program analysis & transformation,” in Proceedings of the International
Symposium on Code Generation and Optimization: Feedback-directed
and Runtime Optimization (GCO ’04). IEEE, 2004, p. 75.
[10] C.-K. Luk, R. Cohn, R. Muth, H. Patil, A. Klauser, G. Lowney,
S. S. Wallace, V. J. Reddi, and K. Hazelwood, “Pin: Building customized program analysis tools with dynamic instrumentation,” in
Proceedings of the 2005 ACM SIGPLAN Conference on Programming
Language Design and Implementation (PLDI ’05). ACM, 2005, pp.
190–200.
[11] G. Paoloni, “How to benchmark code execution times on Intel IA-32
and IA-64 instruction set architectures,” 2010. [Online]. Available:
http://www.intel.de/content/dam/www/public/us/en/documents/whitepapers/ia-32-ia-64-benchmark-code-execution-paper.pdf
[12] M. Rebaudengo, M. S. Reorda, M. Violante, and M. Torchiano, “A
source-to-source compiler for generating dependable software,” in Proceedings of the First IEEE International Workshop on Source Code
Analysis and Manipulation. IEEE, 2001, pp. 33–42.
[13] N. Oh, P. P. Shirvani, and E. J. McCluskey, “Error detection by
duplicated instructions in super-scalar processors,” IEEE Transactions
on Reliability, vol. 51, no. 1, pp. 63–75, March 2002.
[14] G. A. Reis, J. Chang, N. Vachharajani, R. Rangan, and D. I. August,
“SWIFT: Software implemented fault tolerance,” in Proceedings of the
International Symposium on Code Generation and Optimization (CGO
’05). IEEE, 2005, pp. 243–254.
[15] J. Yu, M. J. Garzarán, and M. Snir, “ESoftCheck: Removal of non-vital
checks for fault tolerance,” in Proceedings of the 7th annual IEEE/ACM
International Symposium on Code Generation and Optimization (CGO
’09). IEEE, 2009, pp. 35–46.
[16] D. Kuvaiskii and C. Fetzer, “∆-encoding: Practical encoded processing,” in Proceedings of the 45th Annual IEEE/IFIP International
Conference on Dependable Systems and Networks (DSN 2015). IEEE,
2015.
[17] N. Oh, S. Mitra, and E. J. McCluskey, “ED4I: Error detection by diverse
data and duplicated instructions,” IEEE Transactions on Computers,
vol. 51, no. 2, pp. 180–199, February 2002.
[18] J. Chang, G. A. Reis, and D. I. August, “Automatic instruction-level
software-only recovery,” in Proceedings of the International Conference
on Dependable Systems and Networks (DSN 2006). IEEE, 2006, pp.
83–92.

Resilient System Design through
Symbolic Simulation and Online Diagnostics
Methods
Thiyagarajan Purusothaman, Carna Radojicic, Christoph Grimm
{thiyag,radojicic,grimm}@cs.uni-kl.de
AG Design of Cyber-Physical Systems
TU Kaiserslautern, Kaiserslautern, Germany
due to interactions involving different kind of errors:

Abstract—Safety and dependability have to be considered
within the whole life-cycle of a product. In this paper we propose
to use (at design-time) model checking methods to verify and
get information for (online) self-diagnosis and error reaction. At
design-time, we use system models with possible uncertainties
in the system and verify safety properties through ‘in the
loop’ simulation. In presence of uncertainties and errors, the
reachability analysis is done with safe state definitions. During
system in online the compressed representation of reachable states
and parameter relations are used to diagnose for errors and
execute error reaction functions.
For this purpose, a vast set of generated diagnostics data within
reachability analysis and symbolic simulation of system model
is used. In our novel approach, we use Affine arithmetic based
modeling of uncertainties and errors in the system, environment
and development process. We demonstrate applicability of the
approach with a water level controller.

I.

1)
2)
3)

Multiple faults (transient, intermittent or permanent),
Inaccuracies, modeling uncertainties or other deviations that accumulate to malfunction,
Unforeseen changes or scenarios.

Neither FTA nor FMEA are comprehensive or scale with the
complexity and heterogeneity of today’s HW/SW systems , as
they focus single, maybe two failures with predefined failure
modes.
Model checking as a formal method would be comprehensive and allow proving general properties, e.g. safety or
liveness properties. General approaches for model checking
of mixed discrete/continuous (hybrid) systems are based on
linear hybrid automata (LHA, [3]), but don’t directly address
the presence of failures, uncertainties or unforeseen behavior.
Basic idea of model checking of hybrid systems is to use
forward and backward analysis (i.e. symbolic simulation) to
generate a representation of all possible outputs, on which
then properties can be checked in a comprehensive way. An
approach that in particular addresses hybrid systems with
deviations and uncertainties is the use of Affine Arithmetic
[4], which offers an efficient way to compute error (or failure)
propagation in a symbolic way. Use of Affine Arithmetic for
model checking in presence of deviations of different kind was
first proposed in [5].

I NTRODUCTION

Due to significance of safety, the standards ISO 26262,
IEC-61508, DO-178/254 and CENELEC 50126/128/129 are
becoming mandatory part of the design process. For safety,
the increasing complexity of today’s HW/SW systems is both
a blessing and a curse: At one hand, it makes it more likely
that components will fail, show unforeseen behavior, or are
effected with unexpected scenarios. At the other hand, it
allows us to implement error reactions that allow maintaining
dependable operation in case of a failure. To analyze safety
and fault-tolerance of complex systems, methodologies such as
FMEA (Failure Mode and Effects Analysis, ) and FTA (Fault
Tree Analysis, ) are used. FMEA injects single failures in a
bottom-up way, and analyzes its impact towards the system.
FTA starts top-down with a potential hazard and analyzes
possible initiating failures. Despite many limitations [1], [2],
both methodologies are still state-of-the art.

Towards achieving systems with sufficient resilience, this
approach fills the gap in design time verification methods
with diagnostics and error reactions. To give systems inherent
robustness, designers add on-line diagnostic, error reactions,
and even “self-X” properties [6] such as self-healing and
self-organization to it’s basic functionality. A first use of
model checking for detecting erroneous (=unsafe) behavior
was proposed in [7] in an autonomous driving case study:
model checking was used “online” to compute whether unsafe
states are reachable. With the basis from symbolic simulation
in [5], we extend our work [8], [9] to model and compute
sensitivity for each HW/SW component at system level. This
allows us modeling of potential errors. Main contribution of
this work is the use of the information generated by this
model checking method for implementing diagnostics and
error reaction functions. Compared with ”self-X” methods and
[7], we reduce the computational overhead by using off-line
generated information that speeds up on-line diagnosis and
allows to compute error reactions.

With increasing complexity, combinations of multiple errors and deviations are becoming more likely. The complexity of possible dynamic behavior of embedding physical
system, HW/SW systems, error models, and the diagnosisand error reaction systems are tremendous. It demands for
exhaustive methods for verification such as model checking.
Apart from formal verification during system design, there is
often scenarios demanding error reactions with consistency
towards formal methods. In particular, for complex systems,
the modeling of errors and its interactions requires a more
complex understanding. Failing of complex systems is often
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O FFLINE A FFINE SIMULATION AND R EACHABILITY

Sensitivity
Data

ANALYSIS

Symbolic
Simulation

The figure 1 gives an overview of the approach, applicable
to a simplified development process. We assume a model-based
development: the HW/SW system including its embedding
physical environment are modeled using SystemC (-AMS, TLM) and Modelica. Potential errors and deviations of different kind are modeled by ranges or symbols that specify
‘unknown’ or arbitrary behavior. To cover multiple, may be
all possible scenarios, the starting states and inputs can be
ranges (continuous quantities) or ‘unknown’ states (discrete
variables). We implement ranges and unknown states by using
an abstract data type AAF. This abstract data type implements
symbolic operations and provides overloaded operators and
functions. Symbolic forward analysis, a first step of model

Reachability
Data

Fig. 2.

Overview of methodology.

ADC
for Water
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checking, then computes for the HW/SW system in its environment, considering all combinations of given errors/deviations
and tolerances in different components. After this step, the
fulfillment of safety properties that are specified by assertions
is checked. Through this affine based symbolic simulation
the violation of safety properties are evaluated formally. The
method also defines the safe and unsafe state with sensitivity
list and captured into AAF data type. This list can be used

2)

initiator target

Fig. 3.
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resilience methods for violations of safety properties. Through
which the approach also derives the sensitivity list for the
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techniques and solutions used in virtualized servers must be
revisited and adapted for the case of embedded systems. To
this end, recent approaches have studied and evaluated existing
virtualization technologies in real-time embedded systems [3],
[4] and have proposed real-time versions of popular virtual
machine monitors, like Xen [5], [6].

Abstract— Last years the virtualization technology is gaining
acceptance in embedded systems world since it provides the
means for improving reliability, security and isolation of
applications in a mixed-critical embedded environment. In this
work, we study various implementation issues of a checkpointing
mechanism in a virtualized embedded system running mixedcritical applications. We port the widely-used, open-source Xen
hypervisor in an ARM-based embedded platform and install
different guest operating systems atop of it. We implement
various checkpointing schemes for our virtualized embedded
system depending on the different reliability requirements of the
virtual machines and hosted applications. Finally, we measure
the impact of the embedded hypervisor in the checkpointing
process and consequently in system performance.
Keywords—checkpointing; virtualization;
mixed-critical embedded systems

I.

Xen

Among the advantages of virtualization technology is its
proactive fault tolerant mechanisms through the use of VM
checkpointing and migration [7]. VM checkpointing is the
process of save and restore the VM state. VM checkpointing is
useful for tolerating runtime errors and increasing system
availability but also for migrating a VM to another machine.
Several checkpointing techniques have been presented in the
literature, from the first implementation of a virtual machine
checkpoint/restart mechanism based on Xen hypervisor [7] to
more recent approaches [8], [9], [10]. In [7], authors describe a
fault tolerant virtualized system based on the checkpoint/restart
approach while presenting an infrastructure for the
checkpoints’ management. The work in [8] provides an
efficient method for the reduction of the required checkpoint
memory space by storing VM’s data that have been modified
recently. The proposed method keeps track of the guest’s IO
operations to the external storage device and maintains a list of
duplicated memory pages which are excluded at the checkpoint
operation. The authors in [9] analyze the performance overhead
of system calls for application-level checkpoints and propose a
hypervisor-assisted model which supports the tracking of faulty
memory pages and allows the applications to directly use the
hypervisor primitive functions. Finally, in [10], VMμCheckpoint is implemented for high-frequency checkpointing
and recovery of VMs. Its goal is to minimize checkpoint
overhead and to speedup system restore while also considers
the issue of corrupted snapshots due to fault detection latency
in high-frequency checkpoints.

hypervisor;

INTRODUCTION

Nowadays, virtualization, which enables the hosting of
multiple virtual machines (VMs) in a single hardware platform,
is widespread in server and desktop computing domains.
Virtualization allows a single physical server to act as multiple,
separate logical servers each one running its own operating
systems, thus providing isolated environments but with high
resource utilization. On the other hand, desktop virtualization is
mainly used to allow the users to load a second OS in order to
run applications not supported by their primary OS. A recent
trend both in academia and industry suggests the use of
virtualization in embedded systems [1], [2].
The motivation of building virtualized embedded systems is
different from that of building virtualized servers: in servers
similar virtual machines (and operating systems) run to serve
multiple users having similar computing needs, whereas in
embedded systems the virtualization is mainly adopted to
handle heterogeneity and host applications and operating
systems with different features in the same hardware platform.
For example, in automotive domain, virtualization enables the
integration of two different computing worlds in the same
hardware platform [1]: typical control/convenience car
functions running in an automotive real-time operating system,
e.g. AUTOSAR and infotainment functions running in a
popular operating system, e.g. Linux or Windows can co-exist
in a virtualized embedded system. Therefore, the traditional

The more recent checkpoint/restore approaches are aiming
to minimize performance overhead and reduce checkpoints
(snapshots) size. However, the application of checkpointing
has not been studied for the case of virtualized embedded
systems and the impact of virtualization in the functions of a
checkpointing mechanism has not been analyzed. Furthermore,
there are several implementation issues that must be considered
and evaluated, for example where snapshots are saved, how the
different criticality features of VMs in a mixed-critical system
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and the real-time constraints of the RTOS-based partitions
affect the scheduling and frequency of checkpointing.

c)

In this paper, we port the open-source Xen hypervisor [11]
in an ARM-based platform, Cubieboard2 [12]. Cubieboard2
integrates an Allwinner A20 SoC that features a dual-core
ARM Cortex-A7 CPU. Note that ARM Cortex-A7 implements
ARMv7 architecture which includes ARM extensions for
virtualization. We setup a mixed-critical virtualized embedded
system with three partitions and different guest operating
systems (two Linux OS and a FreeRTOS) assuming
benchmarks of different criticality and implement a
checkpointing mechanism for it. For the checkpointing of the
Linux partitions we adopt the Berkeley Lab Checkpoint/Restart
(BLCR) library while for the FreeRTOS we implement our
checkpointing function. Our main target is to investigate the
impact of the virtualization environment to the
checkpointing/restore procedure while also exploring several
checkpointing implementation issues. To this end, we present
three checkpointing/restore schemes: an application level
scheme, an application-system level and a system level
scheme. In the application level, the checkpointing/restore is
managed and executed by the guest VM while in the
application-system level the entire process is coordinated by
the privileged VM and executed by the guest VM. These
schemes
are
application-based
meaning
that the
checkpoint/restore is executed each time in a single application
running in a guest VM as opposed to the system level where
the checkpoint/restore is executed in the entire guest VM. For
the application-system and the system level checkpointing, we
implemented a checkpointing scheduler/controller running on
the privileged domain (dom0) which communicates with the
guest OSs to suspend the VM, saves its state and resumes it.
We calculate the impact of the virtualization in the
checkpointing procedure for different embedded benchmarks.
II.

To evaluate the impact of such issues in the reliability and
performance we must develop a checkpointing mechanism for
a virtualized embedded system and run various experiments.
In this work, we develop three checkpointing/restore schemes
for a mixed-critical virtualized embedded system. The
proposed approaches are based on the criticality level of the
running applications and the criticality level of the guest VMs.
The snapshots are stored in isolated volatile memory area to
reduce the memory access time for the save/restore snapshots.
The entire process is coordinated by the guest VM or the
hypervisor depending of the checkpointing level. As mentioned
earlier, in the application level, checkpointing is managed by
the guest VM while in the application-system and system level
the process is coordinated by the privileged domain.
Application level and application-system level checkpointing
aims at providing fault tolerance to the application level when a
fault affects specific application(s) while the VM is able to run
without interruption. In this scenario, only the affected
application is needed to be restored reducing thus the fault
recovery time. In case an error affects the execution of a VM,
all running application are considered as faulty and complete
VM restore is required to resume its fault-free execution. For
this reason, system-level checkpointing is required to tolerate
faults affecting the guest VMs. In order to take applicationlevel snapshots, a specific application is running in each VM
managing the checkpointing process which is implemented
depending on the applications’ criticality of the particular VM.
In the application-system level the same specific application is
executed in the VM but for the management of the
checkpointing, it listens to incoming messages from the
hypervisor to save and restore applications as directed by the
received messages. This thread (checkpointing/restore thread)
resides inside each guest and is executed with the highest
priority to be able to take a process checkpoint as soon as
directed by the hypervisor and to restore an application as soon
as a fault is detected. In the system level checkpointing, the
scheduling application running in the privileged domain takes
care of the checkpointing process which is predefined
according to the system VMs reliability requirements. In
contrast to the application level checkpointing where a fraction
of the VM’s memory region is copied and restored, in the
system level checkpointing, a snapshot of the entire VM’s
memory is taken and stored in predefined memory area.

CHECKPOINTING SCHEME

Several issues are arisen considering checkpointing/restore
in mixed-critical embedded systems operating in virtualized
environment:
a)

Snapshots storage: Traditional server checkpointing
mechanisms save snapshots to a non-volatile storage
medium (e.g. disk), not possible in most embedded
systems. A checkpointing approach for virtualized
embedded systems must consider the storage of VM
snapshots in a shared volatile memory while preserving
VM isolation and security.

b)

Criticality level: Checkpointing mechanisms proposed so
far for virtualized servers assume that all virtual machines
have the same reliability/availability requirements, and
thus they apply a common checkpointing scheme to all
VMs. On the contrary, in a mixed-critical virtualized
embedded system where VMs have different reliability
requirements, a non-uniform checkpointing scheme
should apply. For example, in a high-critical partition (i.e.
a VM running safe-critical applications) checkpointing
frequency should be higher compared to a medium or
low-critical partition.
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Checkpointing
frequency:
To
determine
the
checkpointing frequency in a virtualized embedded
system, one must take into consideration not only the
criticality levels of the partitions but also the other system
constraints, such real-time or power consumption
constraints.

At this point it should be helpful to provide some basic
information about the Xen Hypervisor. Xen is an open-source
Type-1 hypervisor (hypervisor running directly on the system
hardware) and can run many instances of different operating
systems (called guests or domains). A special privileged
domain (Dom0) is required which contains the device drivers
and tools to control (create, delete, configure) the other
domains of the system and is the first VM executed on the
system. The other VMs are called DomU (unprivileged
domains) since they are completely isolated from the hardware

24

Dom0

DomU

Dom0

Application 1

Checkpoint/
Restore
thread

Application N

Dom0 kernel

Application 2
Application N

Xen tools

DomU OS

Dom0 kernel

DomU OS

Xen

Xen

Hardware

Hardware

Fig. 1 Application level checkpoint/restore scheme

Fig. 3 System level checkpoint/restore scheme

since the checkpoint snapshot resides inside the memory region
of the guest VM, in case a fault propagates to the VM and
affects its execution state, the applications would not be able to
restore.

with no privileges to access hardware resources directly. Guest
OSs could be HVM (full or hardware-assisted virtualized) or
PV (Paravirtualized) and can be used at the same time with the
hypervisor. In this work we are considering full virtualized
guests.

The system level checkpointing/restore approach is depicted
in Fig. 3. In this approach, the Checkpointing/restore scheduler
running in Dom0 is responsible to take checkpoints of the
guest-VMs. This is achieved by copying the entire memory
region of the guest VM in a predefined memory area. Upon
fault occurrence, the guest VM is halted, the taken VM
snapshot is copied back to the original memory area and finally
the VM is resumed.
As with the application-level
checkpointing, the scheduling and frequency of the checkpoints
is based on the criticality levels of the VMs. This requires
system partitioning in terms of guest-level criticality, meaning
that the applications are assigned to the guest VMs according
to their criticality levels and checkpoints are taken more often
to the VM with the higher criticality level. As opposed to
process-level checkpointing, the VM snapshots reside outside
the memory region of the guest VM thus providing a more
robust solution for faults affecting the state of the VM.

Fig. 1 depicts the application level checkpointing where the
process of saving and restoring applications is managed and
executed by the VM itself depending on real-time constraints
of the running applications. Fig. 2 illustrates the applicationsystem level checkpointing/restore scheme. In this concept, the
privileged VM (Dom0) runs the Checkpoint/Restore scheduler
which coordinates the application of the checkpointing
mechanism in the entire system. Which VM and which process
should be checkpointed more frequently is system-dependent;
in this work the criticality and the reliability requirements of
the VMs and their applications are considered as criterion to
the checkpointing scheduling and frequency (i.e. applications
with higher criticality have higher checkpointing frequency).
Moreover, as mentioned earlier, each unprivileged VM
(DomU) runs a checkpointing/restore thread which listens to
incoming messages from Dom0 and takes checkpoints of a
given application or restores a fault-free snapshot. Both these
approaches allow fault isolation between different processes.
This means that while a specific process of a VM has been
marked as erroneous and is restored, its other processes can
continue running uninterruptedly. Its main disadvantage is that
Dom0
Checkpoint/
restore
scheduler

Application 1

Checkpoint/
restore
scheduler

Application 2

Xen tools

DomU

III. EXPERIMENTAL RESULTS
In order to evaluate the proposed checkpointing/restore
schemes we have ported the Xen hypervisor on an ARM
Cortex-A7 CPU embedded platform along with three guestOSs: two Linux guest VMs and a FreeRTOS VM. We used the
MiBench benchmarks [13] as system applications and
particularly, four benchmarks from the automotive suite
(basicmath, bitcount, qsort and susan) and the FFT algorithm
from the communication benchmarks. For the checkpointing/
restore mechanism in the Linux guests we have adopted the
Berkeley Lab Checkpoint/Restart (BLCR) [14] application
while a custom thread-level checkpoint/restart application is
implemented for the FreeRTOS VM (Fig. 4).

DomU
Checkpoint/
Restore
thread

Application 1
Application 2
Application N

Xen tools
Dom0 kernel

DomU OS

Table 1 shows the snapshot sizes and the execution time of
the checkpointing process for all benchmarks in the application
level scheme. Table 1 also shows the execution times of the
checkpointing process in native OS in order to measure the
overhead imposed by the virtualization environment. The
results are taken executing the benchmarks many times and are

Xen
Hardware

Fig. 2 Application-system level checkpoint/restore scheme
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given here as the mean time of these executions. As we can see
the overhead imposed due to virtualization varies between
13.17% in the Qsort application and 40.45% in the basicmath
benchmark with mean time overhead of 24.70%. In
applications with real-time constraints this overhead should be
considered to the system schedulability in order the
applications to be executed within their deadlines. Notice that
the overhead increases, but not analogously, with the memory
size.

IV.

CONCLUSION AND FUTURE WORK

In this paper, we analyzed the impact of the virtualization
environment in fault tolerant embedded systems where
checkpointing/restore is used for fault recovery. We used Xen
hypervisor on ARM Cortex-A7 CPU with three guest domains
(two Linux and a FreeRTOS) and study different
checkpointing schemes and their impact in the checkpointing
time. The results showed that although virtualization can be
used to improve reliability by isolating the guest domains, it
adds significant time which should be considered in
checkpointing/restore fault recovery schemes.
As a future work, we aim to apply and analyze the impact
of the checkpointing frequency in system availability and
implement different checkpointing algorithms mostly used in
RTOSs for task scheduling.

TABLE 1. APPLICATION LEVEL CHECKPOINTING
Snapshot
size
(KBytes)

Native OS
checkpoint
time (msec)

App. level
checkpoint
time (msec)

Virtualization
overhead
(msec)

FFT

17

2.07

2.40

0.33

bitcount

21

2.37

3.22

0.85

basicmath

9

1.78

2.50

0.72

Qsort

42

8.43

9.54

1.11
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Benchmark

For the application-system level, the same experiments as
the application level have been done coordinated by Dom0
scheduler. In this case we did not observe additional overhead
compared to application level scheme. This is because Xen
messages between guests do not impose significant overhead.
Table 2 shows the system level experiments, where we
assigned 256MB RAM for the Linux guests and 128MB for
the FreeRTOS guest. Taking memory snapshots for the system
guests, using Xen built-in utilities, took 960msec for the Linux
guests and 502msec for the FreeRTOS guest.
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Abstract — One of the critical factors of any combinational
block resiliency is timing reliability. For reliable chip design, it is
necessary to predict the delay variation due to different factors,
such as uncertainty of technological and circuit parameters,
internal cross coupling noise, external noise and others. The most
critical timing value is the worth case or maximal delay. But
there are many issues where minimal delay is also important, for
example, trigger hold constraint satisfaction, switching activity
for peak current or IR-drop analysis, timing windows
intersection analysis for noise masking, etc. So, the accurate
timing window analysis with minimal and maximal delays
estimation is important for many applications.
In this paper we propose an approach for timing windows
propagation for different input stimulus simultaneously. To
increase the reliability of timing windows analysis, we try to unite
two opposite approaches for delay estimation, namely, logic
simulation for a set of particular input stimulus and static timing
analysis. This combination gives the ability to reach the
reasonable compromise between speed and accuracy accounting
for internal logic analysis and false path rejection.
Our contributions into timing windows analysis are the new
interval characteristic function (ICF) mechanism for logic
compatibility analysis of different timing windows and accurate
model with characterization of the correctional difference
between delay element without and with considering
simultaneous inputs switching.

because the normal STA does not take into account the
internal logic of the circuit. Currently, the most widely used
tools for the analysis of critical paths are Synopsys Prime
Time and Cadence CTE Encounter. There are a lot of papers
and approaches to solve the problem of the truth or the
falsehood of the critical path. But these approaches are not
widely used in commercial systems since the problem itself is
NP-complete, and there is no efficient algorithms for circuits
with large dimensions.
In this paper we try to combine two opposite approaches
for delay estimation, namely, logic simulation for a set of
particular input stimulus and static timing analysis. We
consider problems of complex digital circuit performance
analysis with the uncertainty of technological and circuit
parameters. The traditional performance analysis of test
stimulus sequence orders events during time, while the
proposed technique provides space ordering.
A wide set of digital circuit simulation problems requires
both maximal node delay and minimal delay. The accurate
minimal delay model depends on glitches and simultaneous
gate input switching. But, the existing logic level performance
analysis tools, as a rule, use simplified pin-to-pin gate delay
model. This paper describes the method, which provides
considerable logic level interval delay analysis accuracy
versus the famous approaches for simultaneous multiple input
switching [1-2].

Keywords — logic simulation; static timing analysis (STA);
interval simulation; binary decision diagram (BDD)

I.

II.

INTRODUCTION

In order to raise the authenticity of the static timing
analysis results, attempts were repeatedly made to take into
account the logic of the circuit operation in critical path
analysis. In particular, express search methods of logical
correlations inside the circuit and their application for
eliminating false paths were aimed to solve this problem [3-9].
Undoubtedly, this approach substantially increases the
accuracy of the performance estimation compared to the
classical static timing analysis; however, it does not assure
achievement of exact limits of the possible delay range.

Normally two opposite approaches are used for timing
analysis. The first approach is the electrical or logic simulation
for a set of particular input stimulus. This approach is the most
accurate and it and takes in into account internal logic of
analyzed combinational block. But, this approach can not be
exhaustive for a large number of primary inputs, because the
number of possible input stimulus is increased exponentially
with increasing primary input number.
The opposite approach is the static timing analysis (STA).
The purpose of the STA is that to find the set of critical paths
in combinational blocks for subsequent evaluation of circuit
period and frequency. STA is the real opportunity to solve the
problem of exhaustive timing analysis, but the STA solution is
often too pessimistic with overestimation of timing windows,
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The true path search technique, based on the recursive
construction of the path sensitization function from the preset
input action, solves the contrary problem [10]. The true value
of the path sensitization function ensures the presence of at
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TCF( y  v, t 0 )  {{x} : t  t0 , y( x, t )  v}.

least one input vector that determines the delay equal to the
length of this path. However, the opposite is not true, and,
when the sensitization function value is false, the path can
prove to be true. In order to reduce the uncertainty in the
analysis of the truth of the path, the inverse functions (cosensitization) were proposed [10]. Such functions assure the
path’s falsity for the true function value. Nevertheless, in this
case, the completeness of the analysis is not ensured and there
are situations when sensitization is true and co-sensitization is
false, and it is impossible to conclude from these function
values on the truth or falsity of the path.

The application of the TCF-function in combination with
the subsequent analysis of the logical compatibility of the
input vector and circuit itself (SAT-analysis) allows finding
input actions with the specified delay restrictions. The
efficient interaction methods of the TCF-function generator
and logical compatibility analyzer [21] by the example of the
simple AND, OR, and INV gates are known. Using iterations
for different delay restrictions, the true critical path and the
corresponding input vector can be found. This paper is the
further development of similar idea moving to the following
directions:

In order to ensure the completeness of the delay analysis
on exposure to different input effects, the so-called arithmetic
decision diagrams (ADDs) were proposed [11]. The ADDs, as
well as the classical binary decision diagrams (BDDs) [12],
use binary input action vectors as arguments. However, the
value of the arithmetic delay, but not the value of the Boolean
function is determined at the output in the leaf nodes of the
ADD. This approach describes the complete delay spectrum,
including the range limits. It is known that this method is not
applicable for large circuits due to the large memory
consumptions and is efficient only for the rough rounding of
delay values up to integer values.

(i) Firstly, instead of the characteristic function with a onesided delay restriction, the characteristic interval function is
proposed. Such function determines the set of input vectors for
which the delay falls into some interval [a, b]; in contrast to
the TCF approach, this does not require iterations for
determining limits of ranges;
(ii) Secondly, the technique for the propagation of
characteristic functions along the circuit with the built-in
analysis of logical compatibility is proposed. Such technique,
in contrast to the TCF approach, does not require the SATanalysis application; and

Timing and logic correlations have been used very
successfully to reduce pessimism in functional noise analysis
where a noise glitch is responsible for flipping the logic state
of a quiet victim net. Timing correlations are computed by
propagating the switching windows obtained through static
timing analysis [13-15]. This technique is relatively simple
and effective. However, this approach does not identify
situations where all aggressor nets can not switch at the same
time in the same direction due to logical constraints in the
circuit. In order to eliminate all false noise failures, both
timing and logic correlations of the signals must be taken into
account. In [14], this problem was represented as a search for
a worst-case 2-vector test using a Boolean Constraint
Optimization formulation. A test pattern generation approach
was proposed in [15]. Due to very high computational
complexity, these methods are not suitable for false noise
analysis of the large size designs. In [16], an approach based
on simple logic implications (SLI) [17] was developed. An
SLI expresses a logic relationship between a pair of signals.
Initially SLIs are generated for logic gates and then more
implications are derived by forward and backward propagation
of available SLIs. Paper [18] proposed to use the resolution
method, originally used for mechanical theorem proving [19].
The resolution method of [18] was shown to have advantage
over [16] as it can model logic correlations between multiple
signals and can extract logic correlations from transistor level
circuit description without an explicit logic function
extraction.

(iii) Thirdly, the proposed technique ensures the analysis
of logical compatibility of all paths from the specified input
switching, including noncritical, and this is of great
importance for data preparation during characterization of
intellectual property blocks.
The concept of the interval for describing delays, the
leading edges of propagation of signals, and input vectors with
the Boolean values form the core of the considered approach.
The principles of the interval arithmetic are presented in
[22, 23]. The interval simulation methods were substantially
developed in the works of the Institute of Theoretical and
Applied Mechanics, Novosibirsk, Russia [24, 25]. We note
that the up-to-date development of the interval simulation in
most cases is intended to solving optimization and stationary
problems, described by systems of algebraic equations and
inequalities [26, 27]. Less attention is paid to dynamic
problems, due to the hard-to-control increase of uncertainty
with time.
The similar problem of the increase in uncertainty arises at
the logic level in the static timing analysis is going from fixed
delays to intervals. In order to overcome this problem, in this
work, the following approaches are proposed:
- The concept of the logic-time interval is introduced. It
combines the real delay interval at the node of the circuit with
the Boolean interval of possible input switching vectors for the
delay in the specified interval.

An alternative way to solve the problem of the input
vectors search for generating the true critical paths is to
construct the so-called timed characteristic function (TCF) or
TCF-function [20].

- Specifications of interval characteristic functions (ICFs)
are proposed to control the increase in uncertainty of the
Boolean intervals.

The TCF-function determines a set of input vectors for
which the delay exceeds the specified time restriction:

- Algorithms of the propagation of interval characteristic
functions along the circuit based on the BDD technique are
proposed [12].
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where va | a1, ... , an |, vb | b1, ... , bn | are the lower and upper
limits of the ranges, respectively, corresponding in the scalar
form for digit-to-digit inequalities for each n primary input:

The idea of the incomplete or partial certainty of the
Boolean functions was presented in some works oriented at
solving logical synthesis and optimization problems [28]. In
the present work, the technique of partially specified Boolean
functions is used for quick estimation of the compatibility of
the input intervals of a particular gate in the process of
distributing intervals along the circuit. The final decision on
the compatibility of the input intervals is made basing on the
exact analysis of their logical compatibility, which, in its turn
is based on the proposed technique of interval characteristic
functions. Thus, the high algorithm operation rate due to fast
estimations based on comparing limits of ranges goes well
with the complete analysis of the logical correlations in the
circuit due to the ICF technique.

ai  vi  bi i {1, ... , n}.

III. PROBLEM FORMULATION IN TERMS OF BOOLEAN
VECTOR INTERVALS AND SWITCHING DELAYS INTERVALS
The combinational circuit can been described in terms of
four-digit Boolean algebra:

A4  ( B4  B2  B2 ,   ,  * ,   ,  0 ,  1 ),
where B2 = {0, 1} is the set of the Boolean direct-current
states; (< * >, < + >, < ¬ >) are the operations of disjunction,
conjunction, and negation in four-digit logic, respectively;
< 0 > = (0, 0) is the state of static zero; < 1 > = (1, 1) is the
state of static unity; and B4 = B2 × B2 is the Cartesian product
of B2 by itself. In this case, the set of states of circuit nodes is
the ordered pairs of the Boolean values B4 = {(x0, x1): x0  B2,
x1  B2} for designations of logic values before and after
switching respectively. In order to determine the ordered pairs
(xi, xj), the following alphabet is used:

Fig. 1. CMOS circuit and SP-graph

The degree of uncertainty φ(v) of the input vector is
characterized by the number of unequal values at the limits of
the interval:

B4  {L, R, F , H },
where L = < 0 > = (0, 0) is the stable state 0 before and after
switching (low); R = (0, 1) is the switch from 0 to 1 (rise); F =
(1, 0) is the switch from 1 to 0 (fall); H = < 1 > = (1, 1) is the
stable state ‘1’ before and after switching (high).

 (v)   (ai  bi ).
i

The traditional logic simulation of the input sequences
assumes propagation of logic states along the circuit from the
primary inputs to the primary outputs for particular values
without intervals of the input vector with the complete control
of the circuit’s operation logic. In this case, φ = 0, and, vice
versa, the traditional static timing analysis method with a
search of the critical paths is oriented toward the complete
uncertainty in the values of the input vector: φ = n. The main
idea of this work is the attempt to integrate these two
contrasting methods based on the interval approach.

Operations of four-digit logic are defined as digit-to-digit
operations of two-digit logic for states before and after
switching:

(a, b)    (c, d )  (a  c, b  d ),
(a, b)  *  (c, d )  (a & c, b & d ),
   (a, b)  (a, b).
The combinational circuit can be reduced to the required
form by extracting the logical functions in the form of the SP
graph (SP-DAG) [29] from the description at the transistor
level. In the SP graph, the parallel connection corresponds to
operation < + >, the series connection corresponds to
operation < * >, and the input of the p-type transistor or the
output of the gate for the pull-down chain from the earth node
can correspond to the negation operation < ¬ >.

Let the logic-timing interval Lj(z) for the specified circuit
node z denotes the union of the real interval of possible delay
values at the circuit node with the Boolean information on the
possible input switching vectors in the following form:
 
L j ( z)  (s j ,[t min , t max ], [va , vb ]),
where sj  B4 is the type of the interval in terms of four-digit
logic; [tmin, tmax] is the possible delay value interval; and
 
[va , vb ] is the range of possible input vector values, at which
the delay is inside the specified interval. In the general case,
the set of interval of one type can belong to the specified node.

To determine intervals of possible values of primary
inputs, the following vector designations are used:

  
v [va , vb ]
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va  v  vb ,
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reduce the growth of the interval number, it is possible to
restrict the maximum number of intervals of each type by limit
value Imax, and, in order to fulfill this restriction, the union of
close intervals can be used (by analogy with method [27] for
delay interval limits):
 
 

  
[a1 , b1 ]  [a2 , b2 ]  [a1 & a2 , b1  b2 ].

One of the widespread problems of the logic-timing
simulation is to calculate delays at primary outputs of the IP
block with the specified switching of one or several primary
inputs. Let us assume that the first input is changed from 1 to
0 (s = F) and the remaining inputs are in the static state. Then,
with the preset period p, if there are no additional restrictions,
the following intervals can be determined for primary inputs
x1, x2, …, xn:

Using the union operation and handling with presetting the
limit value Lmax, it is possible to obtain different results with a
different degree of the evaluation of the circuit’s operation
logic. In particular, when Lmax = 1, two extreme delay values
[tmin, tmax] are obtained at the output virtually without
evaluating the circuit’s operation logic, corresponding to the
results of the static timing analysis. In contrast, when
Lmax = ∞, the union of intervals is not performed, and the
results correspond to the complete simulation of all possible
input stimulus.

L1 ( x1 )  ( F ,[0,0], [| F ,0,...,0 |,| F ,1,...,1 |]);
L1 ( x2 )  ( L,[0, p], [| F ,0,0,...,0 |,| F ,0,1,...,1 |]);
L2 ( x2 )  ( H ,[0, p], [| F ,1,0,...,0 |,| F ,1,1,...,1 |]);

L1 ( xn )  ( L,[0, p], [| F ,0,...,0,0 |,| F ,1,...,1,0 |]);
L1 ( xn )  ( H ,[0, p], [| F ,0,...,0,1 |,| F ,1,...,1,1 |]).
The interval simulation problem will extend the intervals
from the primary inputs through intermediate nodes to outputs
of the circuit.
IV.

The important problem, related to the operation of the
union, consists in the fact that an ambiguity can arise, namely,
switching vectors, which do not actually correspond to the
interval specification (type and delays), and fall into the
integrated interval. More detailed evaluation of the circuit’s
operation logic is necessary to solve this problem.

INTRVAL PROPAGATION ACROSS THE CIRCUIT

Since the circuit is based on the SP graph with the use of
four-digit logic operations, it is necessary to form generation
expressions of the new intervals at outputs y = x1< + >x2;
z = x1< * >x2 for each pair of intervals at the inputs. Let
 
L1 ( x1 )  ( s1 ,[l1 , r1 ], [a1 , b1 ]),
 
L2 ( x2 )  ( s2 ,[l2 , r2 ], [a2 , b2 ]),

V.

THE TECHNIQUE OF INTERVAL CHARACTERISTIC
FUNCTIONS

In order to control the growth of uncertainty of the
Boolean intervals, specifications of interval characteristic
functions (ICF) and propagation algorithms of the ICFs along
the circuit, based on the BDD technique, are proposed.

then the type of output interval is formed in accordance with
the four-digit logic expressions:

The technique of partially specified the Boolean functions
with the use of vector boundaries is efficient for quick
estimation of the compatibility of the input intervals of a
particular gate in the process of interval propagations along
the circuit. This technique ensures the completeness of the
logic compatibility analysis until the intersection operations
are used and the union operations are not performed. The
concept of the ICF is introduced to preserve completeness of
the information on the input vectors of a particular interval.
 
For logic-timing interval L j ( z )  (s, [tmin , tmax ], [va , vb ]) ,

s( y)  s( x1 )    s( x2 );
s( z )  s( x1 )  *  s( x2 ).
It is evident that the logic compatibility of the input
intervals is possible only in the area of their intersection;
therefore, the Boolean intervals for y and z are formed as
 
 
   
[a1 , b1 ]  [a2 , b2 ]  [a1  a2 , b1 & b2 ].
The intersection of the Boolean intervals can prove to be
empty if the collision condition pointing to the detection of the
false path (in this case, the new interval is not formed) is
fulfilled:
 


(a1 & a2 & (b1  b2 )).

the interval characteristic function ICF(Lj) is defined as the
Boolean function, whose arguments are the Boolean values of
the variables (of primary inputs after switching), and the
function value is equal to 1, including the case when the input
vector ensures switching (or state), corresponding to
specifications s, [tmin, tmax].

The negation operation corresponds to the gate output in
the SP graph; therefore,
for each input interval
 
,
the
output interval of the
Li ( x)  (s x ,[l x , rx ], [a x , bx ])
opposite type with the same Boolean restrictions, but with
biased limits of the delay interval is formed at the gate output
y = < ¬ >x with a delay in the interval [tmin, tmax]:
 
Li ( y)  (   sx , [l x  tmin , rx  tmax ], [ax , bx ]).

For the intersection and union of the input intervals, the
characteristic function of the new interval can be composed
using the BDD technique [12], as the conjunction and
disjunction of characteristic functions of the input intervals:
 
 
 
 
ICF ([ a1 , b1 ]  *  [a2 , b2 ])  ICF ([ a1, b1 ]    [a2 , b2 ]) 
 
 
 
 
 ICF ([ a1 , b1 ]  [a2 , b2 ])  ICF ([ a1 , b1 ]) & ICF ([ a2 , b2 ]),






 
ICF ([ a1 , b1 ]  [a2 , b2 ])  ICF ([ a1 , b1 ])  ICF ([ a2 , b2 ]).

Despite screening the false intervals, the intervals at the
outputs of binary operations are formed for each pair of input
intervals, leading to their exponential growth. In order to

The characteristic function which is the result of the
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negation operation is identical to the characteristic function of
the input (argument). The BDD technique is efficient for this
approach to eliminate false paths, since, in this case, the
collision condition is determined as identical to 0:
 
 
ICF ([ a1, b1 ]  [a2 , b2 ])  0.
VI.

PROPOSED DELAY MODEL TO ACCOUNT FOR THE
INPUTS SIMULTANEOUS SWITCHING

Normally the static timing analysis considers only one
input gate switching with fixed conditions at the other inputs.
But the delay of element is substantially reduced for the
simultaneous controlling input switching due to activation of
multiple paths conduction current/charge value at several
inputs [30]. Therefore, to improve the calculation accuracy of
the interval delay or minimum boundaries, it is necessary to
consider the library element simultaneous input switching
delay. However, accurate analysis of inputs simultaneous
switching is required to move from the two-dimensional
NLDM (Non-Linear Delay Model) tables to the four-fivedimensional account for all fronts of switching inputs [1, 30].
To reduce the dimensions of the problem, we propose to apply
cubic delay approximation:

 D  с1 x 3  c2 y 3  с3 x 2 y  с4 xy 2  с5 x 2 
 c6 y 2  с7 xy  с8 x  c9 y  c10 ,

Fig. 2. Fall and rise minimal delay recalculation

To determine the minimum delay it is necessary to analyze
a gate series-parallel structure. For example, for element aoi21
the minimum delay can be found by means of the SP-DAG
graph navigation from bottom to top for pull-up and pull-down
networks independently. For pull-up network (Fig. 3), where
inputs a and b are switching simultaneously:
Dmin(a,b) = min(Da,Db) – ΔD, then the resulting delay is
compared
with
the
input
switching
delay
c:
Dmin = min(Dmin(a,b), Dc).

(1)

where x = Sx, y = Sy – the duration of switching inputs, ci –
approximation coefficients. The method of least squares is
used to find the coefficients.
The simulation results without the simultaneous inputs
switching are compared with the simulation results based on
simultaneous switching to improve the accuracy of minimum
delay estimates. The difference between the two dependencies
can be found from the formula:

 D  min(D1, D2 )  Dmin ,
where D1, D2 is delay of input switching signals x and y
respectively, ΔD - correctional difference between delay
element without and with considering simultaneous inputs
switching.
Application of correctional difference cubic approximation
ΔD allows increasing the accuracy of the minimum delay
calculation, which can be found by the formula:

Fig. 3. SP-DAG for pull-up and pull-down of aoi21

Dmin  min(D1 , D2 )   D .

VII. RESULTS OF NUMERICAL EXPERIMENTS
The proposed algorithms are implemented as the part of
the logic-timing analysis tool. Experiments were done for
ISCAS-85 circuits and for some industrial circuits. The
efficiency of the algorithms was estimated in comparison to
the obtained parameters of the static timing analysis, reduction
in false path number, and reduction in delay interval limits the average and maximum reduction of the maximum delay
and the average and maximum increase in the minimum delay.

Minimum of delay element is achieved at simultaneous
control switching at the inputs of logic element. For example
for nand2 controlling switching it is switching from 1 to 0. In
the case of a complex element the search of the minimum
delay requires to take account its series-parallel structure.
Consider finding minimum delay on the example of the
element nand2, at simultaneously opening of the parallelconnected transistors (pull-up chain) the rise delay can been
found by the formula: Dmin = min(Da, Db) – ΔD. In other cases,
a minimum fall delay can been found by the classic formula:
Dmin = min(Da, Db) (fig. 2).
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Based on the numerical experiments, it was shown that the
proposed method reduces the number of false paths up to
35%; while the logic evaluation is intended to reduce timing
intervals on average by 7% for the maximum limit and by 5%
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for the minimum limit. In this case, in some situations, the
decrease of the maximum delay reaches 90% and the
minimum delay is more than double. The algorithm’s
operation time on the Intel Core Quad CPU Q8300 2.5 GHz
for the above listed circuits was less than 1 min per circuit,
allowing
usage of this approach in the optimization
procedures.

[8]

[9]

Based on the numerical experiments, the proposed
approach grants more authentic results, compared to the
normal static timing analysis.

[10]
[11]

VIII. CONCLUSION

[12]

In this paper we propose the method for IP blocks
performance analysis to improve the accuracy of analysis of
minimum and maximum delay at the logical and system level.
The developed logic-timing simulation method for CMOS
circuits based on the interval estimation ensures integration of
two contrasting approaches to solve the problem of the
performance analysis (analysis of critical paths and simulation
of input stimulus). Thus, the analysis of logically compatible
paths, combining the speed of the algorithm for the critical
path analysis and the accuracy of the test sequence simulation,
is reached. Compared to the known analysis methods of
logically consistent critical paths (such as TCF and
Sensitization), the proposed approach ensures the analysis of
the logical compatibility of all paths from the preset input
switching, does not require iterations for determining interval
limits, and allows to use exact delay models. The algorithm of
propagation characteristic functions along circuit with the
analysis of the intervals logical compatibility is proposed. This
method allows to reduce a number of false paths and to
improve the accuracy of delay estimation in comparison with
normal static timing analysis. To improve the interval
estimation accuracy for the minimum delay border, the
correctional difference cubic approximation technique was
proposed to take into consideration the simultaneous input
switching.
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is particularly high, the standard prescribes the additional
application of fault injection techniques. For this, faults are
deliberately inserted into an executable system model which
is afterwards monitored to determine its behavior in response
to the introduced faults. Running the modified system model
on an appropriate simulation platform enables the perception
of the actual failure effects, the detection of the faulty scenarios
leading to critical system failures, and the qualification of the
safety/diagnostic mechanisms which are already integrated in
the system model. Thus, fault injection is considered as a
model-based, quantitative safety assessment process as it relies
on the system model and delivers measured values for failure
rates and coverage metrics.

Abstract—Safety evaluation has become a non-negotiable task
in many fields of system design, particularly in the automotive
industry. Nowadays, systems are explored with respect to their behavior in failure cases throughout the design and manufacturing
cycle. On the early stages, a probabilistic analysis is performed,
based on the conceptual description of the system. Later on, when
the implementation details are available, a fault-effect-simulation
is carried out through fault injection campaigns on an executable
system model. Traditionally, the probabilistic safety analysis on
the one hand and the fault-effect-simulation on the other hand are
accomplished by different teams and in compliance with different
flows and methodologies.
In this paper, we introduce a model-based approach to connect
these two aspects of system safety evaluation. Our solution
enables a formalized and systematic data exchange between
both contexts leading to considerable effort reduction reaching
up to 60%. It also allows an automated stimulation of fault
injection campaigns using safety analysis artefacts and outcomes,
and offers a feedback mechanism from the simulation to the
probabilistic analysis.

Safety Evaluation for E/E Systems

Failure Sources (standards,
Catalogue
old projects…)

Keywords—safety analysis, model-driven development, fault
simulation, fault injection, metamodeling.

Generic,
reusable basics

System Modeling and
Simulation
Formalisms for fault modeling and
fault effect simulation

Relations

I.

Fault simulation platform

I NTRODUCTION

Integrated circuits are used nowadays in a wide range of
safety-critical embedded systems whose operation may affect
human life. Therefore, safety assessment represents a key step
in the design and manufacturing cycle for the semiconductor
industry. Through this assessment, the risk of an erroneous behavior having a critical impact on system safety is minimized.
To achieve this, designers and manufacturers follow the safety
evaluation guidelines given by the relevant standards to their
respective domains. For example, in the automotive context,
these guidelines are addressed by the ISO 26262 standard for
functional safety of road vehicles [3], which has been built
upon the IEC 61508 standard [2].

Reliability Block
Diagrams

FTA Trees

DFA Tables
probabilistic analysis

Use cases,
applications

Executable
Models

Fault
injection

model-based quantitative assessment

Fig. 1: Different Perspectives of Safety Evaluation
Figure 1 gives an overview of the two safety evaluation
perspectives that have been mentioned above: the probabilistic
analysis and the model-based quantitative assessment. For
each perspective, we differentiate between the reusable generic
basics and the application-dependent use cases.

To certify an electrical/electronic (E/E) system as functionally safe in compliance with the ISO 26262 standard, an
extensive procedure is required. It starts by predicting potential
risks, whose causes and effects are subsequently identified.
In order to mitigate the failure effects, appropriate countermeasures are deployed. And finally, evaluation metrics are
computed to provide evidence about the system safety level.
This probabilistic safety analysis process relies on manual inspection and data gathering, expert judgement, and spreadsheet
based calculations. It is performed using different methods
such as Failure Modes and Diagnostic Analysis (FMEDA),
Fault Tree Analysis (FTA), and Dependent Failure Analysis
(DFA). When the targeted safety level of the considered system
REES 2015

FMEDA
Spreadsheets

II.

P ROPOSED A PPROACH

In our work, we investigate the relations between the two
safety evaluation perspectives shown in Figure 2. To bridge the
gap between the probabilistic analysis (FMEDA, FTA, DFA,...)
and the quantitative assessment (fault-injection on executable
system models), we introduce a model-based alternative to the
traditional safety analysis procedure. The application of modeldriven development techniques, particularly metamodeling and
code-generation, allows a structural formalization of safety
analysis methods and artefacts, enables a systematic extraction
of relevant data for the analysis, and offers speed-up and
quality improvement by reducing cumbersome and error-prone
34
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Fig. 2: Approach Overview: Model-Based FMEDA and Link to Fault Injection and Simulation

ture and offering a reduced instruction set (about 60 instructions) is considered. The model-based automation support for
FMEDA, relying on (i) the formalized FMEDA metamodel, (ii)
the confirming tools and utilities, and (iii) the reusable failure
modes database, offers an effort reduction reaching up to 60%
in comparison to the manual analysis. A SystemC virtual
prototype of the considered CPU is used for the fault injection
and simulation. The successful mapping of the FMEDA data
model to the SystemC model makes it possible to generate
the fault library and to obtain a traceability between the
analysed failure modes and the correspondingly injected faults.
In addition to that, time savings are achieved by efficient fault
injection and simulation in SystemC and the back-annotation
of the measured diagnostic coverage values allows an early
detection of deficiencies in the planned safety measures.

manual tasks. In [1], we describe a model-based automation
approach for FMEDA and present the corresponding FMEDA
metamodel which is constructed as a formal description of
FMEDA elements and relationships between them. A similar
formalization process is performed for FTA and DFA. In this
paper, we focus on the link between FMEDA and fault simulation. The according approach overview is illustrated in Figure 2. To substitute the traditionally used FMEDA spreadsheet,
an FMEDA data model is built as an instance of the FMEDA
metamodel. The inputs which are conventionally taken into
account by the safety analyst remain unchanged: the design
specification, the area information, the application-dependent
safety requirements, and the failure modes database which
combines the failure catalogue contents and the reliability data
(see Figure 2). The traditional manual data input is replaced
by an automated data extraction using a set of parsers and
readers which confirm syntactically to the FMEDA metamodel.
This data model which covers the analysis artefacts (failure
modes, failure effects, and diagnostic mechanisms) and the
according calculations (failure rates and diagnostic coverage
metrics) is the key to link the FMEDA to the simulation
context. Through model-to-model mapping, specific elements
of the FMEDA data model are linked to the appropriate
elements of the nominal system model to be simulated. For
example, failure modes are mapped to injection points, failure
effects to observation points, and diagnostic mechanisms to
diagnostic points. It should be noted that the so-called injection/observation/diagnostic points are ports, signals, variables,
etc., and are determined by matching algorithms applied on
the FMEDA model and the executable system model. The
outcome of the mapping is used to generate a fault library
listing the concrete faults to be injected in the system model.
The diagnostic coverage values which are measured throughout
the corresponding simulation runs are back-annotated into the
FMEDA model enabling a potentially required refinement of
safety measures when the target safety level is not reached.
III.

IV.

C ONCLUSION

In this work, we address the problematic divergence between probabilistic safety analysis and model-based fault injection. As both evaluation aspects are considered for the certification of systems deployed in safety-critical domains, a systematic data exchange between them is required. Through modeldriven development techniques, a formalization of safety analysis methods is achieved and a link to fault injection and
simulation is established. A considerable speed-up of the safety
evaluation cycle is realized and the costs for merging, aligning, and reporting evaluation artefacts coming from different
contexts are significantly reduced.
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A PPLICATION E XAMPLE AND R ESULTS

To evaluate the applicability and the benefits of the approach described above, a CPU model addressing the MIPS
(Microprocessor without Interlocked Pipeline Stages) architec35
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I.

M OTIVATION

2)

It is largely recognized that the architectures of embedded
systems in transportations tools are becoming more and more
complex. Due to the constant advances in microelectronic (Fig.
1), embedded system engineers are now able to integrate more
system functions on powerful System-on-Chips (SoCs). The
transportation systems industries also benefit from advances
in microelectronics and embedded system engineers in these
areas are now able to integrate all the vehicle electronic functions on fewer ECUs. These systems are becoming complex,
distributed and include an increasing number (from 10 to 100)
of Electronic Control Units (ECU). This trend, however, raises
the issue of the robustness and reliability of these systems, due
to the increase in the error ratio with the level of integration,
the clock frequency and the functioning conditions, such as
temperature, fields magnetic, etc.

Embedded applications in transportation systems ensure first-order security features and can cause loss
of human lives.

Taking into account reliability in the design of next embedded software and hardware in transportation systems will be
crucial. The ISO 26262 standard for instance has introduced
stricter safety requirements in the automotive field such as
DO254 standards and DO178C do in avionics.
II.

Y ET ANOTHER FAULT INJECTION BASED APPROACH ?

Existing tools for testing embedded systems in critical
systems can be classified as either for functional testing or
robustness testing. Functional testing, is a black box testing in
which systems are tested by feeding their input and examining
their output. In other words, the system is tested to ensure
that it conforms to all its functional requirements. Robustness
testing consists in observing the behavior of a system under
exceptional execution conditions.
Taking into account hardware failures by the embedded
software is a very complex task and needs more attention.
Most of the earlier works were merely focused either on
software reliability with no consideration of the hardware
part or vice versa. In the existing approaches, during the
HW/SW integration phase, functional tests are performed on
the entire system as a black box, but without considering
hardware failures (Fig. 2). This poses a serious problem for
manufacturers. Thousands of hours of functioning on the real
system are needed to meet the safety standard requirements
and operating security.
Evaluating the reliability and the robustness of a processing
architecture is a complex task. Among the other possible
approaches, we cite analytical modeling whose applicability
is very difficult due to the fact that the occurring faults phenomena is relatively random. Fault injection [2], also known as
fault insertion testing, consists in perturbing the target system
with permanent, intermittent faults or transient faults, and
monitoring the system to determine its behavior in response
to a fault.

Fig. 1: CMOS technology trend used for automotive
applications [1]
Robustness and fault tolerance are critical in the automotive
domain for several reasons:
1)

Embedded systems in transport systems are exposed
to magnetic fields and radiation that are much important than those found in conventional mobile systems
such as in smartphones.

Unlike other proposed approaches, where the fault injection
is random, we made the choice of determinism. On one
hand, the calculation of the probability of occurrence of the
hardware fault depends on hardware physical characteristics
and aging of the under-study embedded system. On the other

This work was financially supported by Bpifrance AAP FUI16 project
EQUITAS and the General Counsel of Essonne - France
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Fig. 2: HW/SW system design and testing flow

Software-based fault injection [7] is used to inject faults
into the operation of software. Several kinds of faults may be
injected. For example, register and memory errors, dropped or
replicated network packets and erroneous flags. Software fault
injection techniques are attractive because they dont require
expensive hardware. Although the flexibility of this approach,
it follows some drawbacks: it cannot inject faults into locations
that are inaccessible to software, and it requires a modification
of the source code that may disturb the workload running on
the target system.

hand, the injection of the fault is driven by the test scenario
and hence enables choosing the perimeter of the study. We
have also chosen to implement our model in a UNISIM-VP
[3][4] simulation environment (BSD license) which is easily
expandable thanks to a component-based software architecture.
III.

R ELATED WORKS

A large number of works has been made to develop
techniques for injecting faults into a system prototype or
a model. There are four main categories: hardware-based,
software-based, simulation-based, and emulation-based fault
injections. Hardware-based injection uses additional hardware
to introduce faults into the target hardware. Depending on the
faults and their locations, there are two hardware-based fault
injection methods [7]:

Simulation-based fault injection [8] consists in injecting
the faults in high level models (most often VHDL models). It
involves the construction of a simulation model of the system,
including a detailed simulation model of the processor in use.
But this method demands a large development effort.

•

Hardware fault injection with contact: The fault is
injected using a direct physical contact with the target
system by introducing voltage or current pulses into
the circuit, or modifying the value of the circuit pins.

Finally, in the emulation-based fault injection, the circuit to
analyze is implemented on the FPGA. The synthesized circuit
is connected to a computer which role is to control the fault
injection triggers and display the results. This technique has
same drawback as hardware-based fault injection technique.

•

Hardware fault injection without contact: There is no
direct physical contact with the target system. For
example, disturbing the hardware with parameters of
the environment (heavy ion radiation, electromagnetic
interferences, etc.).

In our case, we use the simulation-based fault injection
approach by injecting faults in a given architecture at the
simulation level in order to measure the error ratio, and to
evaluate the target system robustness.

Hardware-based fault injection technique present several
benefits, such as it can access locations that are hard to be
accessed by other means, it is better suited for the low level
fault models, and experiments are fast. However, this method
can introduce high risk of damage for the injected system, and
presents limited observability and controllability.

IV.

R ELIABILITY AND ROBUSTNESS A NALYSIS

In this paper, we will describe a methodological approach
to study the reliability of a complete system, i.e. with its HW
and SW parts, by merging functional testing on virtual platform
and hardware fault injection. The use of virtual platforms
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aims to offer efficient instrumentation possibilities that are not
possible on a real system. In addition, it allows observing the
behavior of the system in presence of faults by the injection
of hardware faults at different steps of the HW design. The
extension of UNISIM-VP focuses on the modeling of hardware
faults (transient and permanent) in different simulated units
(processors, SRAM, bus, I/O interface, etc.) by implementing
new services and interfaces for hardware fault injection (Memory Fault Injection, CAN Fault Injection, etc.). The test cases
are generated by MaTeLo tool [5]. In MaTelo, these test cases
represent a large number of real-life situations: their execution
allows a user to obtain an experimental measurement of the
systems operational reliability.
The proposed approach (Fig. 3), described hereafter, takes
as inputs the application, the target hardware and a set of system requirements. The fault injection model take into account
the target hardware characteristics, using the IEC61709:2011
standard [6] as a reference. We have defined the following
services and the corresponding interfaces:

Fig. 4: Component life-time reliability

and Effects Analysis) technique. This technique provides a
combination between failures and their impacts on the system.
Quantitatively, the reliability of a device is expressed by its
reliability function R(t) which is the probability that the device
will operate correctly from time zero to time t. An alternative
way of expressing device reliability is by its failure rate λ(t),
which represents the rate of failures per unit of time.

1) Fault quantification: We define a physical model of the
fault by studying the architectural features of the hardware
target and a set of parameters/phenomena associated with it
(e.g. the fine engraving, semiconductor, protection of the integrated circuit, age, temperature, frequency, etc.). This model
calculates the probability of occurrence of a fault.

The bathtub curve shown in (Fig. 4) gives the evolution in
time of the failure rate. It is a manufacturer’s responsability to
ensure that product in the ’infant mortality period’ does not get
to the customer. This leaves a product with a useful life period
during which failures occur randomly i.e λ is constant, and
finally a wear out period, usually beyond the product useful
life, where λ is increasing.

2) Fault injection: Once the fault model is defined, the
test scenarios base is instrumented in order to fix the relevant
injection points for the current use case. These injection points
will serve as triggers during the scenario execution to inject
hardware faults.
3) Execution traces comparator: Three time stamped traces
are generated as a result of the simulation: program execution
trace, monitored data trace, and injected faults trace. Program
trace contains a list of executed instruction. Data trace contains
a list of monitored data (program symbol) with values and
the occurred operations (read/write) along simulation. Fault
trace lists the injected faults with the triggering probability.
All these traces are needed as a data support during reliability
quantification.

During the ’useful life period’ assuming a constant failure
rate, MTBF (Mean Time Between Failures) is the inverse of
the failure rate and we can use the terms interchangeably, i.e.
λ = 1/M T BF

where MTBF is the average time between failures of a system
(for reparable systems).
When the failure rate λ is constant, the reliability is
statstically expressed by:

4) Reliability quantifier: Having the possibility to inject
faults at the different HW components of the embedded
system, we need to detect and analyze their impacts. This
corresponds to the degree of propagation of the injected faults
and the probability for the fault to generates an error of a
failure. Once an error or a failure is detected, the embedded
system behavior is then analyzed. The purpose here is to
identify the robustness level by analyzing the effects of the
injected fault and its probability of occurrence in order to take
corrective decisions, or to compute error/failure ratio (such as
the MTTF) when a system failure happens as a consequence
of the injected fault.
V.

R(t) = 1 − P (f ailuretime ≤ t) = exp(−λt)

(2)

where P(t) represents the probability that the system will not
conform to its specification throughout a duration t.
To study HW/SW system reliability and robustness, we
need to generate a series of values λi. In the proposed
framework we intend to use the IEC61709:2011 standard [9]
for hardware fault quantification.
VI.

FAULT INJECTION

Fault injection (Fig. 5) is driven by the test scenario and
fault configuration.

FAULT QUANTIFICATION

Fault modeling (i.e quantification) is a crucial step towards
proposing fault injection platforms. Hence, building an accurate fault model is an imperative to represent correctly how
faults occur in reality comparing to random methods. The proposed fault model is mainly based on FMEA (Failure Modes
REES 2015

(1)

Once the fault model is defined, the test scenarios database
is instrumented in order to fix the relevant injection points
for the current use case. These injection points will serve as
triggers during the scenario execution to inject hardware faults.
38

Requirements file

Hardware target

Application

Fault injection engine &
simulation
(UNISIM-VP)

Test scenarios
(Diversity+MaTeLo)

Fault quantifier

Fault probability of
occurrence P

Execution traces
with faults

Reference execution
trace without faults

Comparator and analyzer of
execution traces

Reliability quantifier?

Alert?

Yes
No

- Fault effects analysis
- Corrective Decisions
- Compute error ratio (MTBF/MTTF)

silence

Fig. 3: Hardware fault injection in design and test flow

Fig. 5: Fault injection strategy
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The fault injector also takes as input a list of fault configurations which allow to identify the different fault injection
configurations. These configurations list is defined depending
on the target application requirements and the test objectives.
For instance, this list contains the different target memory
regions (base address, size) where faults will be injected to
avoid unused memory regions and to focus only on allocated
regions.
The fault injection strategy is used for two application
modes:
•

System failure rate prediction

•

Evaluate the system robustness

A. System failure rate prediction
To measure system failure rate, fault injection is driven by
the probability P of occurence of fault for each configuration
case. The ’compute-probability’ method evaluates the probability P using the reliability model depending on the target
hardware component characteristics. By using this probability,
the fault injector will take decision of injecting a fault or not.

Fig. 6: UNISIM-VP abstract view

The proposed framework has been implemented and
tested using a simulator of the freescale micro-controller
MC9S12XEP100 and we analyzed the impact of faults on
WINDSHIELD WIPER provided by CONTINENTAL as part
of EQUITAS project. The perimeter is the complete function:
from the action of the driver on the stalk switch until the real
wiping of the windshield.

The HW/SW system is simulated several times and, for
each test, the following set of data are collected:
•

The test interval length and the number of failures
observed in this interval

•

Target area tested during test interval

•

Date on which each fault is injected and the used
application mode
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FAIL -O PERATIONAL S YSTEMS ARE R ESILIENT

of the system under test (SUT). Only then can these tests provide reliable statements about the fault-elasticity of a system
that are traceable between virtual and real environments.

Fail-operational systems are resilient systems. Fault patterns and the system structure, e.g., the degree of redundancy,
the independence of fault regions and the availability of
resources, determine the elasticity of a fail-operational system.
Faults can be considered to deform a fail-operational system
temporarily or permanently. Faults that occur temporarily or
intermittently give systems reversible resilience. Permanent
faults and component failures give systems irreversible resilience. When working under real-time constraints, the pressure on a fail-operational system increases. Mechanisms for
detection, evaluation and handling of faults must attempt to
promptly reshape the system when deformations occur.
II.

IV.

To obtain definite statements about the effectiveness of
fault handling mechanisms from test runs, tests must seed
data, including HW and SW faults, at precise time points and
system locations. More specifically, the SUT must enable nonintrusive monitoring and manipulation of signal data, state data
and data quality indicators. We therefore assume the SUT to
basically have the following properties (Fig. 1):

H ARD AND S OFT S YSTEM D EFORMATIONS

The safety analysis and the corresponding fault model
of a fail-operational system define the HW and SW faults
that it must detect and handle. HW faults, however, do not
occur deterministically; they arise stochastically, which can be
problematic for new HW for which there is little empirical
data. SW faults, on the other hand, occur with certainty.
The problem with SW faults is to find the faulty program
execution paths and critical combinations of program state and
data for complex systems in different situations. Under these
conditions, design, implementation and execution of repeatable
tests that stimulate the system with faults (fault-injection tests)
are difficult and expensive. Tests are considerably facilitated
if they can access system internals, that is, can read and write
data as it flows through the system as well as access data
quality indicators (time and value quality).
III.

F UNCTIONS AND F ORM OF T ESTABLE S YSTEMS

Fig. 1.

Data flow in a time-triggered system node with a built-in test probe

(1) Time-triggered architectures (TTA) [3] behave deterministically because systems control events and not vice versa
as in event-triggered architectures. In each cycle the system
sequentially executes safety operations, like data monitoring
(DM), error detection (ED) and fault handling (FH).

T ESTS IN V IRTUAL AND R EAL E NVIRONMENTS

(2) Databases continually capture, for each node and cycle,
flows of signal data, state data and data quality indicators.

From technical and economic points of view it is advisable
to start as early as possible with the evaluation of individual
and integrated systems. It is profitable and advisable to test
their capabilities to handle faults promptly and correctly even
prior to the availability of actual system HW through the use
of virtual environments like HW abstracting test beds. Hence,
tests evaluating resilience properties of a system have to be
designed and maintained as cross-platform and cross-phase
regression tests. To this end, a safety-critical system must be
modular and portable. In particular, a fail-operational, real-time
system must enable fault-injection tests free of side-effects in
order to avoid undesirable functional and temporal distortions

(3) All system nodes contain built-in test probes (Fig. 1,
Fig. 2, TP). TP operations are always scheduled at the end of
each cycle. In this position between adjacent cycles, a TP can
(i) monitor data accumulated in the N-DB during the last cycle
and (ii) manipulate data for the next cycle.
(4) TPs use exclusively reserved resources, including time
slots, memory areas and communication links. Other modules
cannot use TP resources, even when a TP is deactivated;
otherwise, a TP would be intrusive because the SUT would
behave differently from the final system.
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Algorithm 1 Masking sensor fault on signal receiver

Fig. 2.
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Manipulate data (ax+1)’ or data quality indicator (bx+1)’

V.

S YSTEM OF N ON -I NTRUSIVE T EST P ROBES

Remote tests, local tests, or both combined, control a
test probe (TP). Remote tests require a point-to-multipoint
connection between one common, central test processor at one
end and several test probes at the other ends. Test programs on
the central test processor monitor and control nodes systemwide, while test programs on a local node operate within the
node. Probe instructions are location transparent: a test probe
does not know where the program that issues instructions runs.

4-5). In any case, the system function that processes the sensor
data must always get valid input values (test invariant, line
15). It is not necessary for the test to simulate the environment
because, with RACE, nodes can start and run in a neutral mode
processing default values. With the steering wheel in neutral
position (default), the reversible elasticity of a node executing
the steering function can be tested as follows:

Probe instructions manipulate, monitor and check data of
the probe-containing node with a single cycle delay. If a remote
test program on a central test processor controls one or more
test probes, then the test reaction delay for a round trip of a
test control loop takes 4 cycles minimum: (i) Test probes read
and send values to the central processor in cycle Tx, (ii) the
central processor evaluates received values, takes decisions and
instructs test probes in cycle Tx+1, (iii) test probes follow the
instructions received in cycle Tx+2 which are (iv) effective 1
cycle later in cycle Tx+3. Throughout a test, probes and the
central test processor monitor node vitality and test plausibility.
Because of test probes running synchronously with the node,
tests provide cycle-accurate results in virtual environments and
real environments for target HW in the lab and in the field.
VI.

N = CentralN ode, N 1 = Sensor1, N 2 = Sensor2,
F = Steering, L = In.Sensor1, V = InvalidData,
C = 100, D = 2, T = 1, P = 10
For testing irreversible elasticity, we extend the fault injection duration D from 2 cycles to, say, 1000 cycles indicating
a permanent failure of Sensor1. For testing the fault-resilience
of the system at various nodes, including the communication
links between them, test invariant (line 15) and fault injection
(line 18) must refer to different nodes. Then we can change the
fault-injection location to, for example, Sensor2.Out.Steering,
independent of the test invariant still checking the correctness
of the data stream at CentralNode.Steering.Input.
VII.

T ESTING S YSTEM R ESILIENCE

R ESILIENCE T ESTS S TRENGTHEN S AFETY C ASES

Testing fail-operational systems early on with non-intrusive
data seeding provides quick and precise feedback in virtual and
real environments. Such reliable tests are strong arguments in
safety cases of fault-resilient, fail-operational systems.

For demonstration purposes we test a system of three
nodes, instances of which are parts of larger systems that can
be built with RACE1 [1], [4]. Two redundant sensor nodes in
the system periphery provide signal data to a central processing
node. The test (Algorithm 1 written in ALFHA2 [2]) checks
the elasticity of the central node if a sensor fails temporarily
(reversible resilience) or permanently (irreversible resilience).
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The test injects (seeds) faults into one of the input channels
that connects the central node with the sensors (Fig. 2, (ax+1)’)
after all nodes are up and run normally (lines 11-12). Alternatively, the test can intervene in the data flow in the central node
by manipulating data quality indicators that signify value and
time quality of the sensor data (Fig. 2, (bx+1)’). Algorithm 1
allows both approaches (line 18) because the location where
the test seeds data is a parameter, as is the fault duration (lines
1 Robust and reliant Automotive Computing environment for future Ecars,
www.projekt-race.de/en
2 Assertion Language for Fault-Hypothesis Arguments
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TEST Masking sensor fault WITH
N , N 1, N 2, // Central node N process signals from sensors N1, N2
F , // N executes system function F
L, V , // Location L to inject V in N
C, D, // Injection instant (cycle C) and duration (number of cycles D)
T , // Tolerance across 2 succeeding values V
P // Length of node period P in milliseconds
EXPECT Function gets data from redundant sensor
SYSTEM PERIOD P // Cycle length
TIME BOUND 1000 // Obtain definite verdicts within 1000 ms
SETUP Masking sensor fault WITH N , N 1, N 2
CLOCK WHEN N ∗.State == eN ormalOperation
INVARIANT // N, F are resilient to sensor shocks:
// Uninterrupted, smooth data stream
N.F.Input == N.F.Input@[−1] TOLERANCE T
BEGIN
// Invariant holds (!!) during fault injection ...
[ C : < +D ] !! N.L = V // ... from C to C+D-1
END
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For this purpose, a computational model, called program
netlist [3], recently developed for hardware-dependent software verification, has been extended to formally model the
effects of hardware faults on the software. Under all possible
runs of the software the effect of an injected fault on the
program state is precisely determined, including corner cases
which are difficult to find for non-formal approaches like
simulation. The proposed method does not only enable the
modeling of simple faults like single bit flips but also of more
complex fault scenarios consisting of multiple faults occurring
at different points in time. Such complex fault scenarios may
result from practical observations of test engineers or from a
preceding analysis, as described in Section IV-A.
In cases where the protection of specific variables against
faults is considered critical and should be increased, we
propose to analyze the data dependencies between assembler
instructions. In this way, it is possible to understand the possible root causes of faults and the possible fault propagations
through the program so that appropriate countermeasures can
be taken.
The paper is structured as follows. In Section II we briefly
discuss already published work related to our topic. Then, we
explain in Section III how our model is generated and how it
was extended to model faulty program behavior. In Section IV
we present the proposed analysis of the modeled effects as
well as the analysis of data dependencies. In Section V experimental results are presented and discussed. This is followed
by a conclusion where we summarize our work and point out
further applications.

Abstract—With the advent of new microelectronic fabrication
technologies hardware devices are emerging with an intrinsically
higher susceptibility to faults than previous devices. This leads to
a substantially lower degree of reliability and demands further
improvements of error detection methods. However, any attempt
to cover all errors for all theoretically possible scenarios that
a system might be used in can easily lead to excessive costs.
Instead, an application-dependent approach should be taken, i.e.,
strategies for test and error resilience must target only those
errors that can actually have an effect in the situations in which
the hardware is actually used.
In this paper, we therefore propose a method to inject
faults into hardware and to formally analyze their effects on
the software behavior. We describe how this analysis can be
implemented based on a recently proposed hardware-dependent
software model called program netlist. We show how program
netlists can be extended to formally model the behavior of a
program in the event of one or more hardware faults. First
experimental results are presented to demonstrate the feasibility
of our approach.

I. I NTRODUCTION
In the design of Systems-on-Chip and Embedded Systems
measures for increasing error resilience can benefit from an
application-dependent approach when determining good tradeoffs between effectiveness and costs. Only those errors should
be targeted that can actually have an effect in the situations in
which the hardware is really used. These situations are defined
by the software. Fortunately, as a result of the applicationspecific nature of embedded systems, most parts of the software do not undergo major changes during the system’s lifetime. This is true in particular for low-level software components controlling the communication between the application
software and the hardware, implementing important functions
for chip management and, not rarely, replacing traditionally
hardware-implemented control functions of the system. When
taking measures for increasing the system’s reliability with
respect to HW faults, it seems wise to take this SW into
account since different HW faults may have different relevance
in their effects on this software layer and, thus, on the entire
system.
Fault injection is a well-known technique to evaluate the
fault tolerance of a component or system against specific faults
[1], [2]. While the standard application for fault injection is to
determine the coverage of implemented resilience techniques,
our work has a slightly different focus and uses fault injection
to increase the efficiency of resilience techniques by determining which faults should be covered.

II. R ELATED W ORK
Most existing approaches for HW/SW cross-layer fault
analysis, such as [4], [5], are based on simulation. It is in
the nature of simulation-based approaches that full confidence
can never be gained on the absence of errors. For the same
reason a complete understanding on how a fault can propagate
and how it can affect the program execution is not possible.
The proposed formal approach can provide this confidence
and an improved understanding of possible fault propagations
by exploring all possible program runs under a given fault
assumption.
Our approach is therefore also useful to formally certify
the effectiveness of resilience measures or to prove that one
resilience measure is more effective than another based on
some metrics. In [6] related goals are pursued and specific
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code transformations were proposed to increase the robustness
of software against hardware faults. However, the verification
in [6] relies on a simulation-based method. Verifying the
effectiveness of such approaches in a formal way can increase
the confidence about the applied resilience measures and
allows for formulating safety guarantees for the system.
There is also previous work in which formal techniques
were used to analyze the effects of HW faults on the system
behavior. In [7], for example, model checking is used to prove
that specific fault tolerance properties hold. A use case of
this technique was presented in [8]. In order to perform the
fault analysis a labeled transition system (LTS) representing
the considered system has to be generated. Model checking
was also used in [9], where the fault tolerance of a startup
algorithm for a time-triggered architecture had been proven.
Like in [8] a manual conversion of the HW/SW system into
a highly abstracted state transition system is conducted. Such
approaches are promising when a manual translation of the
concrete system into a highly abstract model is doable. However, in some industrial settings a higher degree of automation
is required. Moreover, the standard fault models for HW
implementations like stuck-at faults and bit flips do not have
a direct correspondence at the abstract level. For the same
reason fault effects on the detailed I/O-behavior are difficult
to model at the abstract level such that their analysis may be
difficult or even completely impossible.
In [10] a formal framework is proposed which is able to
analyze the effects of transient HW faults on the program
behavior. The proposed framework enumerates the effects of
an error for every possible error location, e.g. every register
in the register file, at one or more instructions of the program.
However, it cannot handle undefined inputs to the program,
so that concrete input values have to be chosen. In addition
to that the assembly program under consideration has to be
converted into a custom-built assembly language supporting
only a small set of instructions. Analyzing how a fault affects
the temporal behavior of a program is therefore very difficult. The same difficulties occur when trying to derive lowcost resilience measures by exploiting the knowledge about
the used instruction set architecture and possible program
states. Another drawback is that the framework operates on
the word-level, leading to over-approximation and incomplete
knowledge on the program’s control flow. This may lead
to complexity problems (e.g. by introducing infinite loops)
as well as to false alarms when attempting to certify the
effectiveness of resilience measures.
Our approach can be seen as complementary to previous
work that has evaluated the effects of HW faults on the
architectural processor state, such as [11]. There, it is elaborated on how intermittent HW faults on the RT level affect
the behavior of processor components, including programvisible components like the register file. Knowledge about how
physical defects propagate through the layers can be used to
develop realistic fault models on the architectural level and
provide a basis for methods like the one proposed in this work.
Another promising approach developing realistic fault models
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is to derive them from a meta-model [12].
Finally, the output of our analysis can be used as input for
techniques that inject faults directly into the software, e.g. [13],
to examine their effect in higher software layers than the ones
considered here.
III. P ROGRAM N ETLIST
The underlying model of the proposed fault analysis method
is called program netlist (PN) [14]. A PN formally models
the behavior of a processor with respect to a specific software
program. An important property of this model is that it is
of entirely combinational nature so that Boolean reasoning
by SAT-solving can be employed for its analysis. This was
exploited by [3] to develop an efficient equivalence checker
that will be used in the proposed fault analysis, as described
in Section IV.
A. Model Generation
The process for the model generation consists of two
steps. The first step is to unroll a control flow graph (CFG)
representing the software program. The CFG can be obtained
by extraction from either machine or assembly code of the
program. In our model, each node of the graph represents an
individual instruction. The unrolled CFG is called execution
graph (EXG) and is the basis for the second step, where each
node of the EXG is replaced by a corresponding logic block
describing the behavior of the processor for this particular
instruction. Such a logic block is called instruction cell (IC).
It has an input and an output which are connected to the
preceding and succeeding instruction cell, respectively. The
input of an IC represents the current program state, i.e., the
values of the program variables in memory and the contents
of the CPU registers before the corresponding instruction is
executed. Its output represents the next program state, i.e., the
situation after the instruction was executed.
The CFG used as the starting point for model generation can
be incomplete (e.g., branch targets may be unknown because
of indirect addressing), as is often the case when a CFG is
generated from a real software program. This incompleteness
is acceptable because the missing information is generated during the model generation process. This is done by interleaving
the unrolling process with a SAT-based analysis to fill in the
missing information. The interleaved analysis also supports a
compaction of the model.
ADD(const Rm, const Rn, in PS, out PS’)
{
PS’ = PS;
PS’[Rn] = PS[Rn] + PS[Rm];
}
Fig. 1. Instruction Cell

An example of an instruction cell template is shown in Fig. 1
by using pseudo code1 . It depicts the behavior of an ADD
instruction of the SuperH2 instruction set architecture (ISA).
1 Information about bit widths are abstracted in this and the following
examples to make them more readable.

44

As can be seen, the instruction cell needs to know on which
registers the operation should be performed. This information
is encoded in the specific assembler instruction of a program.
The identifiers Rm and Rn in the template will be replaced
with the actual register addresses when the instruction cell is
instantiated during PN generation. The instantiated instruction
cell has only one input, the current program state, and one
output, the next program state. The body of the instruction
cell basically contains a forwarding of the program state from
the input to the output, but with the exception of the register
that contains the result of the performed addition. This register
is changed according to the ISA specification.

The example shown in Fig. 2 illustrates the most simple case
of a fault description that can be integrated into the description
of an instruction cell. In this example, a stuck-at fault is modeled which is activated only every second ADD instruction and
which affects the most significant bit (MSB) of the addition.
For this purpose the architectural state was extended by two
registers: Fault Cond and Fault Register. The former has an
initialization value of zero while the latter is left uninitialized.
The Fault Cond register is incremented every time the ADD
instruction is executed, and the fault becomes active whenever
the least significant bit (LSB) of the Fault Cond register is
zero, i.e., on every second incrementation of Fault Cond.
Then, the MSB of the target register is assigned the value of
the MSB of the unspecified register Fault register. In effect,
the MSB of the target register is treated like an open input
in our formal analysis. This way, both faults, stuck-at-0 and
stuck-at-1, can be considered at the same time.
Note that it is possible to describe more than one fault
for a particular instruction, as indicated in the lower part of
Fig. 2. A fault description with more than one fault can serve
two purposes. It can be used to model multiple faults and to
examine their combined effect on the program. The second
purpose is to model several faults (single or multiple) in the
same program netlist, thus avoiding the effort of re-generating
the program netlist for every fault to be examined.
In order to support such complex fault descriptions for fault
lists with a large number of faults and to separate the activation
and deactivation of faults from the computation of the internal
processor state, the occurrence of a fault given in the fault list
is encoded into the data of an auxiliary memory at a specific
location addressed through auxiliary ports. These auxiliary
ports do not correspond to variables of the original software
but are only used in our computational model to gain better
control on the activation conditions.
During fault analysis the values of these ports are set
appropriately so that specific faults and combinations of faults
can be activated or deactivated. In fact, using this construction,
it is sufficient to generate a single PN to analyze the effects
of several single faults and/or several multiple faults together
with the original fault-free behavior.

B. Fault Description
When analyzing the behavior of software with respect to
hardware faults a model of the system is required which
describes for each fault the time at which the fault occurs,
how long it lasts and how its logical behavior affects the
execution of an instruction. The logical behavior of a hardware
fault can be modeled by describing its effects on the program
state, i.e. how a faulty instruction execution deviates from
the correct one. This can be accomplished by changing the
corresponding instruction cell description in an appropriate
way and is explained in the next section.
In order to model the temporal behavior of a fault, a cycleabstract representation of time was used in this work. This
reflects the need for a time-abstract view on the program
execution in order to handle larger processors with unpredictable execution times. Abstraction was performed in the
way that time is represented by the order and position of the
instructions in the program. The proposed method, however,
is easily adaptable for time-accurate instruction cells that can
be created for processors with predictable execution times.
In the case a single hardware fault has an effect on multiple
processor instructions, the effects can be modeled by creating
a corresponding fault description for every affected instruction
cell. Correct modeling of multiple faults and their effects
on different instructions is more challenging. As will be
elaborated below, this can be achieved by adding additional
constants, registers and ports to the fault description of an
instruction cell. (In our modeling of PNs, ports represent the
memory interface of I/O instructions [14].)

ADD_Faults(Fault_Port Port)
{
-- Fault1
Port.Address = 0xABCD;
Fault_Cond += 1;
if((Fault_Cond.bit(LSB) == 1) &&
(Port.Data == 1))
{
PS’[Rn].bit(MSB) =
Fault_Register.bit(MSB);
}

ADD_Faults()
{
-- Fault1
Fault_Cond += 1;
if(Fault_Cond.bit(LSB) == 0)
{
PS’[Rn].bit(MSB) =
Fault_Register.bit(MSB);
}

-- Fault2
...

-- Fault2
...

}

}

Fig. 3. Fault Cell

Fig. 2. Fault Cell
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In Fig. 3 the code of Fig. 2 was modified such that a memory
access was added to the fault description. Now the fault is
active only when also the LSB of the read data is equal to 1.

analysis are possible. The first one is to compare the behavior
modeled by the PN against an abstract specification using a
HW property checker. The second approach is to compare the
PN containing faults with its fault-free counterpart. The latter
approach is preferred here since it can benefit from sophisticated optimizations used in standard hardware equivalence
checking. An appropriate method to check the equivalence of
two different PNs was already proposed in [3].
We define two programs to be equivalent iff they produce
the same output sequence for any applicable input sequence.
Any modification, for example by activated faults, of the
original program can be considered a different program. Equivalence checks can be performed on the same PN but with a
different set of faults activated in each check. The PN with all
faults deactivated can be used as the fault-free reference.
There are two possible outcomes of the equivalence check.
The first possibility is that the PNs are equivalent, i.e., the
corresponding programs produce the same I/O sequences. In
this case, the considered fault has no effect on the program
behavior regardless of what values the inputs have. We denote
such faults as application-redundant. In the other case, if the
PNs are not equivalent, this means that they differ in either
data or address of one or more I/O accesses, in the number
of I/O sequences or a combination of these. In such cases, a
subsequent analysis may be used to categorize the error. For
example, a simple structural analysis of the two PNs can yield
the information on whether the considered fault affects only
data or modifies the control flow of the program.

C. Fault Injection
Faults are injected to instruction cells by inserting their
description at the end of the corresponding cell. The injected
fault changes the behavior of the original instruction cell by
either performing additional changes of the program state or
by overwriting changes of the fault-free part.
ADD(const Rm, const Rn, in PS, out PS’)
{
PS’ = PS;
PS’[Rn] = PS[Rn] + PS[Rm];
-- Fault1
Fault_Cond += 1;
if(Fault_Cond.bit(LSB) == 0)
{
PS’[Rn].bit(MSB) =
Fault_Register.bit(MSB);
}
-- Fault2
...
-- Fault3
...
}
Fig. 4. Fault Cell

In example 4 an instruction cell with several fault injections
is shown. By adding both the temporal activation conditions
and the descriptions of the logical fault behaviors to the
instruction cells yields the advantage that during the model
generation process no complex fault injection is required.
As described in [14], the PN model generation steps are
interleaved with a SAT-based analysis to prune the control
space of the program. This analysis is now extended to the
instruction cells with their fault descriptions so that all possible
fault scenarios are also included into the generated model.
Based on the obtained PN faults are simply injected by making
value assignments to the addresses of the auxiliary memory.
Note that since the PN represents all fault behaviors of the
fault list, it is also possible to perform a global reasoning
over all faults or sets of faults. For example, the set of all
faults could be determined that lead the program into a specific
program state.
Obviously, a PN modeling a large number of possible faults
may turn out to be more complex than the corresponding PN
for the fault-free case or the PN for only a small subset of
these faults. Depending on the complexity of the model it may
therefore be advisable to partition the fault list and to analyze
each partition in a separate PN.

A. Dependency Analysis
In some applications, resilience measures are desirable
which do not protect the entire program but only specific
functions or instruction sequences inside a function. For example, a loop counter may be considered more critical than
some variable within the loop. In order to ensure the correct
execution of these critical instructions, however, resilience
measures only protecting these particular instructions might
not be sufficient. Due to the nature of the program’s computation a fault activated during the execution of instructions with
low criticality might actually propagate to critical instructions.
Therefore, we propose to perform an analysis to determine the
data dependencies of critical instructions. This calculation can
be done by analyzing the PN and provides a precise description
of all dependencies. Note that pure machine code would not
be sufficient for this analysis since it yields only incomplete
CFGs and therefore would lead to an over-approximation of
possible dependencies.
As an example, Fig. 5 shows an excerpt of the results from
a dependency analysis. The analysis was performed on the PN
of the Traffic Alert and Collision Avoidance System developed
by Siemens which is part of the Software-artifact Infrastructure
Repository [15]. For demonstration of our analysis, an instruction was selected which delivers the value for a variable that
is important for the result calculation of the overall algorithm.
The instruction is shown as the bottom node (with address
1432) in Fig. 5. The performed dependency analysis took

IV. FAULT A NALYSIS
The resulting model can be used to analyze the effects
of HW errors on the SW behavior including program states,
I/O sequences and the control flow. Two approaches for fault
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less than 2 seconds2 to recursively determine control and data
dependencies.
The figure shows an excerpt of all dependencies existing for
the considered instruction. These dependencies are extracted
from all possible program paths leading to this instruction and
are represented in a dependency graph as shown. The depicted
nodes represent instructions and their addresses as well as
information on what registers or memory locations are read (R)
or written (W) by each instruction. The annotation “R: @R1
(0x0000)”, for example, indicates that the particular instruction reads from the memory address 0x0000 stored in register
R1. Similarly,“W: R1” means that the particular instruction
writes to R1.
As mentioned before, only an excerpt of the dependency
analysis is shown. Parts which were removed are indicated by
a dashed line. Next to solid lines the dependency type is noted.
As summarized in Table I, “Type 0” indicates a direct data
dependency where one instruction writes to a register which
is used by another. “Type 1” also indicates a data dependency
but in this case one that exists through a memory value rather
than register content. The last type, “Type 2”, indicates that
the particular instruction depends on a correctly executed jump
or branch instruction.
It is worthwhile noting that the uppermost node (with
address 1432) represents a jump instruction which needs the
value of a register to calculate the jump target address. Due
to the characteristics of the used model all possible target
addresses are known, so that not it is possible to trace in the PN
both in forward and backward direction to extract the relevant
dependencies.

Addr. 1432
R: R0
W: PC

Type 2

Addr. 1328
R: @R1
(0x13B8)
W: R1

Addr. 13F4
R: R3
W: @0x2D24

Type 0

Addr. 132A
R: @R1
(0x2D24)
W: R1

Type 1

Addr. 1338
R: R1, R2
W: T

Type 0

Addr. 133C
R: T
W: PC

Type 2

Addr. 1340
R: @R1
(0x2D54)
W: R2

Addr. 1342
R: @0x13B6
W: R1

Type 0

TABLE I

Addr. 1344
R: R1, R2
W: T

E XPLANATION

Dependency Type
Type 0
Type 1
Type 2

Explanation

Type 0

Data Dependency (Register)
Data Dependency (Memory)
Control Flow Dependency

Addr. 1346
R: T
W: R1

As can be noted, the paths in the dependency graph of Fig. 5
are not numbered with consecutive instruction addresses.
In fact, in our experiments it could be observed that the
topology of the computed dependency graph is not identical
and not even in a simple relationship with the topology of
the program’s execution graph. This demonstrates that indeed
additional information is obtained from the proposed analysis
which may be valuable when designing cost-efficient resilience
solutions. Their effectiveness can be certified by proving
equivalent behavior of the protected code segment for a given
fault list.

Fig. 5. Dependency Analysis

software-implemented industrial driver for a master node of
the automotive protocol LIN. Another is the traffic alert and
collision avoidance system (TCAS) [15] developed by Siemens
and part of the software-artifact infrastructure repository.
An evaluation on how the fault injection affects the model
generation runtime and complexity was conducted. For each
considered test program two PNs were generated. The first PN,
referred to as fault-free, was generated without injecting any
faults, while in the second run different faults were injected
into the PN.
Different types of faults such as stuck-at faults and bit flips
have been selected manually from a general fault list and have
been injected into the HW. In the case of TCAS, the safety
critical variable mentioned in Section IV-A was identified in

V. E XPERIMENTAL R ESULTS
Experimental results have been conducted on a HW platform containing a 32-bit processor (Aquarius, SuperH2 instruction set) running two different programs. One is a
2 Measured

Type 0

by using the profiling tool Gprof.
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the source code and the proposed dependency analysis was
used to create a list of instructions affecting the variable. For
a first assessment of our approach, based on this analysis,
four instructions were selected. Transient as well as permanent
faults were injected. In the case of LIN, permanent faults were
injected in all used shift instructions. Such fault scenario can
be used to model a faulty shifting unit.
It is worthwhile noting that the performed fault injection
process was exhaustive. For all bits used in arithmetic and
logic operations as well as in read/write processes from/to the
register file or from/to the ports all possible faults of types
stuck-at 1, stuck-at 0 and bit flip have been injected. In this
way, 353 bits were identified in the case of TCAS and 258 in
the case of LIN that can be affected by any of these faults.
All faults of the different fault types can be analyzed either
independently as single faults or in arbitrary combinations as
multiple faults. In this preliminary experiment, we ignored
multiple fault scenarios and restricted our analysis to find out
which of the injected single faults can possibly have an effect
on the program behavior. The analysis was done by performing
equivalence checks using the commercial tool OneSpin [16].
Table II shows the number and type of faults injected for
each test program. The number of injected faults also represent
the number of analyzed single bit faults for the particular fault
model. This makes a total of 1059 single bit faults for the
TCAS example and 774 single bit faults for the LIN example.
We used the GCC compiler to compile the test programs.
All experiments were performed on an Intel i7-4790 CPU at
3.6 GHz with 16 GB RAM. The timing measurements were
performed using the profiling tool Gprof.

TABLE IV
N UMBER

Program
TCAS
LIN

Bit Flips

Stuck-at 0

Stuck-at 1

353
258

353
258

353
258

TCAS
LIN

TCAS
LIN

CPU time (s.)
Fault-Free Faults Injected
10.13
76.07

22.72
120.99

Table III shows the time required to generate the PNs. It
can be observed that fault injection has a significant effect
on the runtime of the PN generation process. However, when
taking into account that a huge number of different single bit
and multiple bit faults are modeled in the PN the increase in
runtime seems acceptable.
For each generated PN Table IV shows how many instructions it contains. It can be observed that the fault injected PN
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660
2182

The paper has demonstrated the feasibility of analyzing
the effects of HW faults at the SW level by using formal
methods. Formal methods provide the advantage that they can
actually certify the absence of errors for a given application
or the effectiveness of fault resilience measures. This can
form the basis for developing test strategies, for example by
exploiting the knowledge about application-redundant faults,
as well as for designing cost-efficient and effective fault
resilience mechanisms both at the HW and the SW level.
Such applications of the proposed techniques are subject to
our future work.

TIMES FOR MODEL GENERATION

Program

655
1862

VI. C ONCLUSION AND F UTURE W ORK

TABLE III
CPU

# of Instructions
Fault-Free Faults Injected

generated for the TCAS program is only 5 instructions or less
than 1% larger than the fault-free PN. Obviously, the faults
that have been injected in most cases do not have an effect
on the control flow of the program, although one of the four
selected instructions directly affects a branch instruction. We
believe that the reason for that is that the program behavior is
mostly data-driven such that most branches of the program are
already included in the fault-free PN. For the LIN program the
fault injected PN is larger by 320 instructions (17%) compared
to its original version. As a results of the injected faults the
program was able to take program paths which were previously
unreachable, adding several new instructions to the PN.
Analyzing the results of the proposed fault analysis can
yield important insights into the effects of the considered faults
at the software level. For example, in the case of TCAS only
394 injected single bit faults proved to actually have an effect
on the value of the selected variable.
Taking into account the entire I/O behavior of the system we
were able to prove application redundancy for 561 faults w.r.t.
TCAS and 552 faults w.r.t. LIN. These fairly large numbers
demonstrate the value of the proposed analysis and suggest
that the effect of HW faults at the SW level varies widely.
Beyond application redundancy also other fault scenarios of
interest to the user can be explored. For example, for certain
faults of the LIN bus we could observe that the LIN node was
virtually disconnected from the bus.

TABLE II
I NJECTED FAULTS

Program

OF INSTRUCTIONS OF MODELS
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Component Fault Localization using Built-In Current Sensors
for Error Resilient Computation

Abstract—Identification of the exact fault within a system helps in
computing its faulty Boolean function, which thereby facilitates the usage
of the faulty component within the system, in conjunction with a software
wrapper that corrects the error. Using principles of electromagnetic
circuit theory, we analytically show that if we use multiple on-chip current
sensors, the average current drawn by the faulty components during the
system testing, can be used to identify the exact manifested fault. We
validate the proposed technique by modeling and simulating the powergrid using SPICE. The proposed technique, when applied to standard
components found inside computers, helped to localize almost all the
logically equivalent faults.

Vdd

current sensor

Fig. 1. Modeling of the component along with the power grid, where each
gate is modeled as a current sink and the power grid as an RLC network

, where ~J is the current-density vector and ρv is the volume charge
density. We assume that the power-grid was in steady-state before and
after the application of the test-pattern pair. According to Equation 2,
this means that the current provided by the power grid to the
component, leads to time rate of change of the charge in the system
consisting of the power-grid and the circuit1 . Hence, the current
provided by the supply pins leads to time rate of change of charge in
the circuit, which translates to charging and discharging of capacitors
inside the component. Thus, by this principle of charge conservation,
the net charge provided by the supply pin is equal to the net change
in charge in the digital circuit. If we imagine an enclosed surface
around the power grid of volume V , and integrate over this volume,
this leads to the following equation,
Z
Z
∂
ρv dV =
−∇ • (~J)dV
(3)
∂t V
V

(1)
0

where F the component’s fault-free Boolean function and F is the
error resilient Boolean function of the component in the presence
of fault f , and e(f ) is the error correction function for fault f .
Practically, the operating system (OS) accomplishes this through
rewriting the binary, as explained in [4]. In order to accomplish
that, the OS should localize the fault and apply suitable correction
function, as shown in Equation (1) to accomplish error resiliency.
Although two faults are logically-equivalent, they can produce
different levels of switching activity on different wires inside the
component. This switching activity information is not available on
the logical connections outside the component (primary inputs and
primary outputs), and thus needs to be gathered from the power grid,
that supplies current to all the switching gates inside the chip [6].
We use built-in current sensors for measuring the power information
from the power-grid, and use this information to localize faults. This
paper proves the feasibility of measuring power information that
distinguishes LEFs using electromagnetic circuit theory and validates
the same using SPICE simulations. The next section explains the
principle of charge conservation, the proof and how it is used to
localize faults.

which implies
Z
Z
Z
∂
ρv dV = −
JdA =
JdA
∂t V
∂V
−∂V

ρv = ρpower−grid
+ ρcircuit
v
v

(5)

which implies
Z
Z
Z
∂
∂
∂
ρv dV =
ρpower−grid
dV +
ρcircuit
dV
v
v
∂t V
∂t V
∂t V

The component circuit is assumed to be in steady state before
launching the test pattern, and the circuit settles in a steady state
after launching the pattern. We model the power grid as an RLC
mesh network using the π-model, and each gate in the digital circuit
is modeled as a current sink, as shown in Figure 1.

∂
∂t

A. Analytical proof
From Gauss’s law, we know that
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(4)

which implies that the rate of change of total amount of charge
within the volume V is equal to the amount of current flowing
inwards across the boundary of the volume V (which is equal to
the current provided by the supply pin). Now,

II. T HE C ORE I DEA

∂ρv
∇ • (~J) = −
∂t

C
2

(a) Model of the power-grid (b) π-model of each unit in the RLC mesh
along with the component modeled as current sinks

In principle, logic-based fault localization methods [1]–[3] are
incapable of distinguishing logically-equivalent faults (LEFs). In this
paper, we address this issue by localizing logically equivalent faults,
and we argue that this can help in computing the Boolean function of
the faulty component, and this helps in correcting the error in software
by writing a wrapper Boolean correction function, as shown below:
0

L

C
2

I. I NTRODUCTION AND BACKGROUND

F = F + e(f )

R

Based
on
the
two
assumptions
already
R power−grid
ρ
dV ≈ 0, hence Equation 3 transforms to
V v
Z
Z
∂
ρcircuit
dV =
JdA
v
∂t V
−∂V

(6)

stated,

(7)

1 under the assumption that the power grid capacitors have some fixed stored
charge independent of the test pattern applied, and the power grid inductors
carry zero-current

(2)
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Fig. 3. Relative difference in current consumed for LEFs u36 s-a-1 (in red),
n69 s-a-0 (in green) and n71 s-a-1 (in blue) in comparator benchmark,
measured using SPICE

Fig. 2. SPICE simulation of current drawn from the supply pin that is at the
corner of a 100x100 power grid (10,000 nodes).

TABLE I
E FFECTIVENESS OF the proposed technique

which implies that the rate of change of total amount of charge
within the digital circuit is equal to the amount of current provided
by the supply pin. This is what we refer to as the principle of charge
conservation. Let us assume the circuit is already initialized with the
first test pattern at t = 0 and the second test pattern at this instant. If
the clock cycle time be T , then applying time average of Equation 7
leads to
Z t=T
Z
Z t=T Z
∂
( ρcircuit
dV )dt =
JdA)dt
(8)
(
v
∂t V
t=0
−∂V
t=0
which implies that the average current drawn by the circuit during the
launch-to-capture window is equal to the average current provided
by the supply pin during the same window. Thus, it is analytically
proved using the principle of charge conservation that average
current consumed due to switching of gates inside the digital
circuit (independent of their positions in the chip layout) is
equal to the average current drawn by the supply pin during the
launch-to-capture window. The validation of this principle through
circuit simulation, and the results obtained on component benchmarks
are provided in the next section.

Component

#LEF s

comparator
BCD-binary converter
resource-arbiter
sequence-identifier
sensor-interface
16-bit Integer ALU
64-bit FPU

82
49
264
2652
645
5858
4627

#LEF s
localized
82
49
248
2652
645
5858
4211

% Localization
100
100
94
100
100
100
91

comparator benchmark, in Figure 3. Further, the results obtained
by applying the proposed technique on the LEF sets of several
computer component benchmarks are shown in Table I. It can be
seen that, in all the cases the localization is >90%.
IV. C ONCLUSIONS AND F UTURE W ORK
We have proposed a technique for identifying exact fault in a
faulty component identified during system testing. The proposed
technique is analytically proved using electromagnetic theory, and
also validated the same using SPICE simulations. This translates
to fault resilient computation, by using the faulty component and
correcting the error in software. There are a few cases, where the
localization success is not 100%. The localization of these hardto-localize faults is the scope of future investigation. Although, for
the sake of experimentation, we have validated our technique for
single stuck faults, the technique does not restrict itself to the same,
and is equally applicable for bridges, opens and multiple faults.
There has been work in the past to avoid faulty components and
compute with correctly working components, however at a degraded
performance [4]. We strongly believe that our technique , since it does
not avoid the faulty components, improves the performance over [4].
The experimentation of the same, is currently under investigation.

III. E XPERIMENTAL S ETUP AND R ESULTS
Predictive technology [5] is used to model the power-grid at
22nm and simulate it in SPICE. We show the proof-of-concept
for single supply pin, because more supply pins actually increase
the localization resolution of the proposed technique. The following
experiment is performed to validate the circuit theory proof shown
in the previous section, that independent of the position in the
layout, then average current consumption for a toggle is the same:
the power grid is simulated in SPICE and the waveforms for the
current drawn by the supply pin for two different test cases as
shown in Figures 2(a) and 2(b) respectively. From these waveforms,
the following observations can be made: (1) The initial part of the
waveform grows with time. This is because the initial condition is
such that the all the power grid capacitors have zero charge. As a
result, it takes time for the power-grid to get charged upto the fullswing supply voltage; (2) After the power-grid reaches full-swing
supply voltage, the current waveform in both the cases fluctuates
around 0.465µA, which is the average current per single toggle from
our calculations; and (3) It can also be observed that, after the powergrid reaches steady-state, even in a single clock cycle (which is the
launch-to-capture window), the average current is 0.465µA.
A diagnostic pattern-pair generation algorithm is used to identify
pairs of patterns, that distinguish between logically equivalent faults
(LEFs), using this current information, obtained from the sensors.
Due to lack of space, we skip the detailed discussion of the diagnostic pattern-pair generation algorithm. The effectiveness of the
proposed technique is shown for a logically equivalent fault class in
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cells than sequential cells. By considering fault injection in
sequential cells only, as in [2], [8] and [6], the hardware
overhead is kept in check but faults cannot be injected into
combinational cells, and, as a result, the vulnerability to faults
of the combinational logic cannot be analyzed. Fault emulation
environments supporting fault injection in combinational cells,
e.g. [7] and [3], demand a lot of hardware resources on the
FPGA. Additional logic is inserted into the data path, not only
once per register but for each combinational cell. This causes
two issues:

Abstract—We present a new strategy for fast fault emulation
of transient faults in sequential circuits used to perform fault
analysis during design verification. We split the problem of
combinational fault modeling into two steps: 1) fault propagation
in combinational logic processed by a software approach and
2) sequential fault propagation using a fast FPGA based fault
emulator. In this way, we are able to inject faults in sequential
as well as combinational cells. Compared to existing work, our
method can be applied to larger circuits and it performs the
demonstrated fault analysis in a micro-controller design more
than two times faster.

I.

1)

I NTRODUCTION AND P ROBLEM S TATEMENT

Transient faults in digital circuits may occur infrequently
and temporarily at runtime caused by, e.g., alpha radiation or
other radiation sources. Also fault attacks, where attackers try
to compromise security devices by injecting faults deliberately
with e.g. a laser or electromagnetic waves, result in transient
faults. This is a major concern for designers of security and
safety-critical circuits. In order to check proper circuit behavior
in the present of faults and hindering attackers from gaining
advantages out of fault attacks, safety-critical and security
devices utilize fault countermeasures. The effectiveness of fault
countermeasures has to be verified by performing fault analysis
during a limited time frame for verification in the development
cycle of the circuit, where faults are injected into a Device
Under Test (DUT) at different locations and for different
timings. In this way, vulnerable circuit parts are identified and
the effectiveness of fault countermeasures utilized in safetycritical and security devices is validated, helping designers to
improve security and safety-critical designs.

2)

II.

P ROPOSED M ETHOD

Our goal is to overcome the issues of FPGA-based fault
emulation w.r.t. combinational fault modeling. We achieve this
with a new combined approach of combinational fault propagation into sequential cells, utilizing the propagate function
of the SAT-solver MiniSAT [9], and a fast FPGA-based fault
emulation of faults in sequential cells [2], [10]. By splitting up
the problem and using a combined approach, we are able to
inject transient faults into combinational and sequential cells
of a DUT, whereas existing work either focuses on sequential
or combinational fault injection. Additionally, it can be applied
to much bigger circuits and it is faster compared to existing
work, as we will demonstrate in the result section.

FPGA-based fault emulation is the fasted method to perform extensive fault analysis. It is three to five orders of
magnitude faster [1], [2], [3] than simulation and softwarebased symbolic approaches, e.g. [4] and [5]. This high performance provided by fault emulation allows to benefit as
much as possible from limited verification times during design.
FPGA-based fault emulation environments alter a DUT, e.g. by
utilizing the circuit instrumentation technique [2], [3], [6], [7],
in order to provide fault injection capability based on a fault
model. The instrumented DUT is then synthesized onto an
FPGA. In order to support fault injection into combinational
or sequential cells, at least one additional flip-flop (FF) for
controlling the fault injection, some combinational cells for
implementing the fault model and additional routing on the
FPGA are required for each instrumented cell. Digital designs
usually comprise about five to ten times more combinational
REES 2015

The circuit size of DUTs for which fault emulation
can be applied is much smaller, due to limited hardware resources on the FPGA.
The critical timing path gets longer. We experienced
a 68% reduced maximum operating frequency after
having instrumented the combinational logic of an
8051-like micro-controller.

Fault injection in sequential cells is handled by the FPGAbased fault emulator by default and only in case of fault
injection into combinational cells, we split the problem of
fault modeling into two steps, as depicted in Figure 1: First,
the assumption1 function of the SAT-solver is used to inject
transient faults Fk into the combinational logic comb’ and
to apply the stimuli xC [t] at combinational top-level inputs.
In the very first cycle t of fault propagation, the propagate
function of the SAT-solver is used to map transient faults in
combinational logic to equivalent transient faults at the input
of sequential cells. As depicted on the left in Figure 1, this
1 MiniSAT’s assumption function is used to assume values of Boolean
variables, which is useful to constrain input variables.
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combinational fault propagation
x[t]

xC[t]

comb‘

s[t]

faulty sequential state transition

PO

s‘[t+1]

s‘[t+1]

We performed fault analysis in the combinational logic
of this DUT, where faults are injected into all combinational
cells for each clock cycle of the functional test. Analyzing
about 81.5 million faults (clock cycles of the test times the
number of combinational gates) with our approach took less
than eleven hours (MiniSAT and emulation), whereas the stateof-the-art approach took about 26 hours. Hence, compared to
the state-of-the-art approach, the proposed method executes
this fault analysis for the selected test more than two times
faster, although we spent additional effort for combinational
fault propagation with MiniSAT. This is a result of 1) removing
indistinguishable faults from fault emulation and 2) keeping
the operating frequency untouched. As we already mentioned,
the state-of-the-art approach requires about 79% more hardware resources on the FPGA. By saving hardware resources,
our method allows to instrument much lager designs for which
the state-of-the-art approach would already fail.

DFF

Fk
XOR

comb

Fault effect
on next-state s[t+1]

s[t+1]
PO

XOR
s[t+1]

comb

s[t]

PO

x[t]

Figure 1: The proposed approach divides combinational fault modeling in: combinational
fault propagation of fault Fk at fault injection time t (left) and sequential fault
propagation, depicted for the first faulty state transition s[t] → s0 [t + 1] (right)

equivalent sequential fault is determined by xor-ing the faultfree next-state s[t+1], generated by a fault-free instance of the
combinational logic comb, and the faulty next-state s0 [t + 1],
generated by the faulty combinational logic comb’. In the
second step, the determined transient fault at the inputs of
sequential cells is captured and mapped onto the fault emulator
by means of xor-ing it with the fault-free next-state s[t + 1]. In
order to reach the fault injection cycle t during emulation, the
fault emulator performs fault-free state transitions in advance
until the fault injection cycle t is reached. The fault emulator
is optimized to handle single as well as multiple transient
faults in sequential cells without performance loss compared
to fault free test runs. This is important to note, since a lot of
single transient faults in combinational cells result in multiple
transient faults in sequential cells. In order to increase the
performance, only distinguishable faults, which are faults that
differ in timing and affected sequential cells from any other
determined fault, are mapped onto the fault emulator.

We conclude, that in contrast to existing work, the proposed
method provides designers with a tool to perform fault analysis
in sequential as well as combinational logic while it can be
applied to larger designs. In addition, it increases the number
of analyzed faults in given time for verification, helping to
further improve safety-critical and security designs.
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Abstract—The increasing number of complex embedded systems used in safety-relevant tasks produces major challenges in
the field of safety analysis. This paper presents a simulation-based
safety analysis that will overcome these challenges. The presented
approach consists of two parts: an Error Effect Simulation (EES)
and a graph-based specification. The EES is composed of a
system simulation with fault injection capability and a generic
fault specification. The graph-based specification approach guides
systematically the EES and enables a very efficient exploration of
the analysis space. Inherent in the graph-based specification is the
documentation of the safety analysis and a coverage approach to
assess the executed safety analysis. Combining these parts leads
to an efficient and automatable framework for safety analysis.

I.

I NTRODUCTION

In the last decades the amount of software and embedded
systems has increased exponentially. In the automotive domain
software has become the driving factor for innovations. Current premium segment cars include more than 70 connected
interacting embedded platforms. The same trend can be seen
in other domains, where amount, complexity and interaction of
electronic based systems are rapidly increasing. These systems
are often involved in safety-relevant tasks. With this significant
increased complexity the probability of operational errors is
increasing too. Originated in unforeseen application scenarios,
as well as fault scenarios there are many potential fault
sources which may not be identified during isolated component
analysis. Also the impact of external or internal interference
that may occur by combining these tested components to an
interconnected system may lead to new fault sources. An
erroneous delivered service of these safety-relevant applications
could result in disastrous accidents that may harm people’s life.
Therefore a reliability assessment of the overall system is an
obligatory task. The complexity of the complete system and all
its variability has to be handled by this reliability assessment.
In the area of system verification, simulation-based assessments
have been established for verification. System-level simulations
are used to verify functional and non-functional requirements
such as timing and power. These so called virtual prototypes
(VPs), behavioral models of the system, provide a promising
approach for safety assessment [1]. They characterize the
interdependency between components and the explicit and
inherent error tolerance of the system.
This paper presents a comprehensive approach for safety
analysis based on system simulations. The work covers a modularized, configurable system simulation approach extended
with fault injection capabilities. The simulation framework is
designed to support both design decisions in early phase with
regard to multiple system variations and detailed analysis with
integrated software prototypes in later phases. An integral fault
description enables the injection of diverse fault behaviors and
therefore supports a variety of abstraction levels. The usability
of theREES
Error2015
Effect Simulation (EES) is significantly enhanced54

Fig. 1.

Graph guided specification approach for error effect simulation

by a graph-based specification approach. This approach is
used to specify, control and supervise the complete safety
verification as well as each single EES. It interacts with the
EES before, during and after each simulation run. The graphbased specification and the provided automated exploration
enables to cope with the increasing complexity introduced by
the combination of multiple system alternatives, faults and
system environments.
In early design phase a variety of system alternatives and parameterizations are specified with the help of a graph-based format
and automatically explored by the framework. In later phases
a comprehensive safety assessment is executed, with regard to
manifold fault cases in different combinations and locations.
The complete set of evaluations is guided by a graph-based
specification, enabling an easy quantitative assessment of the
overall system safety. Fig. 1 depicts the presented framework.
The graph-based control module configures the EES in advance
by assembling the simulation instance and parameterize the
components. Additionally different fault injection behaviors are
selected, the location chosen and the fault activation condition
determined. During Simulation the graph-based control module
directs the simulation, with focus on the injected faults. After
simulation, coverage information is annotated in the graphbased specification format.
The remainder of this paper is structured as follows. After
an overview of existing work for fault injection and verification
control the Section III introduces the used EES framework
with a generic fault specification approach. Section IV shows
the graph-based specification of a verification plan. A close
integration of the graph-based specification within the EES,
enabling a fine-grained control of the simulation-based safety
analysis is presented in Section V.

II.

R ELATED W ORK

Functional verification approaches can be divided into two
main groups: static and dynamic verification techniques [2].
Static verification such as formal verification does not execute
the source code, while for dynamic verification approaches,
such as code coverage or functional coverage, the program
needs to be executed. Simulation-based techniques are part
of the dynamic approaches and are the leading techniques.
In the development process verification plans are used to
specify which components are verified and how [3]. These
plans are often formulated in natural language with a high
level of abstraction, given a wide scope of interpretation. To
overcome these lacks, a graph-based approach is used, which
is more restrictive to the scope of interpretation and gives
a higher support to automation. Industrial applications like
inFact designed by MentorGraphics [4] or Trek from Breker
[5] use such graphical descriptions to derive test cases.
Simulation fault injection (SFI) as part of the dynamic
verification is an important and established approach for
safety analysis. The group of non-invasive approaches [6], [7]
use compiler or simulator modifications to inject faults. Our
approach should be simulator and compiler independent to
enable the usage of third party tools such as [8], [9]. Another
category of approaches use the so called saboteur approach.
They modify the structure of the simulation and introduce
additional modules that inject faults in the data path. Different
forms of this approach are presented in [10], [11], [12].
Although the change within the simulation structure is best
suited with our configuration approach, we did not use this
approach because of its limitation to inject faults only in the
exchanged data. Functional, abstract simulations often provide
a monolithic structure that is not suited with the saboteur
approach. Additionally the non-functional properties are most
likely specified within the internal state of modules and not
at the exchanged data. Therefore we chose the mutation
approach. The references [13], [14], [15] present different
mutation approaches. Especially the approach in [14] is similar
to the presented injection technique. The main difference
is in the specification of the fault behavior. None of the
mentioned approaches has a comprehensive fault specification
approach. Most approaches use a fixed injection behavior in
the injector, a predefined set of fault behaviors with simple
trigger conditions such as time dependent fault triggers. A
comprehensive fault specification approach, where both the
injected value and the fault trigger depend on the current state
of the system simulation is not presented.
This shortcomings lead to the development of our own
injection and simulation framework, used in this paper.
Combining this framework with the graph-based analysis
specification provides a holistic approach for safety analysis
that is not targeted by previous works.

Fig. 2.

Example of a Behavioral Threat Model (BTM)

of a library of parameterizable modules that are interconnected
to create a simulation instance [16]. By using these basic
building blocks, it is possible to create different system
configurations by just changing the assembly, e.g. to exchange
the used communication bus. Based on the parameterization
of the basic building blocks it is possible to extend the system
exploration space by changing the module parameters, such
as the clock frequency of a microcontroller. The assembly
and the parametrization are applied at simulation runtime by
an IP-XACT configuration file. This enables the simulation
of multiple system configurations without the need of recompilation, reducing the analysis effort.
Besides the modular, configurable structure of the system
simulation, EES provides an infrastructure to inject faults
within the system simulation. The fault injection infrastructure
provides injection and monitoring probes that are added to the
system simulation. The injection probes provide an interface
to change the value of the associated simulation variable, by
an injection control module. The injection probes are added
to the system simulation by replacing data types with an
injectable probe data type. This requires a modification of
existing simulation models. By using a template based data
type structure that reflects the calling conventions of the
reference counting shared_ptr of C++11, the changes are
mostly limited to replacing the variable declaration. Behavioral
modifications of the simulation modules are not required. To
minimize the manual user modifications, especially for abstract
simulation models, different extensions are provided by the
injector probe, such as the possibility to specify a system
simulation specific re-evaluation. Injecting a fault affects the
surrounding components. With simulation directives in low
level models, such as sc_signal this is handled by the
simulation kernel, because events signaling a changed value
trigger process executions. With abstract functional models
or Transaction Level Modeling (TLM) simulations, this is
often
not the case. In this case the user has to specify which
III. E RROR E FFECT S IMULATION
functions have to be called or which events have to be notified.
EES enables the execution of what-if analyses in presence
In the presented framework the user can externally specify a
of faults and safety mechanisms. One focus of the presented
re-evaluation strategy with full access to the affected module.
framework is the applicability across the design process and
This approach was chosen, to prevent the re-writing of the
for various levels of abstraction. When using the EES in early
model with sensitive processes. Another aspect is to support
design phases the evaluation of different design decisions is
diverse simulation models different restore strategies.
one very important goal. Using the approach in late phase
Errors can occur and restored in various ways, especially when
the integration of SW-prototypes and a detailed evaluation of
supporting a wide range of abstraction levels. The injection
the different safety concepts have to be supported. To reduce
framework has to support this various restore strategies. Inthe overhead, the EES has to reuse already specified system
jecting the impact of a paper jam in a model of printing
simulations as much as possible. The system simulation consists55 machine control, which is fixed by a service technician,
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restoring the system state at the time of injection. Corrupting
memory cells in RTL models, the transient error is recovered
when a subsequent write overwrites the erroneous value. In
case gate level simulation and a short-to-ground the last driven
signal, during injection, has to be restored.
While the injection probes enable a write access to the system
simulation, monitoring probes enable read access to the system
simulation. Because both public and private variables can be
replaced, both the internal state of modules and the exchanged
data or signal values can be targeted by the injection. This
enables the altering of both functional and non-functional
aspects of the system simulation, such as timing aspects that are
often in internal variables. The probes are not associated with
any injection behavior; they only provide an interface for the
injection control module. This module reads an interpretable
fault specification during runtime, using the probes to inject
the faults. This extends the configuration file approach and
enables the simulation of different injection behaviors and
faults without re-compilation. The specification format is called
Behavioral Threat Model (BTM) and is based on Timed
Automata (TA). It is a Mealy machine that consists of a
finite set of locations L, actions Σ and a set of clocks C
which can be reset individually. An edge is a transition from
location li to location lj with an action σ ∈ Σ, a guard
g and clock reset r(C). Actions use the injector probes to
inject faults within the simulation. Similar to a classic TA
the guards depend on the local clocks. In the context of the
BTMs the guards additionally depend on the current simulation
state, accessed via monitoring probes. To synchronize multiple
BTMs local events S are provided to synchronize transitions
of different BTMs. Besides the local, resettable clocks the
BTM provides local variables, accessed via the same probe
interfaces to store intermediate information. For example a
local counter that keeps track of the injected variables. The
actions and guards are specified using the Python language.
The injection control module provides a Python interpreter
to evaluate guard statements and to execute actions. Therefor
actions and guards can use all the functionality of Python, e.g.
the pseudo random number generators. Fig. 2 highlights an
example BTM that injects randomly distributed, transient faults
into an array. In this case it injects faults into a register set of
32 registers. It uses BTM local variables to store the injection
mask and Python expressions to handle the arrays. The injection
triggering is time dependent in this example. Using a statebased specification format that is often used to model complex
real-time systems offers different advantages. It is best suited
to describe complex fault behavior. With an additional edge
it is easily to differentiate between permanent and transient
faults. With the suitable guard statements intermittent faults
can be specified. Especially with abstract models, the fault
behavior can be quit complex. Another advantage is that it
is used to bridge the gap between low-level fault models
and abstract system fault models. Well-known, low-level fault
models are targeting system parts that are abstracted in systemlevel models. The neglected system parts would propagate
this fault to a higher system-level, e.g. the communication
controller that propagates noise on the channel to complex
transmission errors such as data corruption or transmission
delay. To enable the injection of such faults into abstract models
this propagation has to be specified within the fault description.
E.g. to model protocol behavior in the BTM and use original
bit error probability to derive the injection probability and
value. Fig. 3 shows the EES, with the required information to
execute a simulation. The configuration file has to specify the
assembly and parametrization of the Design Under Test (DUT),
REES 2015
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Fig. 3.

Error effect simulation with graph-based control

the system input, the injection behavior that is stimulated during
simulation and the expected system reactions. In the following
an approach is presented that allows to generate automatically
all this information.
IV.

S AFETY V ERIFICATION P LAN

During EES one dedicated system instance is evaluated
by applying a single injection scenario, consisting of BTMs
and system stimulation. To achieve a comprehensive system
analysis, different simulation runs with a variety of injection
scenarios and system stimulations have to be executed. In the
domain of system verification, graph-based verification plans
are established to document and partially guide the verification
process. In Fig. 4 a verification plan is shown. Different parts of
EES are specified as nodes: the system instance (DUT) and its
parametrization (DUT-C), the system input (Input), generated
by the test bench, the used injection behavior (ES) and a set of
checks (Check) to verify the system reaction. A path through
this graph presents one system simulation. Each evaluated path
creates one configuration file and executes the simulation. With
the help of alternative paths a comprehensive set of analyses
can be specified. The interaction between the graph and the
EES is realized by the configuration file.
Brekers Trek [17] is a graph-based constraint solver developed
for creating functional verification tests for digital designs
and applied in this work. Trek provides two types of nodes:
diamonds, which specify a selection of the subsequent nodes
and rectangles, which specify an unordered sequence. The path
evaluation can be executed randomly or guided via forcing and
masking nodes, to fulfill e.g. coverage criteria. The evaluated
paths can be visualized and the node and path coverage can
be calculated automatically.
V.

S IMULATION C ONTROL

Besides the global control of the safety analysis, Trek can
be used to realize dynamic injection campaigns. The BTM’s
state-based specifications offers a first degree of flexibility and
enables the modeling of the injection scenario with different
states and a variety of injection behaviors. Specifying a whole
injection campaign with a sequence of multiple injection
behaviors would be possible but for each new assembly a new

Fig. 4.

Verification plan for error effect simulation

Fig. 5.

Error injection plan during simulation

BTM has to be generated. Trek enables assigning basic BTMs
to nodes and adding different parametrization alternatives.
To get the required flexibility the graph-based specification
is evaluated in parallel to the system simulation and can
therefore react on events during the simulation. Synchronization
between Trek and the SystemC-based simulation is realized
with dedicated statements in the BTM. The BTM interpreter
enables registering callback functions that can be called by
guarded state transitions. This way a callback function to the
Trek graph-evaluation can be registered, forwarding information
from the system simulation to Trek. The Trek environment
evaluates this information and calculates the next BTM. In this
case different modes are possible: In the first mode, the graph
is further evaluated, so only BTMs are chosen, which affect
components reacting to the output of the component influenced
by the actual active BTM. The second mode restarts Trek
from the beginning of the system model (holding the chosen
system specification and input), so every defined BTM can be
calculated as next. In this case we can use constraints, two limit
the possibilities. In a third mode we can choose to repeat the
actual BTM with a different parametrization. The EES provides
an interface for Trek to substitute the currently active BTMs.
Therefore, Trek can dynamically change the injection behavior
during the simulation. Fig. 5 shows an injection scenario with
multiple BTMs, BTM configurations and the synchronization
points between Trek and the EES. At each synchronization
point the simulation is executed until the callback condition is
met and Trek is activated again.
With this approach the different injection strategies can be
easily assembled from basic BTMs and the overall injection
campaign is well documented. Combining the verification plan
generation of the previous section with the injection control
presented in this section, results in the following procedure:
First the DUT and its parametrization is created, then the
used system input is selected. The first BTM specification
and the synchronization points are created and all information
is stored in the EES configuration file. The EES is executed
and every time a synchronization point is reached the control
is given to Trek to evaluate the current simulation state and
calculate the next injection behavior. This behavior overwrites
the currently active injection strategy and the EES is continued
until the next synchronization point. After the EES is finished,
the specified checks are asynchronously validated with the
recorded trace files. Another approach, where assertions are
generated due to the checks and validated during simulation, is
evaluated too. In this case the assertions are added to the
configuration file. After simulation of one path, Trek will
calculate the remaining possible paths, each time executing
an EES simulation. With this tooling environment a complete
safety analysis with multiple system alternatives, different
injection scenarios and system stimuli can be easily specified
and automatically executed.
VI.

C ONCLUSION

In this work an approach is presented that executes a
safety analysis with the help of simulation-based fault injection.
A modular, reconfigurable system simulation with injection
capability builds the core of the analysis and enables the
easy evaluation of multiple system alternatives. A graph-based
tooling environment reduces the analysis effort significantly,
57
by automatically deriving multiple simulation runs from a

graphical specification. The user specifies the atomic parts
of the analysis and connects them with choice and sequence
operations in a graph-based editor. The tool calculates all
possible paths, each representing one system simulation. This
way the complete safety analysis can be derived from one graphbased specification. Different coverage approaches process the
executed simulation runs and give the user an assessment of
the executed safety analyses.
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extends the system’s state space and thereby poses an increased
challenge to the stimuli generator.

Virtual Prototyping (VP) has become an integral part of the
development process for hardware-software systems in industrial settings. Implementing VPs at the Electronic System Level
(ESL) [1] in particular can massively reduce development costs
by enabling early software development and efficient design
space exploration. The application of verification techniques at
high abstraction levels allows for early bug detection and can
thereby massively reduce the time spent for development and
testing of the system. In practice, ESL models are often implemented using SystemC [2], following a behavioral/algorithmic
style in combination with abstract communication based on
Transaction Level Modeling [3]. Because of the known limitations of formal verification techniques with respect to large real
world designs, simulation based verification is still the method
of choice to ensure correctness of these models. However, the
significance of verification results for the overall quality of
the resulting product highly depends on the quality of the
test suite (or alternatively, the verification scenarios) in use.
Therefore, a range of coverage metrics have found their way
into industrial verification flows [4]. They can be categorized
roughly as either code coverage or functional coverage metrics,
the former determining the subset of code executed, the latter
determining the subset of system functionality triggered by the
corresponding input sequences.

In this paper we propose a new technique for automated
generation of input sequences to further increase functional
coverage of verification scenarios while keeping the time spent
on verification low. It incorporates cover group modeling [4]
as our means of directing state exploration. Selective symbolic
execution of the Device Under Verification (DUV) is used for
actual state space traversal. Practically, this is accomplished
by executing the unmodified SystemC model and a specific
testbench using the S2 E platform [11] extended by our own
custom plugin for functional coverage support. While existing frameworks usually rely on custom SystemC frontends
or intermediate representations supporting only a subset of
SystemC and C++ [12], [13], S2 E performs symbolic execution
on machine code level. Therefore, no functional limitations
apply to the implementation of the model.
In the following, we describe the main concepts of our
approach. Before this, we briefly clarify the main notions in the
context of functional coverage [14], specifically cover group
modeling. A cover group specifies a set of signals, called cover
points, at a certain time in simulation. For each cover point,
a set of cover bins is defined to represent a set of values or
value ranges. Whenever the value sampled at a cover point lies
within the set of a cover bin, it is considered hit. The number
of hits per bin is counted during simulation and, in the end,
compared to the coverage goal specifying a minimal number
of hits for each bin. If this minimum is reached for every cover
bin, the system functionality is considered sufficiently covered
by the verification scenarios.

Multiple approaches have been proposed to both increase
coverage and reduce time necessary for directed testing using
different notions of random stimuli generation. In contrast
to the naive approach of merely selecting input stimuli at
random, hoping to reach system states not taken into account
by the verification engineer, Constrained Random Verification
(CRV) tries to increase the chance of selecting meaningful
values in the first place. This is achieved by constraining the
stimuli generation using a set of user defined properties derived
from the system specification [5], [6], [7], thus “directing” the
stimuli generator towards potentially interesting scenarios. To
further increase the efficiency of stimuli generation, techniques
such as mutation analysis, Markov chains or Monte Carlo
methods have been applied to CRV [8], [9].

Since we are able to perform a symbolic execution, we can
make use of the cover groups as follows. The execution engine
tries to explore every feasible path of the DUV, beginning with
the test bench, as shown in the exemplary Control Flow Graph
(CFG) in Fig. 1. Every time a conditional statement is reached,
the execution continues, for the time being, in either the then or
else branch, adding the appropriate condition to the path condition, representing all choices down to the current execution
state. Once the desirable execution depth has been reached,
an input sequence can be generated by assigning all variables
with values that satisfy the path condition. The execution then
continues by backtracking to an already executed conditional
statement and following the opposite branch until every branch
has been visited.

In resiliency evaluation, Error Effect Simulation is currently
an active field of research, in particular at early design phases
using VPs [10]. Error effect simulation essentially allows a
what-if analysis of the VP, assuming that errors are present.
However, only effects resulting in behavior that has been covered by the verification scenarios can be exposed. Therefore,
a high quality suite of scenarios addressing potential system
faults is of utmost importance. Unfortunately, the ability of
resilient systems to detect and counteract these faults naturally
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While this already guarantees a complete coverage of all
reachable branches, important system states, such as error
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Test Bench

First experiments have been performed to evaluate the
feasibility of the proposed method and to identify possible
challenges. Small VPs (<1000 loc) with a limited number of
states and cover bins were completely executed within minutes.
We always reached full coverage, which was not achieved by
random stimuli generation.
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Cache is one of the most susceptible components to failures due to increasing soft errors [1] in a processor. Several
protection techniques have been proposed to improve the cache
reliability. ECC (Error Correction Code) and parity protections
are the most common ways due to their design simplicity
and effectiveness. However, cache protection techniques incur
significant overheads in terms of power, area, and performance [2]. There is no accurate method to represent the
effectiveness of applied protection techniques in processors.
Thus, it is a necessity to present the accurate cache reliability
in the presence and absence of protection techniques.

On the other hand, the read operation and the eviction at
the dirty state make the period vulnerable since soft errors at
that time can be propagated to the other components such as
CPU or lower-level memory. Cache vulnerability is estimated
in bits × cycles in which bits are vulnerable, and we have
performed vulnerability analyses for each cache block for the
entire program to estimate the vulnerability of the entire cache.

Fault injection can evaluate the effectiveness of protection schemes against soft errors [3]. Faults are injected into
a specific bit of microarchitectural components (e.g., cache
memory) at the specific timing during the execution, and we
can decide whether it induces the system failure or not. Fault
injection is one of the most accurate schemes to measure the
failure rate of microarchitectural components. However, fault
injection is hard to correctly set up, and it also takes lots of
execution time and computing resources to run thousands of
fault injections.
Fig. 2.

We have presented gemV-cache [5], the accurate and
protection-aware cache vulnerability estimation toolset based
on the cycle-accurate gem5 simulator [6]. First off, existing
implementations that estimate the cache vulnerability at the
block-level [7] can be inaccurate by 7% on average and up
to 24% inaccurate as compared to word-level vulnerability
estimation in our gemV-cache as shown in Fig. 2. Estimating
the vulnerability for the entire cache hides the extent of errors
in block-level estimation technique. This is because, for some
blocks the block-level vulnerability is smaller than wordlevel estimation, and for others it may be larger. The sum
of absolute vulnerability difference of each block, the sum
of vulnerability underestimation and overestimation, can be
inaccurate on average by 34%.

Fig. 1. Vulnerability estimation scenario of write-back cache. Read and
eviction at the dirty state make the vulnerable period since soft errors at that
time can be propagated to other components, e.g., CPU or lower-level memory.

Vulnerability is an alternative metric to estimate the susceptibility of data in microarchitectural components [4]. It is
important to note that not all hardware bits in a cache memory
are susceptible to soft errors during all the execution time.
For example, if a bit in the cache is overwritten by the write
operation before being used or read, then even if a soft error
happens on it, it will not be vulnerable as shown in Fig. 1.
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Inaccuracy of block-level CVF estimations (vs. word-level)

Inaccurate vulnerability estimation based on block-level
behaviors can have negative impact on the implementation
of protection techniques and their effectiveness. For example,
suppose that we want to protect only 3 cache blocks by
exploiting ECC protection in a benchmark basicmath. Then,
we should estimate the vulnerability of each cache block, and
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nerability at the word-level than at the block-level. The main
source of complexity is the fact that as opposed to estimating
the vulnerability at the block-level, when estimating the vulnerability at the word-level, the vulnerability of a word may
not be independent of the accesses to the other words in the
same block. For example, block-level parity protection can be
more vulnerable than no protection due to behaviors of other
words in the same cache block as shown in Fig. 4.

Fig. 3. Dramatic difference of block-level and word-level CVF for each block

then protect the 3 blocks with higher vulnerability than others.
If we make this analysis and select 3 blocks based on the blocklevel estimation, we would expect 22% vulnerability reduction
as shown in Fig. 3. However, the accurate analysis based on our
word-level estimation shows that the selected blocks are not
actually the most vulnerable ones, and the inaccurate selection
would actually result in only 3% reduction in vulnerability.

Fig. 5. Normalized vulnerability to no protection of parity-protected cache
with diverse granularity of parity and dirty bits

Finally, using accurate vulnerability analysis, we explore
the design of parity-protected caches. Our analysis reveals
several interesting results as shown in Fig. 5.
• Parity protection can be reliable protection technique
for some benchmarks such as crc and susan, but it can
reduce the vulnerability by only 15% on average as
compared to no protection.
•

Block-level parity protection can be more vulnerable
than no protection for benchmark gsm. It is because
that read operation to a word at the dirty state makes
the entire block vulnerable even though data in the
other word is overwritten as described in Fig. 4 (c).

•

If word-level parity protection has block-level dirty
bit, it can reduce the vulnerability by only 2% as
compared to block-level parity protection with blocklevel dirty bit. For better protection, both parity and
dirty bits should be designed at the finest word-level.
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analysis typically investigates how errors propagate to failures
in terms of fault injection scenarios, which activate errors. An
analysis typically requires the availability of a fault/failure
statistics gathered from the system in operation or from worstcase assumptions or estimates.

Abstract—Electronic systems, like they are embedded in road
vehicles, have to be compliant to functional safety standards like
ISO 26262 [3]. Those standards define different safety levels,
which require different means and measures for safety
verification and risk analysis like fault effect simulation. In this
context it is important to investigate the impact of physical and
hardware related effects to higher abstraction levels. This article
gives first an overview of the basic principles of fault simulation
and mutation based analysis. Thereafter, it studies an example
for code and model mutations through different abstraction
levels. This is a contribution to clarify vertical fault relations and
their impact throughout the system development process and the
impact of physical effects to high abstraction levels.

Faults and errors in electronic systems can be due to
design bugs, manufacturing bugs, and various lifetime effects
like radiation, aging, and vibration. Here, we mainly
distinguish between permanent errors (hard errors) and
transient errors (soft errors), which both relate to well-known
effects in low- and high-voltage semiconductors. Hard errors
can be due to design, manufacturing and lifetime errors, like
catastrophic Single Event Latch-ups (SEL), Burnouts (SEBO),
Gate Ruptures (SEGR), or electro-migration, for instance. Soft
errors can be due to strike of ionizing particles with Single
Event Upsets (SEUs), power fluctuations, or electromagnetic
interferences, for instance. They often manifest themselves in
bit flips, which may corrupt the operating system, the main
data, or the control program of a computer based system [8].

I. MOTIVATION
With the advent of advanced embedded microelectronics,
we can find computers embedded almost everywhere, so that
utmost care has to be taken to avoid any risk to human health
or life in their operation. Therefore, each application domain
has its individual standard to define functional safety
requirements and regulations for their implementation and test
like IEC60730-Annex H (household machines) [1], DO-254
(airborne systems) [2], ISO 26262-Part 5 (road vehicles) [3],
and ISO 13849-1 (machinery) [4], which may come with
additional regulations and memoranda, like EASA CMSWCEH-001 [7]. Those standards comprise means and
measures to assess the residual risk of unavoidable faults and
potential hazards and to reduce them to the required safety
level. As such those standards outline different categories of
specific conditions, tests, and safety levels a certified system
has to fulfill. ISO 26262, for instance, defines ASIL
(Automotive Safety Integration Level) A-D, which introduces
the risk of system failures with their impact on different levels
of injuries. Along those levels, it also requires different
methods to verify the robustness and operation under external
stresses like EMC (Electro Magnetic Compatibility) and ESD
(Electro Static Discharge), statistical test, worst-case test, over
limit test, and environmental testing.

In general, system failures can be significantly reduced by
various error prevention, detection, correction and tolerance
techniques. Multiple general countermeasures can be
implemented in hardware and software at different levels of
abstraction. Examples are CRC (Cyclic Redundancy Check),
ARQ (Automatic Repeat Request), watchdogs, one/multi bit
redundancy, multi-channel diversity, and different types of
block replications with optional path comparison and voting.
To prove the effectiveness and impact of those
countermeasures, fault effect simulation can be applied for the
simulation of fault effects injected by the environment to
verify that a system under design is resistant and/or tolerant
against a set of injected faults determined by a specific fault
model.
The remainder of this article first introduces the main
principles of fault effect simulation and mutation-based
analysis. Thereafter, it discusses the correlation and relevance
of code and model mutations for fault injection between
different abstraction levels before we finally close with a
summary and conclusion.

In an early step, the design of a safe and reliable system
typically takes the combined application of analytical methods
like Fault Tree Analysis (FTA) [5] and Failure Mode and
Effects Analysis (FMEA) [6] to quantify the residual risks in
terms of a safety metrics according to a safety
integrity/performance level. Later steps extend to the analysis
by simulation like functional and stochastic simulation once a
model and implementation is available. In this context, the
reliability of operations is typically measured by Mean Time
between Failures
(MTBF), for instance, where typical
numbers for higher reliability are between 100 and 1000 years
[7,8]. It is essential here to verify the fault tolerance resp. fault
resistance of a system to either continue operation (failoperate) or at least to enter a safe state (fail-safe). A fault
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II. MUTATION BASED ANALYSIS
The principles of fault simulation stem from classical
hardware design, where they were introduced to develop test
vectors with a high fault coverage for post manufacturing
circuit tests. As such, a set of test vectors (i.e., testbench) is
applied to a potentially correct (i.e., golden) model and to a
fault injected (i.e., mutated) model.
A test vector is
considered
to
detect
an
injected
fault
when
the outputs of the
_________________________
* The work described herein is funded by the Bundesministerium für Bildung
und Forschung (BMBF) through the EffektiV Project (No. 01IS13022)
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golden model differs from the outputs of the mutated model
when applying the test vector. Note here, that a test vector can
detect more than one fault. If all possible faults based on a
specific fault model are detected by a set of test vectors, the
set is considered to have a 100% fault coverage. This metrics
finally determines the overall quality of a testbench and is thus
denoted as testbench qualification. However, the final goal is
always maximize the fault coverage and to minimize the
number of test vectors in order to reduce the number of
simulation and test runs. Therefore, it is important to identify
and remove redundant test vectors, i.e., test vectors with the
same and with no effect at the output.

The next section will investigate the design process in
more details with respect to fault injection, i.e., mutations, and
their correlations between different abstraction levels.
III. FAULT CORRELATIONS
Consider again the strike of a neutron or alpha particle at a
semiconductor and an SEU, which results in a transient bit
flip. A bit flip at a specific memory location may give the
mutation of a software instruction where it finally changes a
bit in the binary code of a software instruction. That bit can
change the opcode, address, or data section of that instruction,
which may directly correlate to a mutation in the software
source code. This shows that design and runtime errors can be
tightly correlated. However, at the end it is not relevant for a
test if the wrong operation is introduced by a faulty memory
cell or by a coding error of a programmer. When we exactly
know the correlation between all levels of hardware and
software faults, we can also apply the principles of software
mutations for fault effect analysis to cover correlated hardware
faults without changing the hardware itself. This refers to the
assumption of Software-Implemented Hardware Fault
Tolerance (SIHFT) and the application of very fast virtual
environments like Xemu [13], which applies fault injection at
binary software level.

As the fault coverage is always based on a specific fault
model, the fault model is always a compromise between
acceptable simulation runtimes for high coverage ratios and a
realistic correlation to physical artifacts in order to detect as
many faulty circuits as possible in the final test. As such, a
fault model is always an abstraction of physical effects and
due to a specific abstraction level. One of the first fault models
was the structural stuck-at-1/0 fault model at gate level and the
stuck-at-open/close fault model at transistor level [11].
Though the classical terminology of fault models and fault
simulation comes from the hardware domain, we can find
comparable concepts in the area of software testing, i.e.,
automatic fault injection into software code, which is widely
known as mutation based software testing or analysis [10].
Later, with the advent of electronic system level hardware
description languages, mutation based testing technologies
became also accepted for hardware verification and tools
became available for the testbench qualification at register
transfer level, like Certitude [12]. As we apply this technology
in the next section, we first give a brief overview of its basic
principles before we proceed to our study.

Current practice in risk analysis assumes bit flip errors
mostly on the basis of a uniformly distributed probability of
bit patterns. However, to head for a more advanced risk
analysis we now study the correlation of faults and their
propagated errors and failures across different domains and
different abstraction resp. refinement levels by a simple
example with focus on a operation. Hereby, we first follow a
top down approach and start with a software specification and
stepwisely proceed to a software model and implementation,
which is later compiled to a binary code.

A mutation is defined as a single fault injected into the
copy of the original software code denoted as a mutant. A
mutation example is given by the following C code, which
takes a C statement and applies a so-called mutation operator:
‘a = b + c;’  ’a = b - c;’. Mutation operators inject faults by
replacing symbols or objects in the model or source code, e.g.,
replacing [`+'`-'] or [`>'`≥']. By deploying pre-defined
mutation operators at different locations in a model or in the
source code, we can obtain a huge number of mutants. As a
complete mutation analysis basically requires one simulation
run for each mutant and each test vector, there are techniques
to significantly reduce the number of simulation runs [12].

Figure 1. Software specification example.	
  

Figure 1 shows the simple specification example of a
comparison, which can be part of a more complex system
specification. The given function is defined in Boolean space
and specifies the relation of three arguments, which can be of
any ordered types. The function is true for any abc-tuple in
ascending order and false, otherwise.

So far, mutation-based analysis is applied and investigated
at a specific abstraction level for testbench qualification: RTL
hardware models (e.g. VHDL, Verilog), software models (e.g.,
UML), software source code (e.g., C), and software binaries
(e.g., ARMv4). However, in the context of functional safety
certification, it not only important to investigate fault
propagation horizontally at a specific level rather than to
consider cross-level fault correlations in order to determine the
real impact of physical effects, like SEUs, to the individual
functions of a system. Consider, for instance, an SEU related
bit flip in a memory cell, which changes the binary encoding
of a software instruction [8,9]. This can also be clearly
determined as a mutation of the software, so that we can
identify relations to equivalent source code mutations.

Let us now apply [‘≤’’>’] as a mutant operator, which
replaces all ‘≤’s by ‘>’s in the specification. The result defines
a,b,c in descending order as indicated in red in Figure 1. From
that specification, we can create different software models like
Matlab/Simulink or UML or as given in Figure 2 and 3.

	
  
Figure 3. Matlab/Simulink model.
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typically composed of an opcode with optional address and
data sections. As such, data flows need to be mapped to
registers and memory of the target platform's architecture and
complex operation statements are refined to basic blocks, i.e.,
linear segments of instructions. In the ARMv4 instruction set,
for instance, the control flow between basic blocks is
implemented by conditional or unconditional branch
operations like BGE (branch greater equal) or BLT (branch
less than). Figure 4 shows our example as a control flow graph
on the left and the set of basic blocks of instructions with their
address space on the right. It is easy to see by the inspection of
the control flow graph how comparison operators at C level
correspond to branches in the ARMv4 opcode, i.e., that the
[‘≤’’>’] mutation operator directly corresponds to
[BGEBLT] at the end of the two basic blocks.

Figure 2. UML activity diagram model.

For our simple example, this step is a straightforward
transformation of the specification and the given mutation
operator, which has to be transferred to either control flow- or
data flow-oriented means. It is important to note here that the
detailed Model of Computation (MoC) of the chosen target
modeling language is of major importance. Note also that our
example focuses on an operator/opcode oriented approach.
Data oriented approaches may apply other techniques for fault
injection like reordering of inputs. However, we can identify
more or less strong relationships between both approaches for
several cases. The reordering mutation of inputs from a,b,c to
c,b,a in Matlab/Simulink can be, for instance, equivalent to the
application of [‘<’‘>’].

Table 1. ARMv4 conditional instructions.
ARM
Instruction
BGE

Condition (Symbol)

Condition (Binary Code)

≥

1010

BLT

<

1011

BGT

>

1100

BLE

≤

1101

Let us now consider the binary presentation of instructions,
which is given in Table 1 for some ARMv4 instructions. We
see that [BGEBLT] corresponds to [‘1010’’1011’], which
refers to a bit flip of the forth bit in the binary code, for
instance. Table 2 additionally gives an overview of ARMv4
mutation operators ordered by bit flips in their binary code
representation. At this point we can now determine the
probability of mutations at higher abstraction levels with
respect to their relevance to bit flips. For our study that means,
that, under the consideration of SEU tolerance, the first four
mutations require special attention and measures already at
higher abstraction levels where the others are less affected by
SEUs. With that information we can thus consider the higher
probability of this impact already from the very first beginning
in the design process.
Table 2. ARMv4 mutation operators.
ARM Mutation
Operator
[BGEBLT]
[BLTBGE]
[BGTBLE]
[BLEBGT]
[BGEBGT]
[BGTBGE]
[BGEBLE]
[BLEBGE]
[BLTBLE]
[BLEBLT]
[BLTBGT]
[BGTBLT]

	
  
Figure 4. ARMv4 instruction level.

The refinement from the model to the software source code
is typically executed by the application of a target-specific
code generator. For this, the generator maps data and control
flows to variables and data structures for which data types are
generated. Computational operator statements must be defined
accordingly. The control flow is generally mapped to
programming language constructs, such as for/while loops,
switch/case or if statements to which fault injection/mutation
operators are applied. The source code is thereafter compiled
by a target-specific compiler to a target instruction set
architecture, like ARMv4 or Tricore™. Final instructions are
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Bit Flips
1
1
1
1
2
2
2
2
2
2
3
3

Therefore, we can already model and implement additional
error correction measures especially dedicated to those four
operators, which are then already covered by early
testbenches. As the introduction of additional error correction
measures always means higher costs in the software or
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software instruction. Additional studies may cover bit flips in
addresses or data sections of an instruction.

hardware, this can avoid unnecessary costs for the introduction
of error detections and corrections for events with very low
probability. Additionally, this bottom up reflection can support
the cross checking of the resistance of the design for coding
errors vs. soft errors.

The main goal of this top down approach was to track
mutations between different abstraction levels in order to
derive the probability of the different mutations at binary and
hardware level by a bottom up reflection. Such a combined
top-down and bottom-up analysis is useful to identify
individual locations, gaps, and additional necessary dedicated
measures for error detection and correction, which propagate
through all abstraction levels. As such, it indicates safety
critical functions and operations, which require special
attention from the very first beginning of the design process
and which are candidates for reaching a higher safety level. It
also identifies functions and operations with low fault
injection probabilities, i.e., candidates where measures for
error correction can be partially suppressed, which may save
costs throughout the entire design process. Additionally, it
comes with the advantage that testbenches at higher
abstraction levels already cover mutations that do not only
relate to coding bugs rather than additionally cover physical
effects. This could be a major step forward as current risk
analysis is most oftenly based on general uniformly distributed
probabilities of bit flip patterns.
However, we have
demonstrated it just for a simple example and a very specific
type of mutation. It certainly needs more studies and
automation support to address more complex designs.

However, for an even more accurate analysis we also need
information of the underlying hardware structures with
concrete layout and process technology to extend our
assumptions from single-word single-bit to single-word multibit upsets. Here, it is important to consider if register or
memory cells have a linear or an interleaving layout for a
higher multi-bit fault protection. In interleaving cell layouts,
for instance, an event cannot have any impact on adjacent bits
of a single word when it affects adjacent memory cells.
In the previous study we investigated just a simple
example with focus on transient bit flips from SEUs.
However, the basic principles are not limited to SEUs rather
than apply to any bit flip scenario regardless they are due to
soft or hard errors and regardless to the abstraction level.
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Figure 5, for instance, gives the example of a permanent
bit flip given by a stuck-at at gate and transistor level.
Considering a simple 1-bit memory cell at transistor level, a
stuck-at-short at a transistor of a NOR gate may stuck the gate
output at ground, which corresponds to a stuck-at-0 at gate
level, for instance. This gives an idea how to extend our bit
flip considerations to hard errors and to gate and transistor
level. Such extensions are also required when we either
implement the specified function on an FPGA or by a digital
comparator, respectively. Then we have correlations to the
individual hardware components and layouts as the
corresponding stuck-at or transient faults come with different
probabilities compared to our previous study. Moreover, we
can also implement that function by analog hardware with a
comparison of voltage levels, for instance. However, that
domain would require the application of inherently different
means and measures for fault injection and testing considering
inherently different analog artifact with different signal flips,
which are not subject of this article.
IV. SUMMARY AND CONCLUSION
Efficient fault effect simulations are of utmost importance
in the context of functional safety verifications enforced by
international standards, where we studied the correlation of
faults of different domains and at different abstraction levels.
Our focus was on embedded software with a top down design
flow: specification, modeling, source code implementation,
and compilation to a binary code. We studied a simple
example with fault injection by mutations for an operator and
their correlations to SEU related bit flips in the opcode of a
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I NTRODUCTION

Continuous scaling of transistor sizes to achieve low dynamic power, less area, and more speed has worsened the aging
effects. Two dominant contributors affecting the transistor
aging are Negative Bias Temperature Instability (NBTI) and
Hot-Carrier-Injection (HCI) [1], [2]. Both of these mechanisms
negatively impact the timing behavior of circuits. Traditionally, aging analysis has not been a part of the established
circuit design flow and commercial tools do not yet support
aging analysis on gate level, therefore aging analysis is not
commonly available to industrial designers yet. Historically, to
account for aging effects and variations, the common practice
was to apply safety margins to the design. However, as
the impact of aging effects increases, the necessity of their
consideration in the design flow grows.
There is an active ongoing research in this area to explore
and study the impact of aging mechanisms on circuit performance. Various aging models have been developed to predict
device degradation. However, most of these models are bound
to custom in-house scripts. This of course limits their usability.
Moreover, some of the approaches require a modification of
the original netlist [3].
We propose an automated methodology for integrating
aging aware timing analysis into Synopsys PrimeTime to
predict the combined impact of NBTI and HCI on a circuit
performance. The approach utilizes the AgeGate aging aware
logic gate model [4]. As a result it is now possible to utilize
already available tool features for further design revision.
For instance, information with regards to the critical path
changes after aging aware timing analysis can be translated
into a set of tighter timing constraints and applied to these
paths. Logic optimization, in consideration of these new timing
constraints will lead to an aging-robust design, thus increasing
the lifetime of the circuit. In addition, the methodology does
not require any modification of the design netlist. Results
obtained from applying the method to various benchmark
circuits are presented. These results demonstrate that aging is
an important phenomenon that needs consideration in timing
analysis and can be easily analyzed using commercial tools.
The fundamentals of the work have been peer reviewed and
published at VLSI-DAT15 conference.
The key differences
of our approach compared to the state of the art are:
• For the calculation of aging induced performance
degradation the proposed method does not require
information about the system-level workload, but can
work with reasonable assumptions about activity at the
primary inputs if workload information is not available. Workload is defined by the portion of the lifetime
a device is under a particular operating condition.
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•

It considers impact of both NBTI and HCI effects.
The AgeGate model used in our work is based on
traditional two-dimensional LUTs, therefore it can be
used by an already existing analysis flow.
No modification of the design netlist is required.
The structure of the implemented algorithm is flexible,
so in the future more aging effects can easily be
integrated into it.
II.

Synopsys Design
Compiler

P ROPOSED M ETHODOLOGY
- Design netlist
- Timing library
- Stress factors (I/P
ports)

Individual Cell Info
-SP TD
- Transition time
-Load
-Cell type
-Aging mechanism

Performance Drift
Calculation
of Individual Cells
(Python script)

Delta delay

-Sensitivity
library (.xml)
-Lifetime

Synopsys PrimeTime
Dely annotation
(TCL script)

- Design netlist
- Timing library

-tool used
Aged Circuit
Performance

- inputs for the current step

- output of the previous step ( partially used as input for the current step)

Fig. 1: Overview of the ASTA flow incorporated into
Synopsys PrimeTime
The ASTA flow is similar to the traditional STA flow with
the difference that the delay of the aged logic cell has to be
considered instead of the fresh one. To obtain the aged gate
delay, the AgeGate model is used. The model computes the
degraded performance of the logic gate due to parameter drifts
of the individual transistors caused by a specific aging mechanism. The transistor parameter drifts due to NBTI and HCI
are calculated by technology specific degradation equations.
The canonical gate model corresponds to a first-order Taylor
approximation at the nominal gate performance qf resh :
XX
qaged = qf resh +
xqm,p ∆pm
(1)
mG pP

The overview of the ASTA flow integrated into Synopsys
PrimeTime is presented in Fig.1. The amount of parameter drift
is strongly dependent on the time a transistor is under a specific
aging stress, therefore it is crucial to determine the fraction of
66

(a) Critical path of the fresh circuit

(b) Critical path of the aged circuit

Fig. 2: Critical path change of the c5315 benchmark circuit after aging

time that a transistor will be stressed under a specific aging
effect during its lifetime. To do this, the first step in the flow is
to obtain signal probabilities for all nets in a circuit. For this,
first of all the workloads for all nets in the design have to be
obtained. For this purpose, a system-level workload profile, if
available, can be utilized. Alternatively, Signal Probability (SP)
and Transition Density (TD) with reasonable assumptions can
be applied to the primary inputs and be propagated throughout
the circuit to its primary outputs. After signal probabilities
have been obtained, the next step in the flow is to calculate
the effective NBTI and HCI stress times for all transistors
in the circuit. The stress time tstress is determined by the
following equation: The stress time (tstress ) is determined by
the following equation:
tstress = Pstress · tlif etime

Design

Fresh delay [ns]

NBTI
[%]

HCI [%]

BOTH
[%]

Run time
[s]

c17
c880
c1355
c1908
c2670
c3540
c5315
c6288
c7552

0.1312
1.1212
1.385
1.996
2.164
2.66
2.266
5.65
1.736

3.0
6.12
7.33
5.75
8.80
9.27
8.05
4.88
7.30

2.58
2.86
2.77
2.88
2.73
2.70
2.91
2.76
2.88

5.58
8.92
10.10
8.64
11.46
11.90
10.96
7.64
10.18

2
6
7
9
14
18
29
31
35

TABLE I: Critical path delay degradation of ISCAS’85
circuits considering NBTI, HCI or BOTH effects together

III.

R ESULTS

The results presented here are obtained by applying the
proposed methodology to various benchmark circuits. The
results of the analyses show that NBTI is the dominant aging
effect. However, the impact of HCI on circuit degradation
must not be neglected. Based on the analysis results, the delay
degradation of a circuit can reach up to 11.90%. Because
different paths in a design have different workload and signal
probability, they can age at different rate. This may lead to a
critical path change of a design. Such a case is presented in
Fig. 2. It shows the critical paths of the c5315 benchmark
circuit before (2(a)) and after (2(b)) aging. Because of the
integration of aging analysis into a commercial framework,
the corresponding paths are readily visualized to the designer
in his regularly used tools.

(2)

where tlif etime is the defined lifetime of the circuit and
Pstress is the probability that a transistor is stressed due
to a specific aging effect. In order to accurately calculate
the effective stress probability of a particular aging effect,
information about the internal structure of a logic gate is
also required, since it can happen that two transistors with
equal signal probabilities have different stress probabilities
because of their position in a logic cell. To calculate the
Pstress , the individual cell information has to be extracted
from PrimeTime. This information includes: cell type, signal
probabilities, transition time, and output load. Now, that the
Pstress is available, the next step is to calculate the parameter
drift caused by a specific aging effect. The calculation is done
by means of technology specific degradation equations for
NBTI and HCI. The use profile information (supply voltage,
temperature, and lifetime) along with the output of the previous
step, serves as an input to the degradation equations. Once
the parameter drifts are computed, the delay degradation is
obtained from the AgeGate model by combining the information about the parameter drift with the pre-characterized
sensitivity coefficients. Finally, in the last step the portion of
aging induced delay degradation obtained in the previous step
is added to the individual gate delays of the design. The delay
annotation is done by individually applying timing derates to
the logic cells in the design. Finally, these annotated gate
delays enable PrimeTime to perform ASTA considering one
or more aging mechanisms.
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power conversion and reducing air pollution emissions [5][6].
As reported in [7], a major challenge being faced in diesel
technology is meeting current and future emission
requirements without compromising fuel economy. Clearly,
these goals could be reached through improvements in the
engine electronic management. In this context, efficient fuel
injection control is required [8].
Given this behavior, microcontrollers devoted to the engine
management contain specific timer modules aimed at
generating, among the others, the signals used by the
mechanical parts controlling the fuel injection in the
cylinders[9]. The scope of these timers is to provide the realtime generation of the signals, ensuring an efficient engine
behavior. In order to achieve the correct level of
synchronization between the engine position and the generated
fuel injection signals, the automotive timer modules typically
receive a set of reference signals from the engine; the most
important are the crankshaft and the camshaft [10]. These
signals are used to detect the current engine position, i.e., the
angular position of the cylinders within the engine [11]. A
precise detection of these information items represents a key
point for all the electronic engine management [12].
The correct programming of the timer modules is a key
aspect in the automotive domain, due to the complexity of its
programming code, and of the applications they have to
manage. Consequently, efficient and precise validation
methods and platforms are required. The current main methods
to validate automotive engine applications are based on models
[8][13][14], or on ad-hoc special purpose test equipment
available on the market [15]. As timer module become more
advanced, it raises the cost associated with validating these
new modules, since extremely complex and expensive
equipment must be adopted and traditional equipment are no
longer able to keep up with constantly changing requirements
of these systems.
In this paper, we present a new FPGA-based validation
platform aimed at the validation of the applications running in
the real-time timer modules used in the today vehicles. The
purpose of this platform is to provide the developers of
automotive applications with a flexible and efficient
architecture able to effectively validate the code running in the
most popular timer modules. More in particular, the proposed
platform has the capability of generating the engine reference
signals (i.e., the crankshaft and camshaft reference signals) that
are typically used by the automotive microcontrollers to
generate the fuel injection signals, and acquiring the signals

Abstract—Over the past decade, the complexity of electronic
devices in the automotive systems is increased significantly. The
today high level vehicles include more than 70 Electronic Control
Units (ECUs) aimed at manage the powertrain of the vehicle, and
improve passengers comfort and safety. ECU microcontrollers
aimed at the control of the fuel injection system have a key role.
In this paper we present a new FPGA-based platform able to
supervise and validate Commercial-Off-The-Shelf timer modules
used in today state-of-the-art software applications for
automotive fuel injection system with an accuracy improvement
of more than 20% with respect to traditional approach. The
proposed approach allows an effective and accurate validation of
timing signals and it has two main advantages: can be customized
with the exact timing module configurations to meet the exigency
of new tests and allows effective modularity design test. As case
study two industrial Time Modules manufactured by Freescale
and Bosch have been used. The experimental analysis
demonstrate the capability of the proposed approach providing a
timing and angular precision of 10 ns and 10-5 degrees
respectively.
Keywords—Automotive; FPGA; ECU validation; eTPU; GTM.

I.

INTRODUCTION

The today automotive development processes are
characterized by an increasing complexity in mechanic and
electronic. However, electronic devices have been the mayor
innovation driver for the automotive systems in the last decade
[1][2]. In this context, the requirements in terms of comfort and
safety lead to an increasing number of on-vehicle embedded
systems, with more and more software-dependent solutions
using several distributed Electronic Control Units (ECUs).
Sophisticate engine control algorithms require performance
enhancement of microprocessors to satisfy real-time constraints
[3]. Moreover, the code generation, the verification, and the
validation of the code itself, become key part in the
automotive domain: the software component development
processes have to be as efficient and effective as possible.
Moreover, without a reliable validation procedure, the
automotive embedded software can lead to a lot of errors and
bugs, and decrease the quality and reliability of application
software components.
Electronic devices managing the fuel injection in today
engines have a key role, in order to guarantee efficient and
powerful vehicles [4]. The recent research works in the area are
aimed at reducing the fuel consumption, while maximizing the
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generated by the timer module under test, verifying the
synchronization between these signals and the provided engine
reference signals. The proposed platform is useful to validate
the functioning of several timer modules running in different
engine configurations (e.g., with different profile of the
crankshaft and camshaft signals). The platform can be
customized with the exact instrument modules to meet the
exigency of new test, it has flexible functionalities for diverse
test bench purposes. Finally, it allows effective testing of
modular designs and if compared with traditional approaches
used to test state-of-the-art timer modules, it has an accuracy
improvement of more than 20% [15] providing a timing and
angular precision of 10 ns and 10-5 degrees respectively.
As case study, we use two important timer modules used
today in the automotive domain: the Enhanced Time
Processor Unit (eTPU) developed by Freescale [16][17], and
the Generic Timer Module (GTM) developed by Bosch [18].
We choose these two modules since they are used, among the
others, for the generation of the fuel injection signals in
several engines; moreover, eTPU and GTM represent a good
set of benchmarks, since the way in which they manage the
automotive applications are different: in fact, in the eTPU
several software routines share the same processing unit, while
in the GTM several tasks can be directly managed by
hardware parallel processing units.
The acquired results demonstrate the validity of the
proposed approach, since using the proposed platform, it is
possible to verify the synchronization between the inputs and
the generated fuel injection signals with a very high degree of
precision. Moreover, the proposed platform is able to verify the
signals synchronization both in static engine conditions (i.e.,
constant engine speed), and in dynamic conditions (i.e.,
variable engine speed).
The rest of the paper is organized as follow: Section II
overviews some previous work in the area of the automotive
electronic control development and validation; Section III
describes the main task performed by the today automotive
timing modules embedded in the recent microcontrollers;
Section IV details the proposed validation platform, while in
Sections V the experimental results are shown. Finally, Section
VI draws some conclusions and outlines the future works.

main parameters. Although the approach presented seems to
be promising, it is strongly based on the usage of a dedicated
test platform.
In [5] the authors face the problem of improving the
accuracy of the engine control electronic, and they affirm that
one potential way to do this is by use real-time in-cylinder
pressure measurements. Consequently, the authors propose an
approach that derives the pressure information from the
measurement of the ordinary spark plug discharge current. The
motivation of this work is that, by monitoring the pressure of
each cylinder, the electronic engine control can be optimized
in terms of fast response and accuracy, thus enabling online
diagnosis and overall efficiency improvement.
Another research work addressing the usage of cylinder
pressure-based combustion control is presented in [7], where
the authors explain that in case of multiple fuel injections, the
timing and the width of the fuel injection pulses need to be
optimized. More in particular, this paper presents several
methods in which the cylinder pressure signal is used for
multiple-pulse fuel injection management for a diesel engine
capable of running in low-temperature combustion modes.
In[6] the authors explain that it is important to avoid
discrepancies between the fuel amounts injected into the
individual cylinders, in order to avoid excessive torsional
vibrations of the crankshaft. Consequently, the authors present
a general adaptive cylinder balancing method for internal
combustion engines; the proposed algorithm uses online
engine speed measurements. The motivation of this work is
that due to varying dynamics and ageing of components of the
fuel-injection systems, there may be a significant dispersion of
the injected fuel amounts.
In	
   order	
   to	
   implement	
   all	
   the	
   fuel	
   injection	
  
optimization	
   methods	
   proposed	
   above,	
   in	
   the	
   real	
   engine	
  
behavior,	
   the	
   engine	
   angular	
   position	
   has	
   to	
   be	
   identified	
  
as	
   precisely	
   as	
   possible.	
   In	
   [16]	
   the	
   authors	
   present	
   an	
  
example	
   of	
   engine	
   position	
   identification	
   by	
   using	
   the	
  
eTPU	
  module	
  embedded	
  in	
  the	
  MPC5554	
  microcontroller.	
  
Another	
   work	
   addressing	
   the	
   problem	
   of	
   a	
   precise	
  
angular	
  engine	
  position	
  detection	
  is	
  reported	
  in	
  [12];	
  more	
  
in	
  particular,	
  the	
  authors	
  explain	
  that,	
  due	
  to	
  mounting	
  and	
  
packaging	
   tolerances,	
   the	
   magnetic	
   field	
   at	
   the	
   sensors	
  
position	
   varies,	
   resulting	
   in	
   angular	
   measurement.	
  
Mounting	
   and	
   packaging	
   tolerances	
   cannot	
   be	
   avoided;	
  
consequently,	
   the	
   authors	
   propose	
   a	
   compensation	
  
method	
  based	
  on	
  a	
  new	
  filter	
  structure.	
  	
  
Summarizing,	
   several	
   research	
   works	
   have	
   been	
  
developed	
   in	
   the	
   last	
   decade	
   in	
   order	
   to	
   optimize	
   the	
   fuel	
  
injection	
   systems	
   of	
   the	
   today	
   vehicles.	
   In	
   order	
   to	
   achieve	
  
this	
   goal,	
   the	
   usage	
   of	
   specific	
   timer	
   modules,	
   i.e.,	
   the	
   eTPU	
  
and	
   the	
   GTM,	
   is	
   today	
   required;	
   the	
   main	
   tasks	
   typically	
  
managed	
   by	
   these	
   modules	
   are	
   acquire	
   in	
   a	
   very	
   precise	
  
way	
  the	
  engine	
  angular	
  position,	
  and	
  generate,	
  among	
  the	
  
others,	
   the	
   signals	
   aimed	
   to	
   control	
   the	
   cylinders	
   fuel	
  
injection.	
  To	
  do	
  this,	
  these	
  modules	
  have	
  to	
  be	
  configured,	
  
using	
   their	
   specific	
   programming	
   code;	
   this	
   task	
   is	
   a	
  
difficult	
  and	
  an	
  important	
  part	
  of	
  a	
  development	
  of	
  the	
  fuel	
  
injection	
   control	
   systems,	
   since	
   a	
   small	
   error	
   can	
   cause	
  
relevant	
   problems	
   in	
   the	
   engine	
   behavior,	
   thus	
  
compromising	
  the	
  efficiency	
  of	
  the	
  entire	
  system.	
  	
  

II. RELATED WORKS
With the development of electronic technology and the
application of control theory in the automotive control [19],
many research works have been developed with the purpose of
improve the control of the fuel injection. The motivation of
these research works is that, nowadays, the	
   fuel	
   injection	
  
system	
  is	
  the	
  most	
  important	
  part	
  of	
  diesel	
  engines,	
  and	
  its	
  
working	
   state	
   directly	
   influences	
   the	
   performance,	
   the	
  
consumption	
   and	
   the	
   air	
   pollution,	
   as	
   documented	
   in	
  
[4][8][12].	
  
In [4] the authors present a new fuel injection intelligent
control system, designed to improve the testing accuracy. The
proposed system can automatically test the state of the
injection pump, and it obtains the all parameters of the fuel
injection system without human intervention by the use of PC
and AT89C52 single chip microcomputer. Such system is
designed and realized on the SYT240 fuel injection system
test platform, which can automatically fetch and display the

69

REES 2015

TDCC	
  Cyl A
crankshaft
50

51

52

53

54

55

56

57

58

59

60

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

17

18

19

20

21

camshaft
Cylinder	
   A	
  – Injection	
  window

-‐90°

270°

0°
-‐73°

-‐61°

6°

Cylinder	
   A	
  – Fuel	
  Injection	
  pulses

15°

Fig. 1. Example of the main signals received and managed by the automotive timer modules, in order to efficiently supervise the engine behavior.

In	
   this	
   paper	
   we	
   propose	
   an	
   FPGA-‐based	
   validation	
  
platform	
  able	
  to	
  emulate	
  the	
  engine	
  behavior	
  (i.e.,	
  generate	
  
the	
   crankshaft	
   and	
   the	
   camshaft	
   signals),	
   and	
   to	
   acquire	
  
the	
   fuel	
   injection	
   signals	
   generated	
   by	
   the	
   timer	
   module	
  
under	
  test;	
  using	
  this	
  platform,	
  it	
  is	
  possible	
  to	
   validate	
  the	
  
timer	
  module	
  in	
  a	
  very	
  precise	
  way	
   since	
  the	
  precision	
  of	
  
the	
   data	
   acquisition	
   is	
   about	
   10-‐5	
   engine	
   angular	
   degrees,	
  
which	
   is	
   an	
   improvement	
   of	
   more	
   than	
   25%	
   with	
   respect	
  
to	
   traditional	
   methods	
   [14][15].	
   The	
   effective	
  
synchronization	
   validation	
   between	
   the	
   input	
   and	
   the	
  
output	
   signals	
   is	
   performed	
   by	
   the	
   developed	
   software	
  
framework	
   which	
   compares	
   the	
   data	
   achieved	
   during	
   the	
  
experimental	
   analysis	
   with	
   the	
   expected	
   ideal	
   values.	
   To	
  
the	
  best	
  of	
  our	
  knowledge,	
  this	
  is	
  the	
  first	
  work	
  addressing	
  
the	
   generation	
   of	
   a	
   flexible	
   and	
   low-‐cost	
   validation	
  
platform	
   for	
   the	
   today	
   automotive	
   microcontrollers.	
   The	
  
main	
   contribution	
   of	
   this	
   work	
   is	
   to	
   provide	
   at	
   the	
  
developers	
   of	
   the	
   automotive	
   applications	
   a	
   precise	
   and	
  
flexible	
  validation	
  platform,	
  useful	
  to	
  check	
  the	
  correctness	
  
of	
   the	
   developed	
   software	
   routines,	
   thus	
   ensuring	
   an	
  
efficient	
   system	
   development.	
   Moreover,	
   using	
   this	
  
platform	
   it	
   is	
   possible	
   to	
   check	
   the	
   functioning	
   of	
   the	
   real	
  	
  
microcontroller,	
   avoiding	
   the	
   unexpected	
   misbehaviors	
  
due	
   to	
   the	
   model-‐based	
   validation	
   of	
   the	
   developed	
  
applications.	
  
III.

TIMER MODULES IN AUTOMOTIVE APPLICATIONS

The today automotive microcontrollers contain specific
timer modules to manage the engine signals. In Fig.1, the most
important signals related to the cylinders fuel injection are
shown. All the main tasks performed by the automotive
microcontrollers are based on a precise detection of the engine
angular position (i.e., the precise position of the cylinders with
respect to the crankshaft). This is done using the two reference
signals coming from the engine, i.e., the crankshaft and the
camshaft. The crankshaft, typically, is a square wave signal,
where each falling edge transition represents a partial rotation
of the crankshaft. For example, if the crankshaft phonic wheel
[20] is composed of 60 teeth, each falling edge transition of
the crankshaft signal indicates a rotation of 6°. Moreover, in a
determinate position of the crankshaft signal, a gap (i.e., a
missing tooth) is present: this gap is used as reference point to
understand the correct engine angular position [25]. On the
other side, the camshaft is a signal composed of few pulses
synchronized with the crankshaft. Since the engines addressed
in the context of this paper are 4-stroke engines, the complete
4-stroke sequence (i.e., intake, compression, power, and
exhaust) takes two full rotations of the crankshaft. By only
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looking at the crankshaft signal, there is no way to understand
if the crank is on its intake-compression rotation or on its
power-exhaust rotation. To get this information, the camshaft
signal is required; moreover, due to the 4-stroke configuration,
the camshaft rotates at half the crankshaft speed (a rotation of
360° of the camshaft implies a rotation of 720° of the
crankshaft); consequently, a signal generated once per rotation
of the camshaft is sufficient to supply the required
information. According to the features of these signals, the
Top Dead Cylinder Center (TDCC) for each considered
cylinder is identified [21]. The fuel injection pulses are
electronic pulses that act on the fuel injector of each cylinder.
These pulses have to be generated in a very precise angular
position, where the reference point is the TDCC. The range in
which these pulses can be generated is called Injection
Window (IW); typically, the width of the IW is 360°. In the
context of this paper, we consider a maximum number of
injection pulses equal to 16. The angular position of the
beginning of an injection pulse is called Start Of Injection
(SOI), or Start Angle; moreover, the injection pulses can be
programmed using a temporal displacement between them
(Dwell). Finally, in the typical automotive applications, timer
modules generate, also, a sequence of high frequency pulse
width modulation (PWM) pulses, in order to trigger other
engine sensors.
The generation of the fuel injection pulses is not the main
goal of this paper and, consequently, we don’t explain other
details about this topic. The method proposed in the next
section is focused on the verification of the precision and of
the synchronization of the generation of the fuel injection
pulses.
IV.

THE PROPOSED VALIDATION PLATFORM

The main purposes of the proposed platform are generate
the engine reference signals, and acquire the fuel injection
pulses, generated by the microcontroller under test, correlated
with the provided engine reference signals itself. In Fig. 2 the
overview of the proposed validation behavior is shown. It is
composed of the FPGA-based validation platform and of the
external controlling computer.
The validation platform is composed of the 32-bit Xilinx
MicroBlaze processor core [22] and of a set of special purpose
DSP peripherals designed to support the validation of the
signals generated by the timer module under test. Both the
MicroBlaze processor and the DSPs are implemented in a
FPGA device. The communication between the processor and
the DSP are managed using a Processor Local Bus (PLB)
interface. An external controlling computer is directly
connected to the processor, in order to provide the input
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parameters required to the generation of the engine signals.
Moreover, a RS232 interface is used to save the acquired data
into a database contained in the external computer itself.

signal. This has been done to ensure a very precise
synchronization between the crankshaft and the camshaft
signals generated by this peripheral.

External	
  
controlling	
  
computer

Delta_period [31:0]

request signal

Num cycles [31:0]
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parametres

RS232

Clock_Div

clk
en

FPGA-‐based	
  Validation	
  Platform

Cam
enable

rst

DDR2	
  SDRAM
Xilinx	
  
MicroBlaze

Fuel	
  
Injection	
  
signals

Crank
enable

Special	
  purpose	
  
peripherals

Camshaft signal

Selector
Cam

Crankshaft
Camshaft
Automotive	
  
microcontroller

Cam
Enable
2

Selector
Crank

Crankshaft signal

Timer	
  module

Fig. 3 The crankshaft and camshaft generator peripheral.

B.

Fig. 2. The overview of the proposed validation platform

Two are the most important DSP peripherals developed in
this context: the crank/cam generator which consists on the
module used to generate the crankshaft and the camshaft
signals according to the user parameters, and the measurement
module which is sampling and storing the signals provided by
the timing module under test.
A.

The measure DSP peripheral

The measure peripheral receives in input the injection
pulses and the PWM pulses signals, both generated by the
timer module under test; using as absolute reference the
crankshaft and the camshaft signals (generated by the specific
peripheral explained in the previous section) it performs the
required measurements of the input signals. This peripheral is
able to measure the signals of one cylinder at a time.

The Crankshaft and Camshaft DSP peripheral

In Fig. 3 the composition of the crankshaft and camshaft
DSP peripheral is shown. It is composed of three main submodules: clock_div, selector_crank, and selector_cam. The
goal of this peripheral is to generate the crankshaft and
camshaft signals in two different ways, according to the user
requirements: in the former, the signals have to emulate the
signals of an engine running with constant rounds per minutes
(rpm), while in the second case these signals have to emulate
the dynamic behavior of an engine, i.e., non-constant rpm.
The clock_div sub-module receives in input from the
MicroBlaze processor (through the use of slave registers) the
32-bit values Delta_period and Num_cycles; the former is a
timeout value (expressed in number of clock cycles) in which
the period of the crankshaft teeth have to remain constant.
When this time is elapsed, the request signal is raised in order
to communicate at the MicroBlaze processor (through the use
of an interrupt) that the new speed parameters can be sent; this
mechanism allows to generate dynamic or static crankshaft
and camshaft signals. The second value received by the
peripheral (i.e., Num_cycles) represents, instead, the actual
speed of the engine: in particular, it is the duration, expressed
in number of clock cycles, of half period of the crankshaft
signal. The internal circuitry (i.e., the selector crank submodule) causes a toggle of the output crankshaft signal every
Num_cycles clock cycles. A similar approach is used to
generate the output camshaft signal: the signal Cam Enable 2,
generated by the selector crank sub-module, reports at the
selector cam sub-module when toggle the output camshaft
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TDCC_ang [31:0]
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sampling
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  measure	
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Fig. 4 The measure peripheral.

In Fig. 4, the main sub-modules composing the measure
DSP peripheral are shown. The sampling window sub-module
triggers the other two sub-modules: it receives in input
(TDC_ang signal) from the MicroBlaze processor (through the
use of a slave register) the number of the crankshaft tooth
falling edge corresponding to the angular value of the TDCC
referred to the cylinder to be monitored. It also receives in
input the crankshaft signal generated by the other peripheral
(crank_cont signal). By counting the falling edges of the
crankshaft signal, the sampling window sub-module is able to
produce in output the sampling signal, that remains active (i.e.,
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logic value equal to 1) for 360° according to the programmed
cylinder. This signal is connected to the pulse measure and to
the PWM measure sub-modules, in which it is used as “clear”
signal for the internal counters.
The pulses measure sub-module counts the number of
incoming pulses (injection pulses signal) and exploiting a
couple of latches, it stores in a set of internal signals the time
stamps at which the rising and falling edges occur. To do this,
an internal counter is used, where the frequency of the counter
itself is the same of the frequency of the clk signal; moreover,
this counter is reset at the beginning of each injection window.
As soon as the sampling signal became 0, all the stored results
are transferred to the respective 512-bit outputs. The length of
the output signals is due to the fact that inside a programming
window, there should be at most 16 injection pulses;
consequently, we have to store 16 parameters, each one
represented with 32 bit. The output data of this sub-module
are: (1) angle measure, which contains the measured start
angle time stamps of the injection pulses; (2) dwell, which
contain the measured time between the current pulse and the
previous one; (3) num pulses, which indicates the total number
of detected pulses inside the injection pulses; (4) width, which
contains the measured time duration of each injection pulse;
and (5) data valid, that signals when all the measured values
have been copied in the output signals; this value is used to
signal at the MicroBlaze processor (through an interrupt) that
the current data could be transferred in the SDRAM.
A similar approach has been used for the PWM measure
module, in which the features of the PWM signal generated by
the timer module under test are measured. This module is
activated once the injection pulses signal is detected. The
output data of this module are: (1) offset, which contains the
measured offset from the fuel injection pulses falling edge to
the first PWM rising edge; (2) train, which contains the
measured PWM train duration (in terms of number of clock
cycles), from the first rising edge to the last falling edge; and
(3) num_pwm, which contains the number of counted PWM
pulses.
C.

D. The output data format
All the measurements acquired by the peripherals
described in the above sections, are based on temporal
intervals and are contained in a file that we call data_raw.txt.
Since the main purpose of the proposed validation
platform is to verify the synchronization of the fuel injection
pulses with respect to the engine reference signals, we need to
translate the acquired data about the pulses start angle from
the FPGA time domain (i.e., the number of clock cycles
measured by the peripheral) to the engine angle domain. To do
this, the following formula has been used:
StartAngle[deg] =

(6 * StartAngle[ClockCycleNum] * RPM )
ClockCyclePeriod [s ]

where the degrees of each crank falling edge transition are
6, and RPM are the current rounds-per-minute of the engine.
Clearly, this formula can be used in the case of constant
engine rpm; in case of dynamic engine behavior, the formula
has to take in consideration the different RPM values during
the measurements interval.
V.

EXPERIMENTAL RESULTS

In Fig. 5 the experimental flow is shown. A Matlab parser
translates the data acquired by the proposed validation
platform. Then, these data are compared with the file
containing the expected values (called ideal_values.txt); this
file is generated by an ideal data generator written in C
language. As a result, several report files are obtained; these
files contain the details about the measures, including the
average error, the maximum error and the standard deviation
of each feature of each injection pulse generated by the timer
module under test. As case study, we used two timer modules:

The MicroBlaze processor tasks

Considering the special purpose peripherals described in
the previous sections, the MicroBlaze processor has three
main tasks. The first is to provide the crankshaft and camshaft
generator peripheral with the data about the features of the
camshaft and crankshaft signals that have to be generated, i.e.,
the crankshaft period and the dynamic of the crankshaft signal
itself. The second performed task is, whenever the data valid
signal is received from the measure peripheral, transfer the
acquired data (contained in the output signals of the measure
peripheral) into the SDRAM; this allows to acquire the same
data (about the fuel injection and the PWM signals) in
different time instants, in order to characterize in a very
precise way the measured signals produced by the
microcontroller under test. Finally, when the required number
of measurements have been acquired, the MicroBlaze
processor takes care of sending (through a RS232 interface)
the data contained in the SDRAM at the external controlling
computer.
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Fig. 5 The experimental flow.

the eTPU and the GTM; in the following section we explain
the main features of these modules and the obtained
measurements results.
A. Enhanced Time Processor Unit (eTPU)
The Enhanced Time Processor Unit (eTPU) [16][17] by
Freescale, is an effective timing co-processor available in the
automotive domain; it is used to efficiently managed I/O
processing in advanced microcontroller units. From a high
level point of view, the eTPU has the characteristics of both a
peripheral and a processor, tightly integrated between each
other [23]; essentially, it is an independent microcontroller
designed for timing control, I/O handling, serial
communications, and engine control applications [17]. More
in particular, the eTPU is mainly used to decode the engine
angular position, and, consequently, to control actuators such
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as the fuel injectors and the spark plugs, thanks to the high
flexibility of the dedicated programmable hardware.
In the context of this paper, we used the eTPU module
embedded in the microcontroller SPC5644AM; moreover, we
used the automotive functions set available in [24].

applications that they are writing efficiently manage the fuel
injectors.
Pulse-‐PWM	
  Offset

Injection Pulse Width
0.0302

B. Generic Timer Module (GTM)
The Generic Timer Module (GTM) [18] is a recent
hardware module provided by Bosch. It is composed of many
sub-modules with different functionalities. These sub-modules
can be interconnected together in a configurable manner in
order to obtain a flexible timer module for different
application domains. The scalability and configurability is
reached by means of the architectural structure of the module
itself: a set of dedicated sub-modules is placed around a
central routing unit, which is able to interconnect the submodules according to the programmed configuration specified
in the running software [18]. The GTM is designed to run with
a minimal CPU interaction and to unload the CPU itself from
handling frequent interrupts service requests.
In the context of this paper, we used the GTM module
embedded in the microcontroller SPC574K72; moreover, we
directly implemented a set of automotive functions useful to
generate the fuel injection pulses using only the GTM module.
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Fig. 6 Measures of injection pulse width (a), and of the offset between
the injection pulse and the pwm signal (b); both the signals are
generated by the GTM.
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C. The used Xilinx FPGA board
In order to implement the proposed validation platform,
the Xilinx Virtex-5 XC5VLX50T FPGA has been used. This
FPGA is embedded in a Digilent Genesys board. The working
frequency of the MicroBlaze processor implemented in the
FPGA itself in 100MHz; also the clock frequency provided at
the special purpose peripherals is 100MHz. This allows us to
obtain time measurements with a precision of 10ns, and
angular measurements with a precision of 10-5 degrees.

5

Measure ID

10

15

Fig. 7 Measures of the StartAngle of an injection pulse generated by the
eTPU module.

VI.

CONCLUSIONS AND FUTURE WORKS

In this paper we present a new platform for the validation
of timer modules used in automotive applications. The high
flexibility, combined with the capability of extreme precise
measurements, make the platform very suitable to be used by
the developers of automotive applications during the software
development. As case study, we used two important timer
modules employed in the today vehicles.
As future work, we plan to extend the proposed FPGAplatform in order to inject faults in the input signals provided
at the timer module under test, checking the correctness and
the synchronization of the generated output signals.

D. Main obtained results
The main purpose of this section is to give the reader an
idea of the effective features of the proposed validation
platform, highlighting its capability of making measures with
extreme precision.
In Fig. 6 two graphs are shown: the first (Fig. 6.a) reports
the measurements of the width of an injection pulse, while the
second (Fig. 6.b) shows the measurements of the PWM offset;
in this case the module under test is the GTM. In Fig. 7 a
graph reporting the measurements of the start angle of an
injection pulse generated by the eTPU module is shown. By
looking at this graph, it is possible to understand if the
injection pulse is generated in the correct position, i.e., in a
determinate angle position, according to the crankshaft and the
camshaft signals. In this case, the precision of the
measurements is 10-5 degrees.
As it is possible to notice by the graphs reported in this
section, using the proposed validation platform it is possible to
understand if the injection pulses are correctly generated. This
allows to understand if the software applications running in
the timer module are correct (ensuring a real-time behavior) or
contain software bugs. Using this platform, thus, the
developers of automotive applications can verify if the
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I NTRODUCTION & M OTIVATION
Function
Architecture

Safety-critical systems usually require certification or adherence to specific safety standards imposed by the application
domain. Common standards such as the general IEC 61508 [1]
which has derivatives in different domains, e.g. ISO 26262 [2]
in the automotive domain, demand for applications with different assurance levels to be integrated into the same system,
either that all applications be certified to the highest applicable
level or that sufficient independence between the elements
of a system can be established. In general this means that
interference between two functions must not affect any safety
related property of the entire system.
In order to argue sufficient independence, the standards
suggest two generic methods to investigate a system. First of
all, there is the top-down approach of Fault Tree Analysis
(FTA) that is standardized in [3] that tries to investigate
possible root causes for specified system failures. The second
method, referred to in e.g. [1], is the bottom-up method of
Failure Modes and Effects Analysis (FMEA) [4]. However,
FMEAs and FTAs require the full knowledge about the chain
of effects in a system, i.e. it is not only necessary to know
that something happens; it is inevitable to know how it is
achieved. For example, not only the fact that a message is
exchanged between two components A and B is relevant,
it is necessary to exactly know how and by which means
this is achieved. The reason why this is required, and why
FMEA is a powerful method to assess designs for safety,
is that all possible influences, i.e. failure modes, which can
have an influence on the nominal chain of effects, are studied
extensively. Yet, this requires that the full chain of events is
known a priori in order to conduct an FMEA that thoroughly
investigates whether a design is safe for the function under
consideration. This is a clear limitation of the applicability of
the method when only parts of the system are fully developed
an available or when otherwise only limited design knowledge
is available. Besides, the classical dependability concept of
fault-error-failure for computing systems in the case of fault
trees has the disadvantage that fault trees are an event-based
logical construction, where the fault model must be known a
priori [5]. This is particularly difficult for software-dominated
real-time systems, where legacy code might be integrated on
newer platforms that were not intended at the time the code
was written, e.g. platforms with a different caching strategy.
Thus, effects the code might have cannot be reflected in fault
trees even if they were thoroughly maintained during software
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development. Furthermore, the results of both methods are only
valid for exactly one system configuration.

Another particular challenge in the static approach in
FMEA, FTA and current safety standards is that systems are
not developed with one holistic model alone. A common
way is to use layered architectures, as depicted in Figure 1.
The challenge is due to the fact that every change in a
layered architecture can possibly interfere with every chain
of events in the system, i.e. also on other layers. If there is
no systematic way to rule out that other components may be
affected, previous results cannot be reused. In conclusion the
development process of resilient safety-critical systems suffers
from a number of aspects. First, current safety assessment
methods are to static to cope with agile or incremental design,
e.g. applying an update or adding additional functionality in a
second product revision. Second, they cannot deal with the fact
that design knowledge is limited in the early phases of system
design or even during integration on an execution platform.
This is especially obvious if one would try to conduct an
FMEA on a single architecture layer alone, e.g. the function
architecture, since it cannot capture the effects the execution
platform has on its behavior.
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As seen in the example system in Figure 1, a layered
architecture does not imply a strict hierarchy between the
individual layers. Every layer has its own infrastructure with
dependencies relevant to safety analysis. As an example, RunTime Environments (RTEs) communicate and thus are coupled
in a bidirectional manner. Hence, an assessment of all paths
implicitly established by the layers is necessary. Furthermore,
effects that endanger a safe partitioning for sufficient independence can originate on different layers and can propagate over
many layers back and forth. For instance the cause of a timing
failure on the functional level might reside in the physical
architecture of the platform.
We encourage the use of analysis tools, such as our implementation of a cross-layer dependency analysis framework
and to disclose dependency paths and extract them efficiently.
To address the issue of hidden dependency paths, we presented
in [6] our approach for performing a cross-layer dependency
analysis, that is further capable of dealing with the ubiquitous presence of uncertainty in the layer models. Further we
demonstrate how the tool can support an incremental design
process for robust-systems designs by adding additional design
knowledge after each automatic analysis run. We thereby show
how a cross-layer dependency analysis can be performed even
with limited knowledge and is thus beneficial for safety-critical
system design processes, since our conservative modelling
approach also allows to reveal hidden dependencies and future
design pitfalls that introduce dependencies, which either need
careful analysis or might not be resolvable at all.
We see this as a clear advancement over the state of the art,
since quite a number of possible dependencies might not be
obvious to individual designers or design teams since they only
originate in the integration process of a system. For instance
a control engineer or function developers might be agnostic
about the implications of scheduling on the resource their
control algorithm will execute. The use case will also outline
how design decisions, w.r.t. partitioning of the system, can be
investigated early in the design space exploration phase of a
system and what proofs of independence would be necessary
to implement the design in this way.
Another result of analyzing a system design in early phases
by this approach is that it can explicitly highlight hot-spots
that might make the system susceptible to dependency effects,
e.g. the propagation of errors or failures, since many elements
of the system depend on it. We show how the result of an
independence proof, either obtained automatically or explicitly
modelled from expert knowledge, can augment the system
model an thus be used to eliminate dependency paths in an
incremental dependency analysis run.
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I.

E XTENDED ABSTRACT

to be the paths of data error propagation. Faults can be
activated in the elements during their execution and result in
the occurrence of data errors. Error propagation through the
system comprises two aspects: error propagation between the
elements and error propagation through the elements. The error
propagation between the elements is determined by the DFG
structure. The error propagation through the elements depends
on the properties of a particular element. Fault activation and
error propagation probabilities are defined for each element.
Concurrent Markovian analysis of the CFG, the DFG, and
these probabilistic properties forms a backbone of DEPM
application.

Embedded hardware and software systems are vulnerable to environmental impacts, such as single event upsets
or electromagnetic interference that may cause silent data
corruption and result in data errors at software level. The
occurred errors can propagate further through heterogeneous
system components. Error propagation has significant influence
on the system behavior in critical situations.
Stochastic analysis of this phenomenon gives sound support
for fault-tolerant system design, especially in early stages of
development. Industrial standards (ISO 26262 and IEC 61508)
require to conduct reliability and safety assessment using
failure modes and effect analyses (FMEA), hazard and operability studies (HAZOP), fault trees analysis (FTA) or similar
methods. The error propagation analysis, as presented in this
contribution, provides quantitative estimation of the likelihood
of error propagation to hazardous parts of a system, which is
an important input for the mentioned methods. It also helps
to identify most critical components that should be equipped
with error detection or error recovery mechanisms and it assists
selecting an appropriate testing strategy, helping to generate
such a set of test-cases that will stimulate fault activation in
the critical components. Accurate error propagation analysis
can be used also for system diagnostics. It helps to trace back
an error propagation path up to an error-source that speeds
up error isolation, in the case of error detection in observable
system outputs.

ErrorPro consists of three modules: (i) underlaying error
propagation library, (ii) graphic user interface (GUI), and
(iii) model transformation algorithms. The underlaying Python
source library is a core part. The library allows a user to
build a DEPM, to modify it, to specify probabilities of faults
activation and errors propagation for single elements, to store
the DEPM into an XML-file, and to perform model checking
and quantitative analysis. ErrorPro supports an analytical request/response mechanism (see Fig. 1). A user has to formulate
an analytical request that defines what has to be computed,
e.g. the probability of error propagation to a given set of
critical elements, or the mean number of erroneous values
in a specified memory slots during a given time interval.
For efficient computation, ErrorPro generates discrete time
Markov chain (DTMC) models and computes them using a
built-in interface with PRISM software [5]. A QT-based GUI
is implemented on top of the error propagation library. The
GUI visualizes DEPMs and allows a user to interact with
them, providing an easy access to all functionality of the
library. GUI uses Graphviz [6] for automatic layouting of
CFG, DFG, and state graphs of DTMC models. However, the
library can be used separately from the GUI in order to embed
DEPM functionally into a third-party software. Model transformation algorithms is the third part of ErrorPro. They allow
automatic generation of DEPMs from other available baseline system models such as MATLAB Simulink and Stateflow
or UML/SysML. At the moment ErrorPro is equipped with
a MATLAB parser that transforms Simulink and Stateflow
models into DEPMs. Algorithms for DEPM generation from
UML Activity Diagrams and SysML Internal Block Diagram
are in development as well as a prototype of bidirectional
transformation with AltaRica [7].

This article presents a new software tool for comprehensive
stochastic analysis of data error propagation through crossdomain systems - ErrorPro. The software tool is based on an
extended and improved version of a recently introduced dualgraph error propagation model (DEPM) [1]–[4], an abstract
mathematical framework describing structural and behavioral
system properties that have the most influence on data error
propagation processes. DEPM describe a system as a set of
elements. Each element represents an abstract executable part
of the system. Two directed graph models are defined using
this set: a control flow graph (CFG) and a data flow graph
(DFG). A control flow graph represents a possible order of
execution of system elements, which play the role of CFG
nodes. The arcs of the CFG are weighted with transition
probabilities. A data flow graph is a structural representation
of a data flow. The DFG of the system contains the same set
of nodes as the CFG. Arcs of the DFG show the possibility of
data transfer between the elements. They also are considered
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The article gives detailed information on the DEPM model
and algorithms for generation and computation of DTMC
models according to user’s analytical requests. The article
also discusses technical highlights of software design, implementation, and application. The last chapter demonstrates the
capabilities of ErrorPro using a real world case study.
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systems can only be done based on virtual prototypes at high
abstraction levels, which allow for execution of real SW stacks
within only minutes of simulation time.

Abstract—Fault injection into simulation models is widely used
for validating the satisfactory operation of the safety-critical
embedded systems under unexpected conditions like intrinsic
failures of electronics or failures caused by the environment. A
high level of abstraction of models is required for fast simulation
of the systems and fault simulation is a trade-off between accuracy
and simulation performance. To capture full system behavior
including possible failures, we bring together different domains
in one simulation platform. We propose an approach, in which a
more accurate physical model is simulated to capture the faults
effects and the results are transferred in a second step onto an
abstract model for higher simulation performance. Furthermore,
we propose an approach to inject faults in physical component
models, modeled using Simulink in a virtual platform and, also
in a Hardware-in-the-loop (HIL) system. We use an industrial
motor control application example to evaluate the methodologies
proposed.

III T RANSFER OF FAULTS E FFECTS ONTO AN A BSTRACT
M ODEL

The key to capturing physical system behaviour in presence
of faults is to have an accurate and appropriate multi-domain
simulation model of a physical system, which incorporates
important mechanisms such as electrical effects, magnetic
effects, mechanical loading etc. Modeling these mechanisms
is difficult and more importantly simulating such a system is
very slow. We propose to go from an accurate simulation model
to the abstract representation which is fast and detailed enough
to simulate the behaviour of the overall system. Once we have
both the accurate and the abstract simulation models, the effect
of a particular fault can be transferred by following these steps.
(i) Simulate the accurate model in presence of the fault and
capture the behaviour (ii) Transfer the fault behaviour onto the
abstract model and simulate the overall system.

I I NTRODUCTION
Industrial electronic systems that control manufacturing and
machine motion in modern, highly automated production facilities are required to properly cope with failures of all kinds
to guarantee safety of operators and machine integrity at any
time. Validation of this ability today is still mostly done by final
integration and system tests on hardware after development.
These tests are complex and expensive already today and are
not able to completely cover all possible kinds of failures, as
certain failures cannot be provoked in real hardware. Moreover,
the late execution of the tests may cause long iteration loops in
case weaknesses are detected in the final tests. The validation
becomes even more challenging for the highly flexible, selfconfiguring, self-healing control systems of future manufacturing scenarios with focus on automation of small lot sizes, which
requires much higher configurability of the systems and closer
interaction between humans and manufacturing machines. A
virtual stress test methodology based on fault injection [1] into
virtual platforms [2] can ease and speed up system validation
for safe operation. In this work, we propose a new approach to
fault injection, which supports accurate and still fast simulation
of multi-domain simulation platforms.

IV I MPLEMENTATION OF FAULT I NJECTION INTO P HYSICAL
C OMPONENT M ODELS FOR V IRTUAL P LATFORM

Non-digital parts of the system are often modeled in industry
using MATLAB/Simulink [7]. The following steps are necessary for failure effect simulation with virtual prototypes of this
kind.

IV-A Preparing the Simulink Model to Inject Faults

The principal idea is to extend the Simulink model by adding
additional blocks to provide a mechanism to inject fault values.
This is achieved by providing a possibility to insert a fault value
and also a control mechanism to select either of them. Finally,
control and fault signals are externalized as input ports in a
top-level system, so that the values can be injected into the
system. A new fault injection block (fiblock) is inserted for
each line of interest, which simulates the effect of faults. The
output of fiblock is equal to the actual value (non-faulty value),
when the fault-injection is not activated. A simple example
is shown in Figure 1, in which a fiblock is inserted between
source and destination Simulink blocks, A and B respectively.
For a branched line as shown in Figure 2, a fiblock can be
either inserted close to source or destination blocks. In order
to avoid an additional fiblock, it is inserted close to Simulink
source block A.

II FAULT I NJECTION IN P HYSICAL C OMPONENT M ODEL IN
A V IRTUAL P LATFORM
Industrial and automotive control systems in general consist of
digital electronic components with embedded software (SW)
running on one or multiple processor cores as well as analog
electronics, mechanical components and the environment. In a
virtual hardware-in-the-loop (vHIL) [6] environment, a virtual
control unit including processor model and peripherals is
connected in closed-loop with a physical system model. We
use vHIL setup to bring these multi-domain subsystems of the
control system in one simulation platform in a closed approach.
Hence it is necessary to bridge the gap between the models of
these heterogeneous subsystems and also interaction between
them becomes very crucial. Failure effect simulation in such
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register which method should be called when the debugger sends a command to the object
• SCML ADD COMMAND macro is used to declare the commands that can be handled by the
scml command processor object
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Figure 1: Normal line
fifo

Simulink
Model

Control Signal

fifo

Simulink
Block B

Simulink
Block B
Simulink
Block A

Simulink
Block A

Simulink
Block C

SystemC Scheduler

Simulink Scheduler

SystemC Model

Simulink
Block C

Fault value

Figure 3: Simulink model import [11]
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IV-B Import and Control Fault Injection in the Adapted
Simulink Model Inside a Virtual Platform

VSI input blocks

Simulink Model

…………

REES 2015

…………

For building and simulating virtual prototypes we use the
Virtualizer tool suite of Synopsys [8]. Synopsys provides the
Virtualizer-Simulink Integration (VSI) library for integrating
Simulink models into Virtualizer.
In a first step, the Simulink model has to be adapted by
adding appropriate VSI library blocks for the signals which
are to be externally controlled in a virtual platform. Identify
the Simulink signals that shall be interfaced to the SystemC
simulation. Then add connector blocks for these signals to the
Simulink system as shown in Figure 4. Then invoke Simulink
Coder to generate C++ code for the Simulink system. This
step will create a set of files that will be compiled into a
library by Simulink. In addition this step will create a SystemC
module which contains the interface description of the ports.
This SystemC module can be imported into virtual platform
without much effort, since all the required scripts and files are
automatically generated by Simulink Coder. Figure 3 shows
how a Simulink system (Simulink Plant Model) is exported
to SystemC. The registers (fifo) between the Simulink system
and the connector blocks are added and a library is created
with a SystemC interface. The original Simulink Scheduler is
responsible for driving the simulation of the Simulink system
with the fifos being the boundary, while the SystemC scheduler
drives the rest of the simulation. In this setup, Simulink is the
slave while the SystemC scheduler acts as the master.
In order to control fault injection during virtual platform
simulation, we make use of the SCML command processor.
The SystemC Modeling Library (SCML) by Synopsys [8] is
a standards-based, TLM-2.0 [9] compatible API library which
eases the creation and integration of user-defined SystemCTLM (Transaction Level Modeling) peripheral models for use
in a virtual prototype. The SCML command processor [10] is
an SCML object that provides the link between an interactive
debugger and the simulation. It allows the debugger to execute
commands in the simulation. The command processor operates
local to a specific component in a model and can manage
multiple commands each with their own set of arguments.
In our current investigations, we have used the SCML command processor to control fault injection by defining and
implementing the necessary commands. SCML commands are
implemented using the following two macros:
• SCML COMMAND PROCESSOR macro is used to

VSI output blocks

Figure 4: Extended Simulink model
V FAULT I NJECTION IN P HYSICAL C OMPONENT M ODELS IN
A HIL S YSTEM
The final step of validating a newly developed embedded
electronic system, in particular in the domains of automotive
and industrial motion control, is to use a Hardware-in-theLoop (HIL) [12] set-up, where the final implementation of
the embedded control electronics is connected to a real-time
simulation system. Also in such a configuration, fault injection into the physical components that run in the real-time
simulation, is needed to validate the proper implementation
of previously developed failure reaction mechanisms in final
hardware and SW. In case the adapted Simulink model used
before in the virtual prototype is abstract enough to be executed
in real time, it can be re-used for this task. It has to be imported
into the real-time simulation system and the fault injection has
to be controlled by proper means. In our investigations, we use
the modular dSPACE real time simulation system with DS1006
processor board [13].
Once the simulink model is extended for fault injection as
described in IV-A, it is prepared for execution on the dSPACEsystem by using the Real-Time Interface (RTI) library provided
by dSPACE [14]. The standard Simulink Coder based flow is
then used to upload the prepared model to the dSPACE real
time simulator, which is connected to the new controller. To
control fault injection in such a set-up, dSPACE ControlDesk
[14] is used to modify the fault values and control signals.
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VI I NDUSTRIAL M OTOR C ONTROL A PPLICATION

available at the output. The inputs, the speed set point and the
torque set point are also shown.

To demonstrate the new methodology an example of industrial
drive system as shown in Figure 5 is used. It consists of a
Control Unit (CU) and a Power Module (PM) which need to
communicate with each other.

VI-A Virtual Platform Simulation and Fault Injection Experiments

Sensor signals

The simulation output without fault injection is as shown in
Figure 7. At time t = 0 s, the speed set point is 500 rpm.
As clearly seen, the speed follows precisely the acceleration
ramp. At t = 0.5 s, the full load torque is applied to the motor
shaft while the motor speed is still ramping to its final value.
This forces the electromagnetic torque to increase to the userdefined maximum value (1200 N.m) and then to stabilize at 820
N.m once the speed ramping is completed and the motor has
reached 500 rpm. At t = 1.5 s, the speed set point is changed
to 1500 rpm and load torque changed from 792 N.m to 0 N.m.
The speed increases to 1500 rpm by precisely following the
acceleration ramp and it stabilizes at 1500 rpm.

Position signals

CU

3 phase
voltages
Application

PM

Figure 5: Industrial Drive application
In case of the virtual prototyping approach, the CU instance
is represented by a Virtualizer platform built around an ARM
fast model [15] processor as shown in Figure 6. It controls
the entire application by sending/receiving telegrams as TLM
transactions to/from the simulink plant model. The transactors
are generic adapter components which decode the information
received on their inputs and forwards them. The scml command
processor is used to perform fault injection during runtime.
Measured
Values
…

…

…

Input
Stimuli

Transactor

Measurement
Telegram

PWM-ASIC

Motor +
Application

…
…

Virtual
ARM
CU

Transactor

CU Telegram

…

FaultInjection
Control

FaultInjection
Control

…

…

SCML
Command Processor

Figure 7: Without fault injection

FaultInjector

Transactor
Simulink Plant Model
Memory

AMBA – TLM2
Bus Framework

Figure 6: Virtual Platform
In case of the HIL set-up, a real control unit (from the
Siemens [16] product portfolio), which controls the entire drive
application, is used and connected to the dSPACE system.
The PM instance, the motor and the plant application are
modeled using Simulink and simulated in the dSPACE real
time simulation system.
The three phase induction motor is driven during speed
regulation. The speed of the motor is estimated from terminal
voltages and currents. The induction motor is fed by a PWM
voltage source inverter. The speed control loop uses a PI
controller to produce the flux and torque references for the
Field Orientated Control (FOC) [17]. The FOC controller
computes the three reference motor line currents corresponding
to the flux and torque references and then feeds the motor
with these currents using a three-phase current regulator. Motor
current, speed , torque and fault injection status signals are

Figure 8: One phase line broken

Figure 8 shows the simulation output in which one of the
input phase lines broken fault is activated at time t=1.2s, the
motor still continues to run but with reduced output power.
Whereas when two input phase lines are broken as shown in
Figure 9, there is no rotating magnetic field to produce torque
on rotor hence the motor deaccelerates. As soon as the fault
injection is de-activated at t=1.7s, the rotor starts rotating and
accelerates steadily to reach the speed set point (1500rpm).
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Figure 12: Two phase lines shorted to ground

Figure 9: Two phase lines broken

VII C ONCLUSION AND F UTURE W ORK

Figure 10 shows the simulation output in which an overload
fault is simulated by increasing the load torque more than the
maximum load torque of the motor. As a result, the motor starts
deaccelerating at t=1.2s and once the load is changed to normal
value at t=1.7s, the motor starts accelerating again.

It is essential to have software models to accurately match
and predict the final design reality. Additionally, these software models should provide a possibility to inject faults.
The methodologies proposed in this paper not only help to
develop a virtual hardware-in-the-loop (vHIL) system with the
possibility to inject faults but also fast enough to simulate.
Additionally, the same abstract model with embedded fault
injection possibility can be used in the traditional hardwarein-the-loop (HIL) simulation.
With the results of this work, we would like to explore more
on the following points in our future work:
• Transfer of fault effects onto an abstract model.
• Fault injection experiments in physical component models in a HIL system.
• Automated fault injection experiments in physical component models in a virtual platform.
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methodology features (e.g., VPs lack simulator support with inherent fault-injection features) which considerably hinders the development and verification of
safety-related applications.

Abstract—The introduction of the ISO-26262 safety
standard for automotive applications has increased the
verification complexity of safety-critical systems-on-chip
(SoCs). Safety verification of SoCs on gate and registertransfer level suffers from long simulation times and
exponentially growing fault spaces (i.e., fault location,
fault activation time, and fault type). Because of their
higher abstraction level and faster simulation speeds,
virtual prototypes (VPs) have been introduced to shift
the safety-verification process closer to the concept
phase and lessen the safety verification effort. TLM has
become the de facto standard for virtual prototyping;
however, TLM lacks built-in fault-injection capabilities.
In this paper, we present an approach by which fault
injection into TLM-based virtual prototypes is made
possible. Our approach represents extensions to the
TLM standard sockets, interfaces, and payload and
enable abstract fault-model definitions and non-intrusive
fault injection during a simulation. The approaches have
been applied on TLM models of a RISC architecture.

In this paper, we present three approaches developed for non-intrusive fault injection into TLM-based
VPs. These methodologies independently extend different parts of the TLM library to introduce additional
TLM-compliant initiator and target sockets, a generic
payload with fault-injection features, and fault injection interfaces. By using the provided sockets and/or
payload when developing VPs, fault effects (i.e.,
errors) are emulated at the outputs of a VP without
changing the original model’s structure. Moreover, the
fault-model decoupling method presented in this paper
helps separate the VP’s correct functionality from its
faulty behavior.
The remainder of this paper is structured as follows. Section II presents other contributions to the
topic of fault injection into hardware models, as well
as virtual prototypes. Section III describes the general
concept of virtual prototypes and their advantages
in comparison to classic HDL-based models. Section
V states the methodologies presented in this paper
to enable fault injection into virtual prototypes. In
section IV the fault models relevant for fault injection
into virtual prototypes are defined. In section VI we
discuss the application of our methodologies through
a case study using a RISC-based CPU model. Section
VII discusses a series of measurements that assess
the performance and usability of our approaches.
Last, section VIII contains the paper’s summary and
conclusions.

Keywords—Fault Injection, TLM, Safety Verification,
Virtual Prototyping

I.

I NTRODUCTION

Digital as well as analog and mixed-signal circuits
are becoming more complex due to increasing consumer demands on the one hand and due to emerging
safety standards such as ISO-26262 [1] on the other
hand. As a direct result, the test and verification
costs of such hardware models increase exponentially
which, finally, lead to higher difficulties to meet timeto-market deadlines.
To address the verification demands introduced
by the new safety standards, fault-injection tools
and techniques have been developed for hardware
models to strengthen the safety-verification process
and to optimize the simulation time required for
safety-verification regressions, as well. The amount
of injectable faults in a hardware model is inversely
correlated to the abstraction level of the hardware
model (e.g., gate-level, register-transfer level, transaction level models); therefore, although, TLM models
(i.e., virtual prototypes) accelerate the process of SoC
functional description and lead to early and more
accurate SoC structure definition [2], less faults are
injectable therein due to the higher abstraction level.

II.

R ELATED W ORK

While several fault-injection tools have been developed over the years for gate-level and registertransfer level (RTL), fault-injection mechanisms for
transaction-level models (TLM) are still a relatively
new topic with limited research.
In [3], a series of fault-injection techniques are
presented for SystemC models. Faults are injected
into SystemC models by three basic, independent
concepts: 1) saboteurs, 2) mutants, and 3) simulator
commands. Although no reference is made about
TLM fault injection, the presented fault-injection
methods are applicable on virtual prototypes (VPs) as
well. These concepts are combined in [4], in which
SystemC code is statically analyzed to generate an
FSM model of its behavior. Next, the FSM model

Virtual prototypes (VPs) have been successfully
used for early software verification by abstracting
the hardware components which the software is developed for. However, compared to their RTL counterparts, VPs still suffer from less tool support and
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Initiator

paper are focused on fault injection into TLM-based
VPs and target the extension of the TLM sockets
and generic payload with fault-injection capabilities.
By developing VPs with the extended data types,
non-intrusive simulation-based fault injection is made
possible. Our approach is platform and compiler independent and enables VP fault-model development
outside of the TLM model. Our techniques support
the injection of multiple faults thanks to the reduced
simulation overhead.

Target
Payload

Figure 1.

Standard TLM model structure

is used to mutate the original SystemC code and
introduce saboteurs in the design. Last, the mutated
SystemC models are simulated and fault are activated using control signals in the saboteurs. Thus,
an effective fault-injection method with considerable
simulation overhead is provided. Furthermore, this
concept is not applicable on TLM models because of
the TLM-protocol’s dependency on dynamic-memory
allocation.

III.

Virtual prototyping is the process in which computer software is applied to validate a design before
creating a real physical prototype.
In the semiconductor industry, SystemC [13] and
TLM [14], [15] have become the de facto standards
for virtual prototyping. However, while SystemC
more closely relates to the HDL-style of modeling
and event-based simulation, TLM is an innovative
standard which focuses on register accurate modeling,
temporal decoupling and a more efficient communication method between models.

An innovative fault-injection method is presented
in [5] by using LLVM [6] to create mutated versions
of SystemC code. LLVM is used to generate a an
intermediate representation (IR) of the original SystemC models. The IR is parsed and a mutated version
of SystemC code (e.g., changed operators, changed
bit-values, changed event triggers) is generated. This
approach does not support mutation of TLM data
types (e.g., sockets, generic payload).

The communication process between TLM-based
modules (i.e., initiators, targets, interconnects) is
achieved by bidirectional objects (i.e., sockets), which
transport information through a (generic) payload
object (Fig. 1). Abstract communication information is stored in a series of attributes (e.g., command, address, data pointer) in the generic payload and is passed from one TLM module to another by specific method calls (e.g., b_transport,
nb_transport_fw, nb_transport_bw).

ReSP (Reflective Simulation Platform) is a simulation platform implemented in Python [7], [8]. Permanent as well as transient faults are injected into TLM
and SystemC models via Python scripts interfaced
with the SystemC simulator via Boost.Python.
However, because private and protected data members
are inaccessible with Boost.Python, legacy models must be modified. In the case of larger models, the
simulation overhead introduced by the Python-based
faults modeled increases significantly.

In this paper, we present three methodologies with
which non-intrusive fault injection into TLM models
is achieved by changing the information stored in a
payload which is passed from one socket to another
during a simulation.

In [9], [10], a non-intrusive fault-injection technique is presented in which C++ virtual-function
tables are modified to extend the TLM transport
interfaces with fault-injection capabilities. The modification is achieved by mutating the executable TLM
models of a LEON3 CPU. To add fault-injection
capabilities to the models, this approach augments
the TLM initiator and target sockets; however, the
approach is platform and compiler dependent. These
dependencies are overcome in [11] by applying code
mutation on the source code of TLM models. Therefore, faults are introduced directly into the models
without manipulation of the C++ virtual-function tables. However, this method is intrusive because of its
requirement to change the original code.

IV.

V IRTUAL P ROTOTYPE FAULT M ODELS

Gate-level and RTL-specific fault models are not
efficiently applicable on VPs because of their bitwise modeling approach (e.g., stuck-at-0, stuck-at-1,
bit flip). VPs offer the advantage of abstract faultmodel definition (e.g., register address fault, register
data fault, interrupt fault, instruction-decode fault)
derived from a hardware (HW) model’s behavior (i.e.,
functionality). Therefore, while gate-level and RTLspecific fault models are HW model independent (i.e.,
reusable on any modeled signal and/or gate), VP fault
models are particularly designed for each verified HW
model and affect any number of bits from any number
of registers. Thus, the specification of such abstract
fault models enables system-level safety verification
using VPs.

A fully non-intrusive fault-injection methodology
has been achieved in [12], in which the GNU debugger (GDB) was used to set breakpoints on the
transport methods provided by TLM sockets and
on generic payload attributes and extensions. GDB’s
Python API has been used to inject faults into the
VPs. However, due to the limited number of hardware breakpoints, the introduced simulation overhead
becomes significant.

V.

FAULT-I NJECTION T ECHNIQUES

The presented approach to inject faults into TLM
models possible extends the TLM sockets, interfaces,

The fault-injection techniques presented in our
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and generic payload and adds extra methods and functionality to the newly available data types. The extended VPs are usable in non-intrusive fault-injection
campaigns.
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Initiator

Target
Payload

Figure 4.

Because fault injection is enabled both in the
sockets and at the interface between two TLM models,
the propagation of faults between two interconnected
TLM blocks is also made available. Therefore, a fault
injected into one block is propagated to the next block
and becomes an error. By continuous error propagation from block to block, upon reaching the VP’s
output, the injected fault becomes a failure. Based on
this fault-propagation analysis the robustness of a VP
is evaluated.

TLM injectable interface

fault injection is performed without changing the
TLM block’s original code.
B. TLM Injectable Interface
The injectable interface derives the original TLM
backward/forward interface class to address faultinjection requirements (Fig. 4). Beside the normal
virtual functions defining the blocking and nonblocking interfaces, a configuration data member (i.e.,
fault_mode) is used for the activation of injectable
faults. The data member is configurable to set the
system in normal or in fault-injection mode. In normal
mode, the system continues its ordinary functions calling the TLM interface routines. Once the system goes
into fault-injection mode, the tlm_fault_inject
method is called to inject faults in the system models
by corrupting the payload’s attributes.

A. TLM Injectable Socket
To provide TLM-based VPs with fault-injection
capabilities, interconnects have been embedded into
the standard TLM initiator and target sockets to
sabotage the transport methods’ normal functionality (e.g., b_transport, nb_transport_fw,
nb_transport_bw) (Fig. 2). To add more flexibility to the standard TLM transport flow, three hooks are
provided inside the saboteur-like transport methods of
the interconnects, which do not consume simulation
time. Fault injection is enabled by connecting a fault
injector to one of the available hooks: 1) pre-hook,
2) override-hook, or 3) post-hook (Fig. 3).

This injection mechanism is usable in the early
system-development phase, in which the communication protocol between two or more TLM modules
is not yet fully defined. Therefore, this mechanism
emulates fault effects on the communication path
between the corresponding models. Moreover, the
communication protocol’s safety requirements can be
verified via fault injection before implementing the
actual hardware models. As soon as the communication protocol is defined and is included in the VP, the
TLM injectable socket defined in section V-A can be
efficiently used to inject faults into the communication
module as well.

The pre-hook gets called before the actual transport method, while the post-hook is called after the
transport method is executed. The override-hook replaces the target socket’s transport implementation
completely and acts like an external (non-intrusive)
mutant.
The fault injector is a user-defined class derived from a TLM interface with specialized transport method through which a payload’s contents are
changed during the simulation.

C. Lightweight TLM Injectable Socket

By modeling the VP faults inside the fault injector
and connecting the injector to a specific TLM block,

The lightweight TLM injectable socket methodology is a variation of approach in subsection
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V-A, which adopts a lightweight injectable initiator socket and uses an extended generic payload with dedicated fault-injection methods for each
generic payload attribute (e.g., force_address,
freeze_address, release_address) (Fig. 5).
The injectable initiator socket contains only one
saboteur-like interconnect component (i.e., for the
initiator socket) as opposed to methodology V-A (Fig.
6), which contains one for the target socket as well.
All blocking and non-blocking transport methods are
wrapped by the interconnect and are, furthermore,
controlled by callback handlers provided for the component’s transport methods. The callbacks are used
to modify the generic payload’s attributes. Using
SystemC threads to synchronize the TLM models with
injection events accordingly, faults are activated by
connecting a callback and deactivated by disconnecting the callback during a simulation.

Figure 8.

NanoRISC
TLM Aproximately-Timed Model

VP fault models are developed independently from
the fault-free TLM module as part of the fault injectors (i.e., callbacks) which are connected to the TLM
modules. Therefore, the fault models are effectively
decoupled from the VP (i.e., described outside of
the model) which they actually affect and become
reusable in other VPs by extending the corresponding
test case (Fig. 7).
VI.

NanoRISC TLM loosely-timed block diagram
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C ASE S TUDY

The three methodologies presented above have
been applied on a RISC-based CPU, NanoRISC, modeled according to TLM’s loosely-timed (LT) (Fig. 8)
and approximately-timed (AT) (Fig. 9) coding styles.
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Figure 9.

Virtual prototype fault-model decoupling
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NanoRISC TLM approximately-timed block diagram

Table I.

M EASURED MEAN

SIMULATION OVERHEAD IN MILLISECONDS ( MS )

A

B

C

D

E

Without faultinjection tool

With fault-injection
tool, no faults injected

Slowdown
factor (B/A)

With fault-injection
tool and faults injected

Slowdown
factor (D/A)

248.538

253.706

1.0208

258.934

1.0418

Table II.

Location of injected
fault

FAULT- MODELING

COMPLEXITY AND MEAN SIMULATION OVERHEAD PER INJECTED FAULT

Lines of code for
fault modeling

Number of faults
injected

Number of failures
observed

TLM LT TLM AT TLM LT TLM AT TLM LT

Mean simulation
time (ms)

TLM AT TLM LT TLM AT

RD register

42

51

10

10

7

5

262.368

121.554

Instruction register

23

28

10

10

10

10

253.333

125.348

ALU result register

36

27

5

5

5

5

261.101

153.154

a five-stage pipeline (i.e., instruction fetch, instruction decode, instruction execute, memory access, and
write-back), and a hazard-control unit for the introduction of stalls in the CPU. The execution unit is
composed of shifting blocks, adders, multipliers, and
other logic and arithmetic units.

code required to model the faults and their behavior mainly introduce a slight compilation overhead.
Moreover, the negligible simulation overhead is due
to the way in which each fault-injection approach
has been implemented. On the one hand, all callback
connections and disconnections are C++ method calls
which do not consume simulation time. On the other
hand, the injectable interface operates via the TLM
blocking interface and requires no extra synchronization with the models. The main contributors to the
simulation overhead are, for example, two SystemC
processes required to activate and deactivate the faults
during a simulation. Moreover, these processes are
only triggered once by the simulator during the whole
simulation and are afterwards killed to optimize the
simulation. Table I illustrates the measured mean
simulation overhead in milliseconds.

Each of NanoRISC’s five pipeline-stage components has been modeled as an independent initiator
(e.g., Instruction Fetch), interconnect (e.g., Instruction
Decode), or target (e.g., Instruction/Data Memory).
The components communicate with each other via
sockets by passing a payload with information regarding addressed registers and solved hazards.
The hazard control unit and the forwarding units
are not present in the TLM LT coding style because
each instruction is executed sequentially and, therefore, no hazardous behavior is possible. Moreover,
although not strictly necessary, the explicit modeling
of each pipeline stage comes as an advantage to
more easily demonstrate the fault-injection processes
provided by our methodologies.

To assess the fault-modeling complexity, the number of user-written code lines have been measured
for each modeled and injected fault and are presented
in Table II. The results are presented for the loosely
timed (LT) as well as for the approximately-timed
(AT) TLM models of the NanoRISC CPU. On average, the TLM AT models required more code lines
to accurately model each fault’s behavior because of
the more detailed TLM AT protocol. One exception
has been observed in the ALU result register fault
and was caused by the TLM AT protocol’s relatively
straightforward implementation. Moreover, the number of injected faults (i.e., the number of executed
simulations per modeled fault) as well as the number
of simulations which led to system failures are also
shown in table II. Apart from the faults injected into
the Rd register, all injected faults have successfully
caused failures in the system. These results directly
illustrate the necessity of extra safety mechanisms
to protect the vulnerable registers. Finally, the last
two columns in the table present the mean simulation
time (i.e., wall time) required to perform all faultinjection simulations and observe whether the injected
faults led to failures or were detected and/or corrected

To enhance the TLM-based VPs with our proposed fault-injection techniques, the corresponding
data types (e.g., initiator/target socket, generic payload, backward/forward interfaces) have been replaced with their injectable counterparts accordingly.
Next, VP fault models have been defined respecting
the model’s coding style. During a simulation, the
fault models have been (de-)activated to inject faults
in the VPs.
VII.

R ESULTS AND D ISCUSSION

The performance penalties introduced by the
three presented approaches during fault-injection campaigns have proved to be negligible in comparison to
simulating the same models without fault injection.
This is an expected result because the extra code
introduced by the TLM-library extensions and the
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during the process of propagating through the system.

[3]

The individual fault-model connection methods
required by each of the presented approaches (e.g.,
overloaded payload transactions, callbacks) have not
been taken into consideration in the measurement of
the fault-modeling complexity. This is because each
approach required on average only 8-10 lines of code
which were ultimately reused for the simulation of
each individually modeled fault.
VIII.

[4]

[5]

S UMMARY

[6]

In this paper, three generic fault-injection approaches have been presented to enable safety verification of TLM-models. These techniques have been
applied on TLM loosely and approximately-timed
models of a RISC-architecture CPU to illustrate the
process of extending a TLM model for the purpose
of fault injection therein.

[7]

[8]

By using the presented techniques, faults are injected during a simulation by defining fault models
separately from the original TLM models, hence performing non-intrusive fault injection. Moreover, it has
been shown that the performance penalties of applying
the presented approaches are negligible.

[9]

[10]
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